
An Adaptive Iterative Inpainting Method with More Information
Exploration

Shengjie Chen
chen-sj17@mails.tsinghua.edu.cn

Tsinghua University
Beijing, China

Zhenhua Guo∗
zhenhua.guo@sz.tsinghua.edu.cn

Tsinghua University
Beijing, China

Bo Yuan
boyuan@ieee.org

Tsinghua University
Beijing, China

ABSTRACT
The CNN-based image inpainting methods have achieved promis-
ing performance because of its outstanding semantic understanding
and reasoning potentialities. However, previous works could not
get satisfied results in some situations because information is not
fully explored. In this paper, we propose a new method by com-
bining three innovative ideas. First, to increase the diversity of the
semantic information obtained by the network in image synthesis,
we propose a multiple hidden space perceptual (MHSP) loss, which
extracts high-level features from multiple pre-trained autoencoders.
Second, we adopt an adaptive iterative reasoning (AIR) stategy
to reduce the calculations under small-hole circumstances while
ensuring the performance in large-hole circumstances. Third, we
find that color inconsistencies occasionally occurred in the final
image merging process, so we add a novel interval maximum sat-
uration (IMS) loss to the final loss function. Experiments on the
benchmark datasets show our method performs favorably against
state-of-the-art approaches. Code is made publicly available at:
https://github.com/IC-LAB/adaptive_iterative_inpainting.

CCS CONCEPTS
• Computing methodologies→ Reconstruction.
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1 INTRODUCTION
The image inpainting task refers to generating the missing contents
in the specified mask of an image to perform image restoration,
photo editing, or image coding and transmition [6]. This task is
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based on the fact that the information of different regions of natural
images is related and continuous, despite the high diversity of
natural images. In other words, pixels in the natural image are
not independent, and we can thus infer the content of the missing
region based on other clear regions.

Traditional image inpainting approaches can be roughly classi-
fied into two categories, namely, patch-based and diffusion-based
methods. Patch-basedmethods [2, 12, 32] try to find themost match-
ing patch in the clear region to fill the missing region patch by patch.
Diffusion-based methods [16, 36], on the other hand, try to grad-
ually propagate information such as structure and texture from
the boundary to the interior of the missing region. These methods
are based on some assumptions: there is similar content in clear
regions, or the content of the boundary and the interior of the miss-
ing region has a strong continuity. These assumptions determine
that traditional methods can handle some simple instances, but
cannot deal with images containing complex semantic information.

Recently, deep neural networks have achieved remarkable per-
formance in image inpainting relying on their outstanding semantic
reasoning capabilities. In order to strength this critical reasoning
ability, many works [17, 18, 22–24, 26, 39, 40] have used the per-
ceptual loss [13]. Perceptual loss is a commonly used technique
in image synthesis tasks, because the generator can learn seman-
tic information faster from the high-level feature hidden space
mapped by the perceptual network. In other words, the generator
can directly receive some semantic knowledge from the perceptual
network, rather than learning from scratch. However, the tradi-
tional perceptual loss uses the pre-trained VGG [35] network as the
perceptual network. This strategy has two shortcomings: first, the
VGG network is originally used for image classification, and the
extracted semantic information does not completely match image
synthesis tasks; second, using a single perceptual network leads
to a lack of diversity in the types of obtained semantic knowledge.
Therefore, we propose a multiple hidden space perceptual (MHSP)
loss, which integrates multiple autoencoders as perceptual network,
making the extracted semantic knowledge more suitable for image
synthesis. At the same time, we use the coding distance loss when
training these autoencoders to make the hidden space mapped as
dispersed as possible, so as to ensure the diversity of semantic
knowledge delivered to the generator.

At present, most state-of-the-art deep learning based methods
can be classified into two categories, namely, one-shot [15, 17, 23,
24, 31, 33, 34, 51, 52, 55, 56] and iterative [18, 53]. One-shot methods
have a faster processing speed, but their performance tend to be
significantly worse when the hole (missing region) is large. As the
missing region become larger and the distances between missing
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(a) Input (b) EC[26] (c) RFR[18] (d) Ours

Figure 1: Some samples on the Place2 dataset [58]. The one-
shot method (EC) performs well under small-hole circum-
stances (the first row), but produces more blur and artifacts
under large-hole circumstances (the second row). The itera-
tive method (RFR) is better at dealing with large holes. And
our adaptive iterative method can ensure the repair perfor-
mance under large-hole circumstances while reducing the
amount of calculation under small-hole circumstances.

pixels and clear pixels increase, the textural and structural correla-
tions are weakened. Under such circumstances, a single reasoning
may not be able to dig out enough semantic information for re-
pair. By contrast, iterative methods can progressively strengthen
the correlations and correct previous inference results through
recurrent reasoning, so they can get better performance under
large-hole circumstances. However, most existing iterative meth-
ods set a fixed number of iterations. In other words, the network
has a large amount of calculation for any input image, even if its’
hole is very small. In order to improve the processing speed of the
network, we propose an adaptive iterative reasoning (AIR) strategy.
The AIR network, which can adaptively adjust the number of itera-
tions according to the size of the hole, tries to reduce the amount of
calculation while ensuring the repair performance. Fig.1 shows an
example. The three methods perform similarly when dealing with
small holes. However, the one-shot method produces more blur and
artifacts than the other two methods when dealing with large holes.
In addition, our method does not perform iterative processing when
dealing with small holes (the number of iterations is 1), and the
amount of calculation is smaller than that of the iterative method.

In the deep learning-based image inpainting frameworks, al-
though the inpainting network generates a complete image, the
result is often gotten by merging the generated output and the
original input image:

Imerдe = Iinput × (1 −m) + Ioutput ×m (1)

wherem is the mask of the hole (missing regions). This strategy
can ensure that the content of the clear regions in the final result
is completely accurate, but it also brings a trouble, which we call
"merging chromatism". When the colors of the generated output
image Ioutput and the original input image Iinput are inconsistent,
there will be obvious color discontinuities in the merged image
inside and outside the hole, as shown in Fig. 2. Merging chromatism

(a) Input (b) EC[26] (c) Ours (d) GT

Figure 2: The "merging chromatism" caused by the merge
strategy. The color difference is more obvious under high
saturation domain (the second row) than normal saturation
domain (the first row). Our proposed IMS loss, which con-
strains the generated output in the maximum saturation
color space, can reduce the merging chromatism.

has a great impact on the aesthetics of the result, but traditional
losses have only a small penalty for it. Although we can reduce
this phenomenon by smoothing or other post-processing, these
processing will also reduce the image quality at the same time. We
believe that a better solution is to minimize the color difference
between the generated output image and the original input image.
In addition, we noticed that the color difference becomes more pro-
nounced when we increase the saturation of the image, as shown
in Fig. 2. Inspired by this, we propose a novel interval maximum
saturation (IMS) loss, which increases the penalty for color differ-
ences by mapping the image to the maximum saturation domain.
By adding IMS loss, our method can generate images with more
accurate colors.

Our main contributions are summarized as follows:
• We develop a multiple hidden space perceptual (MHSP) loss,
which can extract more suitable and diverse semantic knowl-
edge for image inpainting task.
• We propose an adaptive iterative reasoning (AIR) module,
which not only retains the ability of dealing with large holes,
but also avoids redundant calculations on small holes.
• We notice that the color difference is more obvious under
high saturation and design a novel interval maximum satu-
ration (IMS) loss, which constrains the inpainting generator
in the maximum saturation domain to reduce the merging
chromatism.

2 RELATEDWORK
In this section, we summarize some existing works related to our
method.

One-shot deep learning based inpainting Context Encoder
[28] firstly used reconstruction loss and adversarial loss to train



an encoder-decoder network for semantic hole-filling. This work
demonstrated the potential of convolutional networks in the image
inpainting tasks. Yeh et al.[48] proposed a similar method, and the
difference is that they also take advantage of the structure of holes
during the inference stage. Yang et al.[47] proposed a multi-scale
neural patch synthesis approach, which jointly optimizes image
content and texture constraints. Iizuka et al.[11] used global and
local discriminators to build the GAN to simultaneously ensure
the global authenticity and the accuracy of local details. To al-
low the network to explicitly borrowing or copying information
from distant spatial locations, Yu et al.[50] added the attention
mechanism to the network. Liu et al.[22] designed a new partial
convolutional layer to enable the network to handle any irregularly
holes. Yan et al.[46] introduced a special shift-connection layer to
the U-Net architecture for filling holes with sharp structures and
fine-detailed textures. Zeng et al. [52] proposed a pyramid-context
encoder, which can learn region affinity by attention from a high-
level semantic feature and transfer the learned attention to the
previous low-level feature. To solve the issue of vanilla convolution
that treats all input pixels as valid ones, Yu et al.[51] proposed a
gated convolution, which provides a learnable dynamic feature
selection mechanism for each channel. Nazeri et al.[26] split the
inpainting process into two stages, and performed edge generation
and image completion respectively. Liu et al. [23] proposed a mu-
tual encoder-decoder network for joint recovery of structure and
texture. These one-shot methods often perform poorly when filling
very large holes. Because the constraint on the center of the hole
is weak under large-hole circumstances, and a single reasoning
cannot eliminate semantic ambiguity.

Iterative inpainting Most recently, there have been some re-
searches on iterative image inpainting. Zhang et al. [54] regarded
the inpainting task as a curriculum learning problem, which divides
the process into several phases and followed by an LSTM framework
to string all phases together. Guo et al.[7] proposed a full-resolution
residual network, which assigns several residual blocks for one di-
lation step. Chen et al.[4] used cascaded generator to progressively
inpaint the image with a pyramid strategy from low-resolution im-
age to higher one. Li et al.[18] devised a recurrent feature reasoning
network and developed a knowledge consistent attention module
to enable the network to capture information from distant places
in the feature map. Zeng et al.[53] proposed an iterative feedback
network, which outputs a corresponding confidence map at each
iteration and feeds it back to the next iteration. However, these
methods set a fixed number of iterations or expansion step, which
often produce redundant calculations.

Perceptual loss Johnson et al.[13] first proposed the perceptual
loss, which enables the network to directly obtain some semantic
knowledge from the pre-trained network. Later, the pre-trained
network was replaced with some task-specific networks [49, 57]
or trained with task-specific datasets [27] to make it more suitable
for different tasks. Rad et al.[30] divided the perceptual loss into
three types: background, boundary and object, and applied them
in the corresponding region of the image. Wu et al.[44] used the
discriminator instead of the pre-trained network to construct the
perceptual loss. Li et al.[20] trained a domain-specific autoencoder
as the perceptual loss. Tej et al.[37] proposed an augmented percep-
tual loss by using the latent features of a discriminator to filter the

unwanted artifacts. Wu et al.[45] combined features from multiple
levels of perceptual network to incorporate the discrepancy in dif-
ferent structures. Although these methods apply some task-specific
improvements, the single perceptual network will lead to a lack of
diversity in the types of obtained semantic knowledge.

Seam removal In image stitching tasks, seams may appear in
the results due to inconsistencies in lighting and contrast between
images. Seam removal is very important to improve the quality of
the results, because humans are very sensitive to seams. There are
three types of seam removalmethods[43], namely pixel weighting[9,
21], optimization[1, 19], and transformation domain[3, 29]. These
methods can be regarded as post-processing, and we hope to solve
this problem directly when training the end-to-end network. More-
over, in the field of image inpainting, this issue has not received
sufficient attention.

3 METHOD
Fig.3 show the overall structure of our inpainting method. Our
network structure refers to [26], which contains two stages, namely
edge inpainting and image inpainting. The output of the first stage
is used as the input of the second stage. Both stages follow the GAN
model, and the structure of the two generators are basically the
same, except that the number of residual blocks is 3 in the first stage
but 8 in the second stage, which has higher complexity. Specifically,
both the encoder and decoder of the generator contain 3 convo-
lutional layers for down-sampling and up-sampling respectively,
which ensure the output has the same size with the input. The mul-
tiple residual blocks at the bottleneck can increase the reasoning
ability of the generator. In addition, we apply instance normaliza-
tion [38] in all layers of the network. In the image inpainting stage,
the generator will perform iterative reasoning in the feature map
space when the hole is large. The specific number of iterations will
be adaptively adjusted according to the size of the input hole.

In this section, we first introduce the adaptive iterative reason-
ing mechanism. Then we introduce two proposed loss functions,
namely multiple hidden space perceptual (MHSP) loss and interval
maximum saturation (IMS) loss. Finally, our total loss function is
introduced.

3.1 Adaptive Iterative Reasoning
Referring to the work of [18], our adaptive iterative inference (AIR)
module is performed in the feature map space instead of the original
image space. This strategy can significantly reduce the computa-
tional cost, because first and last few layers of the generator contain
most of the computational burden. Specifically, the AIR module
consists of 4 convolutional layers and 8 residual blocks. The reason
for using residual blocks at the bottleneck is that training a deep
network which is made of residual blocks has been proved to avoid
vanishing gradient problem [8]. Before the feature enters the AIR
module, the network will first calculate the appropriate number of
iteration k according to the size of input hole:

k = C
(⌊ 10∑

i, jm(i, j )

WH
− 1

⌋
, 1, 4

)
(2)

wherem denotes the mask of the hole, andm(i, j ) = 1 means that
the image is missing at (i, j );W and H denote the width and height



Figure 3: The overall structure of our method. The inpainting process is divided into two stages: the first stage (top) is to
inpainting the edge, and the second stage (bottom) is to inpainting the RGB image using the restored edge. The first stage
uses a one-shot structure, while the second stage will perform iterative reasoning when the hole is large, and the number of
iteration can be adjusted adaptively.
of the image respectively; C represents the clamp function, which
can be defined as:

C (x , t1, t2) =



t1 x < t1
x t1 ≤ x ≤ t2
t2 x > t2

(3)

After each feature reasoning, the network will determine whether
the current number of iterations is less than k . If the current number
of iterations i is less than k , the reasoning result will be fed back
to the next iteration, otherwise it will be convolved to get the final
output.

3.2 Multiple Hidden Space Perceptual Loss
Perceptual loss is often used for a variety of image synthesis tasks.
Specifically, they use a pre-trained image classification network,
such as VGG [35], to map the output image and ground-truth to
a same deep feature hidden space, and then calculate the L1 or
L2 loss between them. However, this hidden space is originally
used for image classification task, that is, the extracted features
are sufficient for classification, but not necessarily sufficient for
image synthesis. In addition, a single perceptual network can only
map images to a single hidden space, that is, deliver one kind of
semantic knowledge to the generator. To make the generator to
output more semantically reasonable results, we can constrain it in
more diversified hidden spaces.

To get these multiple diverse and suitable hidden spaces men-
tioned above, we train multiple autoencoder networks from scratch
to minimize the reconstruction loss and maximize the distance
between the codes obtained by these encoders (coding distance
loss):

Lae = E



∑
i

��I − ϕi (I )�� +
1∑

i<j
���φi (I ) − φ j (I )

���


(4)

where i, j ∈ {1, 2, ...,H }, and H represents the number of autoen-
coder; ϕi denotes the i-th autoencoder network, and φi denotes its
encoder. The reconstruction loss ensures that the features extracted

by these autoencoders are suitable for image synthesis, and the
encoding distance loss ensures the diversity of the perceptual hid-
den spaces mapped by multiple autoencoders. The structure of the
autoencoder is the same as the inpainting network, which is com-
posed of 6 convolutional layers andM residual blocks. Due to the
limitation of GPU memory, H andM are set to 4 and 3 respectively
in our method. Fig.4 shows our proposed multiple hidden space per-
ceptual (MHSP) loss. The inpainting result ŷ and the corresponding
ground-truth y are fed to the multiple pre-trained autoencoders at
the same time, and then feature extracted by the first 3 convolu-
tional layers and the last residual block are used to calculate the L1
loss. The MHSP loss is obtained by adding up all these L1 losses,
which can be defined as:

LMHSP = E



∑
i, j

φ
j
i (Iout ) − φ

j
i (Iдt )

1
Ni


(5)

where i ∈ {1, 2, 3, 4} and j ∈ {1, 2, ...,H }; φ ji is the feature map of
the i-th layer of the j-th autoencoder, and Ni is the total number of
pixels in the feature map of the i-th layer.

3.3 Interval Maximum Saturation Loss
In the image inpainting task, we want to retain the clear region
(not missing) of the input image and only fill the missing region, so
the final inpainting result is often obtained by merging the output
of the network and the input image as shown in Eq.1. Despite the
constraints of reconstruction (L1) loss, the output and input image
of the inpainting network may still have a slight color difference in
the clear region. At the same time, the adversarial loss will make
the colors inside and outside the holes in the output image be
continuous. Therefore, the colors inside (inside the holes in the
output image) and outside (outside the holes in the input image)
the holes in the merged image may be discontinuous. We call this
discontinuity "merging chromatism". In addition, we found that it
can be more clearly observed when the saturation of the image is
increased, as shown in Fig.2. Inspired by this finding, we propose



Figure 4: The illustration of the multiple hidden space perceptual (MHSP) loss. Different from the traditional perceptual loss
extracting feature maps from multiple layers of a single classification network, our MHSP loss extracts feature maps from
multiple layers of multiple autoencoders.

Figure 5: An example of using traditional method and IMS
to maximize image saturation. In the traditional method,
when xi produces a same difference (∆xmid = 20), the sen-
sitivity of the pixel with small value of xmax − xmin (the
first row) is higher, while the output of the pixel with large
xmax − xmin (the second row) may not change at all. How-
ever, our IMS loss (the third row) eliminates this correlation
by setting a fixed interval.

an interval maximum saturation (IMS) loss, which constrains the
output of the network in the maximum saturation color space to
reduce the merging chromatism.

A common way to increase the saturation of an image is

x ′i = C [xi + (xi − L) × α , 0, 255] (6)
where i ∈ {1, 2, 3} represents the R, G and B channel respectively, α
represents the increase amplitude, C represents the clamp function
shown in Eq.3, and L is the lightness of the image:

L =
xmin + xmax

2
(7)

where xmax and xmin denote the maximum and minimum values
of the three channels respectively. To maximize the saturation of
the image, we set α = +∞, and then Eq.6 can be simplified to:

x ′i =

{
0 xi < L

255 xi ≥ L
(8)

In this way, although the image can be mapped to the maximum
saturation color space, the sensitivity of x ′i to the change of xi is
negatively correlated with the value of xmax − xmin , as shown in

the first two rows of Fig.5. To solve this problem, we use a fixed
interval to divide the distance from the minimum channel to the
maximum channel, as shown in the third row of Fig.5. Then we set
the midpoint of the interval where the middle channel is located as
a flag, and use it to set the values of the three channels to 0 or 255.
The calculation process of IMS loss can be expressed as:

LIMS = E
[f (Iout ) − f (Iдt )

1
]

(9)

f (xi ) =

{
0 xi < Lδ

255 xi ≥ Lδ
(10)

Lδ =
δ

2
min

{⌈xi − xmin
δ

⌉
,
xmax − xi

δ

}
+
δ

2

⌊xi − xmin
δ

⌋
+ xmin

(11)

where δ denotes the "interval" we defined, which limits the maxi-
mum error range of xi . Only when the color difference exceeds δ

2 ,
the IMS loss will punish the network. A too large δ will make the
IMS loss not sensitivity enough, while a too small δ will make the
training unstable. So we set δ = 32 in our experiments after many
attempts.

3.4 Total Loss function
Our method contains two stages, and their training is carried out
separately. The training strategy of our edge inpainting network is
similar to [26]. The total loss function is composed of an adversarial
loss and feature-matching loss [41]:

L1total = λ1advL
1
adv + λFMLFM (12)

where λ1adv = 1 and λFM = 10 in our experiments. The adversarial
loss is defined as:

L1adv = E [logD1 (Eout )] + E log
[
1 − D1 (Eдt )

]
(13)

where D1 denotes the discriminator in the first stage; Eout and
Eдt denote the output and ground-truth edge, respectively. The
feature-matching loss is defined as:

LFM = E


L∑
i=1

1
Ni

D
i
1 (Eout ) − D

i
1 (Eдt )

1


(14)



whereDi
1 denotes the activation in the i-th layer of the discriminator

in the first stage; Ni denotes the number of elements in this layer.
As the color image inpainting stage is more difficult, the loss

function in this stage is more complicated. The total loss function
consists of adversarial loss, L1 loss, multiple hidden space perceptual
(MHSP) loss and interval maximum saturation (IMS) loss:

L2total = λ2advL
2
adv + λ1L1 + λMLMHSP + λILIMS (15)

where λ2adv = 1, λ1 = 1, λM = 0.1 and λI = 0.5 in our experiments.
The adversarial loss is defined as:

L2adv = E [logD2 (Iout )] + E log
[
1 − D2 (Iдt )

]
(16)

where D2 denotes the discriminator in the second stage; Iout and
Iдt denote the output and ground-truth image, respectively. The L1
loss is defined as

L1 = E
[Iout − Iдt

1
]

(17)

4 EXPERIMENTS
4.1 Implementation details
We evaluate our method on three challenging datasets: CelebA [25],
Paris Street View [5] and Place2 [58]. All images for training are
center-cropped and resized to 256 × 256. Some data augmentation
techniques, such as flipping, are also used during training. The
irregular mask comes from [22]. We use the Adam [14] optimizer
to optimize our network, and set the learning rate to 1 × 10−4. We
implement our method using Pytorch, and train it on 4 NVIDIA
1080TI GPU. The batch size is set to 8 during training. We train on
the CelebA, Paris Street View and Place2 with 10 epochs, 50 epochs
and 5 epochs respectively.

4.2 Comparison with state-of-the-art methods
In this part, we compare our method with 3 state-of-the-art inpaint-
ing methods: EC [26], CSA [24] and RFR [18]. For the fairness of the
comparison, we used the pre-trained models provided by the author
if available, otherwise trained the model from scratch until con-
vergence. We conducted qualitative and quantitative comparisons
respectively to demonstrate the superiority of our method.

Qualitative Comparisons Fig.6 shows a visual comparison of
the inpainting results of these state-of-the-art methods and our
method. The first, second and third row in the figure are the output
in the CelebA, Paris Street View and Place2 dataset respectively.
It can be seen from the figures that the inpainting results of other
methods contain some blur and artifacts. By contrast, our inpainting
results are more natural and sharp, which shows that our model
has learned sufficient semantic information and conducted more
plausible reasoning. Furthermore, because of the use of the IMS loss,
the color in the inpainting results of our method is more accurate
and pure.

Quantitative Comparisons We used PSNR, MAE (Mean l1),
SSIM[42] and FID[10] to quantitatively evaluate the inpainting re-
sults of different methods. These indexes are the most used metrics
in image denoising, super-resolution and inpainting tasks. With
reference to conventions, we divide the inpainting results into four
groups according to the mask ratio of the input image and evaluate

Table 1: Quantitative comparisons with state-of-the-art
methods on Place2[58]. We used PSNR, MAE, SSIM and FID
to quantitatively evaluate the inpainting results. The ↓ indi-
cates lower is better while ↑ indicates higher is better.

Metric Mask CSA EC RFR Ours

MAE(%)↓

10-20% 1.82 1.77 1.32 1.09
20-30% 3.44 3.04 2.36 2.03
30-40% 5.74 4.41 3.58 3.08
40-50% 8.74 6.15 4.99 4.42

SSIM↑

10-20% 0.930 0.934 0.959 0.966
20-30% 0.858 0.881 0.915 0.929
30-40% 0.758 0.817 0.857 0.879
40-50% 0.628 0.736 0.787 0.814

PSNR↑

10-20% 27.18 27.15 29.52 30.31
20-30% 23.52 24.19 25.87 26.72
30-40% 20.52 22.14 23.37 24.09
40-50% 18.02 20.29 21.42 21.92

FID↓

10-20% 14.78 10.94 8.71 6.79
20-30% 30.88 19.25 17.44 13.34
30-40% 56.57 28.51 28.44 18.66
40-50% 90.03 42.66 42.13 27.78

Table 2: Quantitative comparisons with state-of-the-art
methods on CelebA[25]. We used PSNR, MAE, SSIM and FID
to quantitatively evaluate the inpainting results. The ↓ indi-
cates lower is better while ↑ indicates higher is better.

Metric Mask CSA EC RFR Ours

MAE(%)↓

10-20% 1.60 1.03 0.92 0.73
20-30% 2.83 1.82 1.69 1.41
30-40% 4.85 2.75 2.71 2.23
40-50% 7.80 3.91 3.86 3.33

SSIM↑

10-20% 0.959 0.974 0.971 0.982
20-30% 0.906 0.949 0.948 0.959
30-40% 0.820 0.915 0.918 0.926
40-50% 0.697 0.869 0.870 0.877

PSNR↑

10-20% 29.87 31.80 32.74 33.84
20-30% 25.52 28.52 29.36 29.87
30-40% 22.02 25.91 26.03 26.81
40-50% 19.01 23.80 23.99 24.38

FID↓

10-20% 6.65 2.76 2.69 2.53
20-30% 21.11 8.45 6.84 5.72
30-40% 54.85 15.72 14.35 13.37
40-50% 93.05 26.86 26.18 26.23

them respectively. Tab.1, Tab.2 and Tab.3 shows the quantitative
evaluation results of different methods on Place2, CelebA and Paris
Street View respectively. Our method outperforms other state-of-
the-art methods in most cases, which indicates that our proposed
strategy is effective. In some cases, our method performs worse
than RFR, which may be because it performs iterative reasoning
under a small mask ratio.

Processing Speed Comparisons We adopt an adaptive itera-
tive reasoning (AIR) stategy to reduce the calculations under small-
hole circumstances. To prove its effectiveness, we compared the
image processing speed with EC[26] and RFR[18]. The speed of
CSA[24] is significantly lower than them, so we did not compare



(a) Input (b) EC [26] (c) CSA [24] (d) RFR [18] (e) Ours (f) GT

Figure 6: Qualitative comparisons with state-of-the-art methods. The first, second and third rows are the output in the CelebA,
Paris Street View and Place2 dataset respectively. Comparedwith othermethods, ourmethods can generatemore semantically
plausible and natural results.

Table 3: Quantitative comparisons with state-of-the-art
methods on Paris Street View [5].We used PSNR,MAE, SSIM
and FID to quantitatively evaluate the inpainting results.
The ↓ indicates lower is better while ↑ indicates higher is bet-
ter.

Metric Mask CSA EC RFR Ours

MAE(%)↓

10-20% 1.65 1.43 1.05 0.93
20-30% 2.74 2.38 1.80 1.71
30-40% 4.25 3.44 2.69 2.53
40-50% 6.53 4.68 3.81 3.66

SSIM↑

10-20% 0.957 0.949 0.973 0.972
20-30% 0.908 0.908 0.942 0.941
30-40% 0.835 0.856 0.899 0.902
40-50% 0.731 0.793 0.843 0.845

PSNR↑

10-20% 30.80 29.92 33.03 32.81
20-30% 27.22 27.19 29.47 29.29
30-40% 24.38 25.11 26.85 26.88
40-50% 21.64 23.38 24.65 24.69

FID↓

10-20% 7.21 5.96 3.42 3.89
20-30% 16.87 10.32 7.63 7.92
30-40% 34.76 15.84 11.55 11.54
40-50% 63.91 24.36 19.82 19.79

with it. The EC is a one-shot method, while the RFR is an iterative
method with a fixed number of iterations. The result is shown in
Fig.7. Our method has obvious advantage over RFR under small-
hole circumstances. To improve the inpainting performance under
large-hole circumstances, the processing speed of our method will
decrease due to iterative reasoning.

Figure 7: Comparison of processing speed under different
mask ratios. Our method can improve the processing speed
by avoiding iterative reasoning under small-hole circum-
stances.

4.3 Diversified hidden spaces
In our proposed multiple hidden spaces perception loss, we train H
(H = 4 in our experiment) autoencoders. While ensuring their abil-
ity to reconstruct images, we keep the extracted codes as far away
from each other as possible to ensure the diversity of these hidden
spaces. In order to verify the diversity of our trained autoencoders,
we perform PCA processing on the codes(from 256-dimensional
space to 2-dimensional space) obtained by the 4 autoencoders with
the same input, and then calculate their direction and magnitude.



Figure 8: Direction (the first row) and magnitude (the sec-
ond row) of codes got by different autoencoders. Four au-
toencoders get different types of encoding results when they
have the same input. The first column is the input image,
and the next four columns are the results of 4 different au-
toencoders respectively.

Table 4: Effect of each component on Places2. baseline: Re-
move AIR, MHSP and IMS; +AIR: Add adaptive iterative rea-
soning to the baseline; +MHSP: Add multiple hidden space
perceptual loss to the baseline; +IMS: Add interval maxi-
mum saturation loss to the baseline; +ALL: Add AIR, MHSP
and IMS to the baseline.

Metric Mask baseline +AIR +MHSP +IMS +ALL

MAE(%)↓

10-20% 2.15 2.06 2.00 2.01 1.09
20-30% 4.11 3.95 3.76 3.83 2.03
30-40% 6.69 5.94 6.03 6.26 3.08
40-50% 9.82 8.78 8.62 9.33 4.42

SSIM↑

10-20% 0.941 0.942 0.944 0.944 0.966
20-30% 0.887 0.890 0.893 0.893 0.929
30-40% 0.822 0.838 0.835 0.830 0.879
40-50% 0.746 0.767 0.771 0.756 0.814

PSNR↑

10-20% 29.68 30.01 30.16 30.11 30.31
20-30% 26.11 26.49 26.66 26.54 26.72
30-40% 23.35 24.08 23.87 23.84 24.09
40-50% 21.08 21.91 21.45 21.49 21.92

FID↓

10-20% 8.34 7.95 7.48 7.65 6.79
20-30% 16.79 14.49 14.66 14.54 13.34
30-40% 22.64 19.24 20.49 20.34 18.66
40-50% 33.45 28.91 29.99 29.48 27.78

The results are shown in Fig.8. We can see that the codes obtained
by different autoencoders have obvious differences, indicating that
they extract different types of semantic information from the same
image. The constraints in these different hidden spaces can make
the inpainting network generate more semantically reasonable re-
sults.

4.4 Ablation study
To verify the effect of our contributions separately, we add AIR
module, MHSP loss and IMS loss to the baseline model individually.
Then we conducted a quantitative evaluation of these four models
on the Place2 dataset, and the results are shown in Tab.4. We can
see that any module or loss could improve performance while
combining them could get better results.

The results on Places2 dataset corresponding to different num-
ber of perceptual networks in MHSP loss with same number of

Table 5: The influence of the number of perceptual network
in MHSP loss on the performance of the model on Places2.

Metric Mask 1* 1 2 4

MAE(%)↓

10-20% 2.14 2.04 2.03 1.09
20-30% 4.02 3.87 3.85 2.03
30-40% 6.12 6.12 6.14 3.08
40-50% 9.35 9.34 8.98 4.42

SSIM↑

10-20% 0.940 0.943 0.943 0.966
20-30% 0.888 0.891 0.893 0.929
30-40% 0.837 0.839 0.840 0.879
40-50% 0.766 0.768 0.770 0.814

PSNR↑

10-20% 29.71 30.02 30.11 30.31
20-30% 26.29 26.58 26.61 26.72
30-40% 24.03 24.02 23.96 24.09
40-50% 21.46 21.52 21.59 21.92

FID↓

10-20% 8.21 7.64 6.90 6.79
20-30% 15.94 14.14 13.94 13.34
30-40% 21.27 20.97 18.87 18.66
40-50% 30.74 29.64 28.05 27.78

iterations are given in Tab.5. The 1* donates using a pre-trained
VGG network as the perceptual network, which is the traditional
perceptual loss. The rest ones all use autoencoders, which is trained
from scratch, as the perceptual network. As shown in Tab.5, our
method, even with only one perceptual network, outperforms the
traditional perceptual loss, indicating that the trained autoencoder
is indeed more suitable for image generation tasks. As the number
of perceptual network increases, the performance of the model grad-
ually improves, which shows that the capability to extract semantic
information of multiple perceptual networks is stronger. However,
the number of perceptual network cannot be too large, because this
will cause excessive calculation and optimization difficulties.

5 CONCLUSION
In this paper, we propose an adaptive iterative reasoning (AIR) net-
work which can adaptively adjust the number of iterations under
different hole sizes and generate a semantically explicit inpainting
results. Furthermore, a multiple hidden space perceptual (MHSP)
loss and interval maximum saturation (IMS) loss are developed to
enhance the constraints on the network in terms of semantics and
chromatism. Comparative experiments and ablation experiments
demonstrate the superiority of our proposed method in perfor-
mance on popular datasets. However, the coding distance loss in
MHSP and IMS loss used in this article are relatively simple, so
there is still much room for improvement. Furthermore, applying
IMS on other color image processing tasks, such as image denoising
or super-resolution will be an interesting topic.
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