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Abstract—Existing attempts to improve the performance of 

AdaBoost on imbalanced datasets have largely been focused on 

modifying its weight updating rule or incorporating sampling or 

cost sensitive learning techniques. In this paper, we propose to 

tackle the challenge from a novel perspective. Initially, the 

dataset is over-sampled and the standard AdaBoost is applied to 

create a series of base classifiers. Next, the weights of the 

classifiers are further retrained by Genetic Algorithms (GAs) or 

comparable optimization techniques where more targeted 

performance measures such as G-mean and F-measure can be 

directly used as the objective function. Consequently, unlike 

other indirect solutions, this sampling + reweighting strategy can 

purposefully tune AdaBoost towards a certain performance 

measure of interest with only moderate computational overhead. 

Experimental results on ten benchmark datasets show that this 

strategy can reliably boost the performance of AdaBoost and has 

consistent superiority over EasyEnsemble, which is a competent 

ensemble method for class imbalance learning. 
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I.  INTRODUCTION 

The challenge of class imbalance learning [5] is pervasive 
in the real world where, for binary classification, the number of 
instances from one class (referred to as the minority or positive) 
is significantly less than that of the other class (referred to as 
the majority or negative). Naturally, exceptional events are rare 
and of greater value than normal events and whether they can 
be correctly identified is crucial in many applications, such as 
medical diagnosis [17], churn prediction [16], fraud detection 
and network intrusion detection [15]. 

Since traditional classifiers usually seek to optimize the 
overall accuracy without special consideration of the accuracy 
on minority instances, they may not be effective in dealing with 
class imbalance problems. Furthermore, a classifier can naïvely 
achieve a seemingly satisfactory accuracy by simply treating all 
instances as being negative. This issue is more challenging 
when there is an inevitable contradiction or tradeoff between 
the overall accuracy and the accuracy on the minority class. In 
this situation, some majority instances may have to be 
misclassified in order to obtain good performance on the 
minority class.  

In recent years, significant efforts have been devoted to 
improving the performance of traditional classifiers on 

imbalanced datasets, largely following two trajectories: the data 
level and the algorithmic level [13]. By directly manipulating 
the class distributions (data level), positive samples can be 
better represented in the dataset and many sampling techniques 
have been proposed [7]. For example, SMOTE (Synthetic 
Minority Over-sampling Technique) [3] is a widely used 
oversampling technique, which creates random synthetic 
minority instances along the line segments connecting a 
minority instance and its neighbors. It is claimed that SMOTE 
can generate more general decision regions for the minority 
class. At the algorithmic level, different costs can be assigned 
to minority and majority classes, effectively updating the 
objective function. Also, different weights can be given to 
minority and majority classes so that, for example in KNN, 
minority class instances take higher importance when 
determining the class label of a query point. 

As one of the most popular ensemble learning algorithms, 
AdaBoost [9] creates a set of base classifiers sequentially by 
adaptively adjusting the weights over instances in the training 
set. In AdaBoost, instances that are misclassified by the current 
classifier are given higher weights and vice versa. By doing so, 
classifiers are forced to concentrate on instances that are not 
properly identified by previous classifiers and diverse base 
classifiers can be created. In theory, the upper bound of the 
training error of AdaBoost decreases monotonically as long as 
the base classifier is a little more accurate than random guess. 
Note that each base classifier is also weighted when combined 
to create the final decision function. 

There have been a number of studies on extending 
AdaBoost to imbalanced datasets. At the data level, 
SMOTEBoost introduces SMOTE in each round of boosting to 
provide the base classifier with a broader representation of the 
minority instances [4]. In EasyEnsemble, the majority class is 
down-sampled to create a series of balanced training sets [14]. 
At the algorithmic level, AdaCost [8] takes different 
misclassification costs for making false positive predictions 
and false negative predictions into account. The key idea is to 
incorporate a cost adjustment function into the instance weight 
updating rule so that the weight of an instance with a higher 
cost will be increased more if it is misclassified and will be 
reduced less otherwise. In RareBoost [12], instances with 
positive predictions and negative predictions are treated 
differently and a separate importance value is calculated. 
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Current techniques such as sampling and cost sensitive 
learning can alleviate the challenge of imbalanced datasets to 
some extend by biasing the classifiers in favor of the minority 
class. However, their effectiveness is not always clear as the 
objective functions used in the training process are still often 
based on the overall accuracy, instead of more targeted 
measures such as G-mean and F-measure. In this paper, we 
propose to train the standard AdaBoost on training sets over-
sampled by SMOTE and, in an offline mode, retrain the 
weights of base classifiers assigned by the standard AdaBoost 
using Genetic Algorithms (GAs) [10] with G-mean as the 
fitness function to boost the performance of AdaBoost on 
imbalanced datasets. 

Section II highlights some important features of imbalanced 
datasets. The proposed sampling + reweighting scheme is 
detailed in Section III. Experimental results on ten benchmark 
datasets are presented in Section IV. This paper is concluded in 
Section V with some possible directions for future work. 

II. IMBALANCED DATASETS 

The major challenge of training classifiers on imbalanced 
datasets comes from the inconsistency between the classifier 
corresponding to the maximum overall accuracy and the 
classifier that can correctly identify the minority class. If a 
dataset can be perfectly separated, in theory, these two 
classifiers can be unified. Unfortunately, for most applications, 
such classifiers do not exist in practice due to local optima or 
the inherent limitation of classifiers. What is even worse is that 
the two classes may overlap with each other, making a perfect 
classifier literally impossible. As a result, a classifier that is 
trained based on the principle of minimizing the overall 
prediction error may be unlikely to work well as far as the 
minority class is concerned. 

Fig. 1 shows an example where the classifier is a vertical 
line (positive: left hand side; negative: right hand side) and the 
minority and majority instances are represented by the white 
and gray boxes respectively. The solid line indicates the 
classifier with the maximum overall accuracy (95%) but 
misclassifying all minority class instances. By contrast, the 
dashed line gives a less appealing overall accuracy of 90% but 
correctly identifies all minority instances. It is easy to see that 
the accuracy of a classifier on the majority class may need to be 
compromised in exchange for improved performance on the 
minority class. Since the majority class dominates the dataset, 
this will also result in the sacrifice of the accuracy over the 
entire dataset. 

 
 

Figure 1.  An imbalanced dataset where the classifier with the best overall 

performance (solid line, accuracy: 95%) is not consistent with the classifier 
that can correctly identify the minority class (dashed line, accuracy: 90%). 

To better characterize the performance of a classifier on 
imbalanced datasets, various performance measures have been 
proposed. Equation (1) gives the definition of G-mean, which 
is the square root of the production of the true positive rate and 
the true negative rate. It is clear that a classifier must perform 
reasonably well on both classes in order to achieve satisfactory 
G-mean values. In the above example, the G-mean values of 
the two classifiers are 0 (solid line) and 0.946 (dashed line) 
respectively. 

                   G-mean = ����� � ������/
                       (1) 

���    Acc� �
TP

TP � FN
;     Acc� �

TN

TN � FP
 

 

III. THE SAMPLING + REWEIGHTING STRATEGY 

In AdaBoost, a distribution of weights over training 
instances is adaptively maintained and base classifiers are 
created sequentially with each classifier concentrating on 
instances that are not well learnt by previous ones. With this 
mechanism, diverse classifiers can be created effectively, 
which is important for classifying imbalanced datasets [11, 19]. 
Since minority class instances are prone to misclassification 
and the weights of these instances will be increased 
automatically, it seems that AdaBoost has a built-in function 
for handling imbalanced datasets. However, the weighting 
strategy (for both instances and classifiers) in AdaBoost is 
optimized towards the minimization of the overall error rate, 
resulting in unsatisfactory performance on imbalanced datasets. 

The motivation of the proposed strategy is as follows. 
Firstly, SMOTE is a popular general purpose technique with 
proven performance for handling imbalanced datasets and it 
will be used in the data preprocessing stage. Secondly, 
although previous studies such as AdaCost and RareBoost have 
demonstrated how certain modified weight updating rules can 
help AdaBoost handle class imbalance learning, it is still 
largely an open issue on how to tune AdaBoost towards a 
specific performance measure such as G-mean. As a result, we 
choose to keep the original internal weight updating rule and 
retrain the weights of base classifiers by some general purpose 
optimization techniques. By doing so, we can still take the 
advantage of the effectiveness of AdaBoost while tuning, at 
least partially, the performance of AdaBoost towards the 
performance measure of interest. 

In Fig. 2, the original training set is over-sampled by 
SMOTE, resulting in a more balanced new training set. Next, 
the standard AdaBoost is applied to produce a series of base 
classifiers. Finally, the GA comes to play to purposefully 
retrain the weights. More specifically, the vector of weights is 
optimized using G-mean as the objective function. By doing so, 
there is a clear match between how the classifier is trained and 
how it is to be evaluated.  

As to the time complexity, since the predictions of base 
classifiers on training instances are fixed, they only need to be 
calculated once. In practice, a matrix M of size number of base 
classifiers-by-number of instances can be used to store the 
corresponding values, reducing the computational complexity 
of the fitness routine significantly, especially for complex 
classifiers (Table I). As a result, the complexity of retraining is 
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independent of the complexity of the base classifiers. In the 
meantime, since the dimension of the search space is only 
determined by the number of base classifiers, our method can 
also scale up nicely with high dimensional data. 

 

 

 

Figure 2.  A graphical illustration of the sampling + reweighting strategy. 

 

TABLE I.  THE FRAMEWORK OF THE REWEIGHTING PROCEDURE 

Reweighting (L, T, D) 

Inputs: Learner L ; Number of Iterations T ; Training Set D 

Outputs: Base Classifiers C ; Weight Vector W*  

1. Apply AdaBoost with L for T iterations on D 

2. Record base classifiers C and store their predictions on D in M 

3. Initialize a population of random weights W 

4. Use the GA to find the optimal W* that maximizes fitness 

5. Return: C and W* 

 

F = fitness (W, M ) 

1. Use W and M to obtain the weighted predictions on D 

2. Calculate Acc+ and Acc- respectively 

3. Return: F = ( Acc+ ·Acc-)1/2    // use other measures as necessary 

 

This framework bears certain similarity to EVEN 
(EVolutionary ENsembles), which uses Evolutionary 
Algorithms as the meta-learner to assign proper weights to each 
base classifier [18]. EVEN has been shown to outperform 
uniform voting on both ordinary and imbalanced datasets [6]. 
In existing studies, EVEN is often used with heterogeneous 
classifiers such as Decision Trees, Logistic Regression and 
Naïve Bayes trained on the bootstraps of the original datasets 
(Bagging). In our work, we will investigate the effectiveness of 
such training strategy on Boosting algorithms. 

IV. EXPERIMENTS 

To validate the effectiveness of the sampling + reweighting 
strategy for class imbalance problems, a series of experiments 
was conducted on ten benchmark datasets. The major objective 
was to demonstrate its general performance on improving the 
performance of AdaBoost. Comparison with EasyEnsemble 
was also made to further highlight its advantage. 

A. Specification 

The GA routines in Matlab R2010b [1] were used with 
default parameter values to ensure reproducibility. The base 
classifier in AdaBoost (50 iterations) was a decision stump, 
making predictions based on the value of a single attribute. All 
datasets were adopted from the UCI machine learning 
repository [2] except Churn, which contained customer records 
from a major commercial bank in China [20]. For cross 
validation, each dataset was randomly divided into the training 
set and the test set of approximately the same size for 50 times 
and the GA was run for 10 independent trials on each training 
set (totally 500 GA runs for each dataset).  

B. Data Preprocessing 

TABLE II.  THE TEN IMBALANCED BENCHMARK PROBLEMS 

Datasets 
Number of 

Attributes 

Number of 

Instances 

Proportion of 

Positive Samples 

Abalone 8 4177      6.25% 

Cancer 9 683   34.99% 

Churn 27 1524   4.79% 

Covertype 54 5810   8.47% 

Glass 9 214   10.28% 

Heart 13 297   16.16% 

Spect 22 267   20.60% 

Thyroid 21 3772   7.53% 

Wine 11 4898   3.67% 

Yeast 8 1484   3.44% 

 

In Table II, all datasets were normalized within the range of 
[0, 1] and all instances with missing values were removed. 
From the proportions of positive samples, it is clear that they 
are representative of diverse datasets, from moderately 
imbalanced to extremely imbalanced. Since we only considered 
binary classification problems, the positive and negative 
instances were labeled by “1” and “-1” respectively. The 
descriptions of some individual datasets are listed below:  

• The Abalone dataset was created by merging classes 
16-29 as the positive class and all other classes were 
treated as the negative.  

• The Cancer dataset was created from the Wisconsin 
Breast Cancer Database by removing its 16 samples 
with missing values (from totally 699 samples).  

• The Covertype dataset contained randomly selected 1% 
instances from the Forest Covertype dataset in which 
classes 4 - 7 were merged as the positive and all other 
classes were treated as the negative.  

• The Glass dataset was created by merging class 5 and 
class 6 in the original dataset as the positive and 
combining all other classes as the negative.  

• The Heart dataset was created from the Heart Disease 
dataset by merging class 3 and class 4 as the positive 
and treating all other classes as the negative.  

• The Spect dataset was the combination of the Spect 
Train dataset and the Spect Test dataset.  
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• The Thyroid dataset was based on the ann-train data 
file and class 1 and class 2 were merged as the positive. 

• The Wine dataset was created from the Wine Quality 
Dataset (white wine) by marking all samples with 
scores no less than 8 out of 10 as the positive and all 
other samples as the negative.  

• In Yeast, the class “ME2” was chosen as the positive 
while all other classes were merged as the negative.  

C. The Effect of Sampling and Reweighting  

In the first set of experiments, the standard AdaBoost was 
applied on the ten benchmark datasets. For each dataset, the 
value of G-mean (with standard deviation) and the true positive 
rate (TPR), true negative rate (TNR) were summarized over 50 
cross validations (Table III). Firstly, the performance of 
AdaBoost varied significantly over entire datasets, ranging 
from below 0.1 to more than 0.98. Secondly, on datasets with 
similar levels of imbalance, AdaBoost may still perform 
differently (e.g., Wine vs. Yeast). 

TABLE III.  EXPERIMENTAL RESULTS OF THE STANDARD ADABOOST  

Dataset G-mean Std TPR TNR 

Abalone 0.3975 0.04002 0.1615 0.9884 

Cancer 0.9499 0.01216 0.9312 0.9693 

Churn 0.4673 0.08091 0.2279 0.9867 

Covertype 0.3588 0.05239 0.1331 0.9881 

Glass 0.8467 0.11136 0.7472 0.9771 

Heart 0.5615 0.08657 0.3523 0.9202 

Spect 0.6593 0.05488 0.4879 0.8995 

Thyroid 0.9865 0.008884 0.9795 0.9936 

Wine 0.07630 0.07199 0.01093 0.9972 

Yeast 0.4704 0.09449 0.2335 0.9862 

 

In the second set of experiments, all training sets were over-
sampled by SMOTE (sampling ratio: 300%). It is clear that 
sampling delivered unanimously measurable benefits to 
AdaBoost (Table IV), confirming its effectiveness as a general 
purpose technique for handling imbalanced datasets. 

TABLE IV.  EXPERIMENTAL RESULTS OF SMOTE+ADABOOST  

Dataset G-mean Std TPR TNR 

Abalone 0.7058 0.01900 0.5301 0.9408 

Cancer 0.9773 0.004694 0.9883 0.9666 

Churn 0.8535 0.02283 0.7530 0.9682 

Covertype 0.7478 0.01399 0.6231 0.8981 

Glass 0.9795 0.01495 0.9877 0.9716 

Heart 0.8534 0.02330 0.8341 0.8745 

Spect 0.8488 0.02032 0.9003 0.8016 

Thyroid 0.9937 0.001456 0.9965 0.9908 

Wine 0.5236 0.03247 0.2838 0.9701 

Yeast 0.7548 0.03590 0.5911 0.9664 

In the third set of experiments, the GA was used to 
reweight the base classifiers produced by the standard 
AdaBoost using G-mean as the objective function. For each 
dataset, the GA was run for 10 times in each cross validation to 
account for its inherent stochastic behavior. The minimum, 
maximum and average G-mean values (with standard deviation) 
were summarized over 50 cross validations (Table V). 
Compared to the results in Table III, it is clear that reweighting 
the base classifiers did produce significant improvement. 

TABLE V.  EXPERIMENTAL RESULTS OF GA+ADABOOST  

Dataset Average Std Min Max 

Abalone 0.7683 0.01616 0.7433 0.7881 

Cancer 0.9465 0.010881 0.9333 0.9575 

Churn 0.7358 0.069427 0.6777 0.7933 

Covertype 0.7854 0.026811 0.7660 0.8012 

Glass 0.8614 0.10415 0.8291 0.9004 

Heart 0.6051 0.10392 0.5340 0.6749 

Spect 0.7242 0.051093 0.6844 0.7573 

Thyroid 0.9797 0.009915 0.9693 0.9889 

Wine 0.7292 0.04085 0.6961 0.7607 

Yeast 0.6410 0.09248 0.5640 0.7146 

 

In the fourth set of experiments, SMOTE was applied along 
with the reweighting of base classifiers by GAs (sampling + 
reweighting). Compared to Table IV, the performance of 
AdaBoost was further improved on five datasets (marked in 
bold in Table VI), showing clearly the effectiveness of 
reweighting on top of sampling. Note that the rest five datasets 
are mostly easy ones such as Cancer and Thyroid. 

TABLE VI.  EXPERIMENTAL RESULTS OF SMOTE+GA+ADABOOST  

Dataset Average Std Min Max 

Abalone 0.8272 0.008443 0.8164 0.8360 

Cancer 0.9739 0.004774 0.9686 0.9784 

Churn 0.9022 0.01422 0.8827 0.9186 

Covertype 0.8187 0.006917 0.8061 0.8289 

Glass 0.9797 0.01459 0.9758 0.9823 

Heart 0.8309 0.02168 0.7976 0.8583 

Spect 0.8451 0.01772 0.8255 0.8643 

Thyroid 0.9925 0.002360 0.9898 0.9945 

Wine 0.8182 0.01085 0.8024 0.8322 

Yeast 0.8544 0.02055 0.8307 0.8757 

 

In summary, we have made the following important 
observations from the above four sets of experiments: 

• SMOTE is an effective technique for improving the 
performance of AdaBoost. 

• Reweighting is also effective on improving the 
performance of AdaBoost. 
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• The best overall performance was achieved when 
combining sampling (SMOTE) and reweighting (GA). 

• The proportion of positive samples is not a decisive 
factor for problem difficulty. 

D. Comparison with EasyEnsemble 

To further demonstrate the effectiveness of the sampling + 
reweighting strategy, it is desirable to compare it with other 
variations of AdaBoost for class imbalance learning. Due to the 
space limitation, it is difficult to conduct a comprehensive 
study in this paper and EasyEnsemble was chosen as the 
representative. Firstly, it is an advanced technique with 
competitive performance compared to other techniques such as 
AdaCost and SMOTEBoost. Secondly, it also keeps the 
internal weight updating rule of AdaBoost intact, which is 
similar to our strategy. 

In EasyEnsemble, each time the majority class in the 
original training set is randomly down-sampled to the same 
size as the minority class and the standard AdaBoost is applied 
on a balanced training set. This procedure is repeated N times 
so that N ensembles of classifiers are generated and all majority 
class instances have the chance to be involved in the training. 
After training, all base classifiers are combined together with 
their original weights to produce the final outputs. In fact, 
EasyEnsemble creates an ensemble of ensembles and can be 
regarded as a combination of boosting and bagging with 
balanced class distributions [14]. In the experiments, five 
ensembles each containing ten base classifiers were created, 
resulting in the same number of base classifiers (50) as 
previous experiments. By comparing Table III, Table VI and 
Table VII, it is evident that EasyEnsemble can greatly improve 
the performance of AdaBoost but the superiority of our strategy 
over EasyEnsemble is also distinct and consistent. 

TABLE VII.  EXPERIMENTAL RESULTS OF EASYENSEMBLE  

Dataset G-mean Std TPR TNR 

Abalone 0.7543 0.02202 0.7756 0.7377 

Cancer 0.9589 0.01209 0.9546 0.9635 

Churn 0.8078 0.02469 0.8349 0.7847 

Covertype 0.7764 0.01492 0.7975 0.7579 

Glass 0.8654 0.08976 0.9183 0.8245 

Heart 0.7381 0.05145 0.7205 0.7629 

Spect 0.7086 0.04590 0.7734 0.6551 

Thyroid 0.9858 0.005449 0.9976 0.9741 

Wine 0.7067 0.02391 0.7096 0.7067 

Yeast 0.7956 0.04427 0.7822 0.8146 

 

E. Discussion 

In the above experiments, for easy datasets such as Cancer 
and Thyroid, the standard AdaBoost already worked quite well 
and unsurprisingly there was little room for further 
improvement. By contrast, it is encouraging to see how hard 
datasets were successfully solved by the proposed technique. 
For example, the G-mean values of classifiers trained on Wine 
increased steadily from around 0.076 (standard AdaBoost) to 

around 0.82 (SMOTE + GA). This is likely due to the property 
of the specific dataset: the two classes in Wine overlap 
significantly, resulting in a big gap between the classifiers 
tuned towards the overall accuracy and the G-mean 
respectively [20]. 

In the meantime, in AdaBoost, typically the weights of base 
classifiers decrease rapidly during iteration, showing that the 
first few base classifiers make the most contributions towards 
the overall predictions while other base classifiers are used to 
make minor corrections. However, after being optimized by 
GAs, the weights may change dramatically. Fig. 3 gives an 
example on Wine where the horizontal axis shows the 
logarithm of the original weights (for better visual effect) 
assigned by AdaBoost while the vertical axis shows the 
corresponding new weights. It can be seen that the two base 
classifiers with the largest original weights only had moderate 
new weights compared to others. This evidence strongly 
supports the employment of the reweighting strategy for 
AdaBoost on imbalanced datasets. 

 

Figure 3.  Comparison of the original weights and the new weights (Wine). 

There is no clear correlation between the original and new weights. 

V. CONCLUSION 

The major contribution of this paper is a novel hybrid 
sampling + reweighting approach to improving the 
performance of AdaBoost on imbalanced datasets. Unlike 
traditional methods, in the proposed strategy, AdaBoost takes 
advantage of two powerful techniques: SMOTE and GAs, 
which are employed to change the class distributions of the 
imbalanced datasets and reweight the base classifiers 
respectively. This framework is effective as AdaBoost can be 
tuned based on how it is to be evaluated, making the training 
process more targeted. It is also flexible enough to 
accommodate different optimization techniques, performance 
measures as well as other methods for handling imbalanced 
datasets. Finally, the computational overhead can be kept low 
as the predictions of base classifiers on the training instances 
are fixed and can be reused in the objective function in GAs. 

Experimental results on ten imbalanced datasets clearly 
demonstrated that: i) over a variety of datasets in terms of the 
class ratio, this sampling + reweighting strategy reliably 
boosted the performance of AdaBoost especially when the 
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problems were difficult; ii) the proposed strategy was 
consistently superior than EasyEnsemble, which is a competent 
Ensemble method for imbalanced datasets; iii) base classifiers 
with large weights assigned by AdaBoost were not necessarily 
important and the reweighting of base classifiers is necessary to 
achieve better performance. Note that no specific efforts were 
devoted to the tuning of parameters and additional performance 
gains may be expected. 

As to future work, since our strategy is inherently flexible, 
other variations of AdaBoost such as AdaCost and RareBoost, 
different base classifiers, more sophisticated optimization 
techniques specifically tuned towards this type of problems and 
alternative performance measures such as F-measure and ROC 
can be also incorporated. Furthermore, it would be interesting 
to conduct an in-depth investigation of the interaction between 
the properties of datasets and the effectiveness of the proposed 
strategy as well as extend the current work to multiclass 
classification problems.  
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