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a b s t r a c t
The integration of Reinforcement Learning (RL) and Evolutionary Algorithms (EAs) aims at
simultaneously exploiting the sample efficiency as well as the diversity and robustness of
the two paradigms. Recently, hybrid learning frameworks based on this principle have
achieved great success in robot control tasks. However, in these methods, policies from
the genetic population are evaluated via interactions with the real environments, severely
restricting their applicability when such interactions are prohibitively costly. In this work,
we propose Surrogate-assisted Controller (SC), a generic module that can be applied on top
of existing hybrid frameworks to alleviate the computational burden of expensive fitness
evaluation. The key to our approach is to leverage the critic network that is implemented
in existing hybrid frameworks as a novel surrogate model, making it possible to estimate
the fitness of individuals without environmental interactions. In addition, two model management strategies with the elite protection mechanism are introduced in SC to control the
workflow, leading to a fast and stable optimization process. In the empirical studies, we
combine SC with two state-of-the-art evolutionary reinforcement learning approaches to
highlight its functionality and effectiveness. Experiments on six challenging continuous
control benchmarks from the OpenAI Gym platform show that SC can not only significantly
reduce the cost of interaction with the environment, but also bring better sample efficiency
and dramatically boost the learning progress of the original hybrid framework.
Ó 2022 Elsevier Inc. All rights reserved.

1. Introduction
Deep Reinforcement Learning (DRL) has demonstrated impressive performance in decision-making tasks, ranging from
Atari games [1] to GO [2] and robot control [3]. However, DRL is widely known to be limited in exploration and sensitive
to hyperparameter settings and the uncertainties of environmental dynamics [4]. Meanwhile, Evolutionary Algorithms
(EAs) have made many successful applications across diverse fields [5–8] and have also shown competitive results compared
to DRL [9]. The population-based mechanism enables them to diversely explore the parameter space, leading to more stable
convergence. Additionally, since EAs only consolidate the total returns across the entire episode, they are indifferent to the
fundamental challenges in DRL such as sparse reward and credit assignment [10]. Despite these advantages, a major bottle-
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neck of EAs is the low sample efficiency due to their inherent black-box properties, and they often do not fully exploit the
feedback signals and historical data from the environment.
An appealing research direction is to combine the benefits of both paradigms following the Baldwin effect in natural evolution [11] where the learning of individuals can increase the evolutionary advantage of species, which in turn can make the
population learn faster. For example, the recently proposed Evolutionary Reinforcement Learning (ERL) [10], Proximal Distilled ERL (PDERL) [12] and other hybrid frameworks based on EAs and off-policy DRL techniques [13–16] have demonstrated encouraging progresses on single-objective hard-exploration tasks with large continuous state and action spaces
[17], outperforming stand-alone DRL and EAs. In these methods, a genetic population of policies is evolved by the EA to drive
the exploration, while an off-policy actor-critic RL algorithm is employed to benefit from the population’s extensive experience to search for high-performing policies.
However, these hybrid frameworks suffer from a common issue: the population-based search process requires each individual (policy) in the population to interact with the real environment multiple times, which leads to inefficient fitness evaluation and significant overhead. In many domains, these evaluations can be prohibitively costly. For instance, the frequent
execution of a robot control algorithm in the real world may consume a lot of valuable computational resources or even
damage the equipment. Consequently, it may be impractical to apply these hybrid frameworks to non-trivial real-world scenarios or complex simulated environments. In light of the no free lunch theorem in optimization [18], our work is motivated
by the question: can we reduce the burden of fitness evaluations in current ERL frameworks by introducing a predictive
model that can be executed much more affordably?
Traditionally, surrogate models have been widely used to relieve the computational burden of EAs on complex tasks such
as drug design [19] and aerodynamic design [20], referred to as Surrogate-assisted Evolutionary Optimization (SEO) [21,22].
These models are trained to mimic the behavior of the real fitness function. Nevertheless, when it comes to sequential
decision-making scenarios, the task of estimating the fitness of a policy is still challenging. The high-level environmental
noise may result in deceptive fitness landscapes and substantial uncertainties of the genotype-phenotype-fitness mapping,
dramatically increasing the complexity of traditional surrogates such as Kriging and polynomials [23,24] commonly used in
SEO.
In response to the above-mentioned issues, we propose the Surrogate-assisted Controller (SC) for hybrid frameworks to
improve their performance and practicability on expensive and hard-exploration tasks. As shown in Fig. 1, SC is applied on
top of the hybrid frameworks by employing an approximated fitness function along with the real fitness function to evaluate
the genetic population. Note that the key to the success of the surrogate model is to reduce the prediction error [25]. SC utilizes two management strategies with the elite protection mechanism, which can strategically schedule the real and the surrogate fitness functions as well as effectively prevent the dramatic fluctuation of performance and the spread of detrimental
information from individuals with inaccurate fitness values, leading to a fast and stable optimization process.
A major difference between SC and typical SEO techniques is that SC eliminates the need of a dedicated surrogate model.
Instead, it takes advantage of the critic network that is commonly implemented in existing hybrid RL frameworks by using it
as the surrogate. Furthermore, SC can effectively exploit the historical interaction data between individuals and the environment to conduct fitness estimation with high accuracy and low variance. Since SEO techniques often try to directly estimate
the mapping between the parameters of individuals and their fitness, they may be ineffective when the search space contains a large number of parameters.
The major contributions of our work are as follows:
 We present a novel module named Surrogate-assisted Controller (SC) that can be easily integrated into existing hybrid RL
frameworks to effectively reduce the computational cost of interacting with the real environment. By doing so, SC is
expected to significantly extend the applicability of these hybrid RL frameworks on complex or expensive learning tasks.
 We present two management strategies with the elite protection mechanism for SC to effectively control the workflow of
the hybrid RL frameworks, which can strategically schedule the surrogate-assisted evaluation and the real fitness
evaluation.
 We combine SC with ERL and PDERL to create two enhanced frameworks named SERL and SPDERL, respectively. Comprehensive experimental studies on MuJoCo benchmarks show that SC can bring higher sample efficiency and better convergence ability to original frameworks, resulting in stabilized learning and evolution processes with superior performance.
The remainder of the paper is organized as follows. Section 2 introduces the related work on hybrid RL frameworks and
surrogate-assisted methods for solving RL problems. The problem definition is specified in Section 3 and the details of SC and
its major components are presented in Section 4. The numerical validation and in-depth analyses are conducted in Section 5
and Section 6, respectively. Section 7 discusses the advantages and potential of SC and outlines the future research
directions.
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Fig. 1. An overview of the integration of the Surrogate-assisted Controller and hybrid frameworks.

2. Related work
2.1. Combining EAs and off-policy DRL
To leverage the benefits of both EAs and DRL, the first hybrid framework ERL [10] shown in Fig. 2 combines an off-policy
DRL agent based on Deep Deterministic Policy Gradient (DDPG) [3] with a population evolved by the Genetic Algorithm (GA)
[26]. In each generation, individuals are evaluated over a few episodes and the fitness is given by averaging the total episodic
returns. Based on this information, policy optimization is conducted in the parameter space by genetic operators. Meanwhile, the RL agent is trained on the diverse experiences produced by the population and, in the periodical synchronization
step, it is injected into the population. This bi-directional interaction controls the information flow between the RL agent and
the genetic population.
To further extend the ERL framework, PDERL [12] uses the distillation crossover operator to alleviate the catastrophic forgetting caused by the recombination of neural networks. In addition, Collaborative Evolutionary Reinforcement Learning
(CERL) [15] uses different discount factors to encourage the genetic population to explore different time horizons of tasks.
There are also several studies [13,14,27] on combining EAs with other DRL methods such as TD3 [28] and SAC [29]. However,
a major disadvantage of these methods is that they solely rely on the real fitness evaluation when performing the evolutionary search, which is computationally expensive and inefficient. Differently, SC employs an approximated fitness function to
alleviate the computational burden of interacting with the real environment. Thus, the evolutionary search in our approach
is based both on the real and predicted fitness values, which features the advantage of enhancing the exploration and
exploitation abilities of the original hybrid frameworks. More importantly, SC can be readily added as a general module
on top of hybrid frameworks because it doesn’t change the internal processes such as mutation and crossover.

2.2. Surrogate-assisted methods for RL problems
Recently, a few studies on using surrogate models to enhance RL algorithms or EAs in the context of sequential decisionmaking tasks have been conducted and can be divided into two categories.
The first category focuses on building a model of the environment [30,31], which is trained in a supervised manner using
historical data to imitate certain aspects of the system’s physical dynamics. The fixed surrogate model is subsequently incorporated into RL algorithms to predict the state transitions of the real environments. However, this class of methods is computationally costly and may be ineffective in domains with strong environmental noise or when the historical data is limited.
By contrast, SC is more reliable as it employs an efficient model-free surrogate, which estimates the outcome of the current
state-action pair, instead of predicting the future state.
The second category mostly focuses on the evaluation of policies in the population instead of the environment modeling.
The Kriging model [32], also known as the Gaussian Process (GP), seeks to directly map policy neural networks to their fitness based on the performance data gathered by evaluating individuals in the real environment. Because the genotypic distances between neural networks are needed by the Kriging model, the expensive computation involved may make it
infeasible for complex problems. Although approximate distances such as the phenotypic distance can offer some help,
the parameter settings for the Kriging model remain a challenge for input vectors of variable sizes [33]. Instead, SC avoids
the uncertainties of the genotype-phenotype-fitness mapping by evaluating individuals based on the historical interaction
data between the population and the environment.
Another related work in this category is Evolutionary Surrogate-assisted Prescription (ESP) [34], which incorporates an
extra dedicated surrogate model into the EA-based decision-making process. Given a set of input states S, the policy neural
network takes each s 2 S as the input and outputs the action a. The surrogate model of ESP, represented by a random forest
or a deep neural network, is used to predict the outcome of each state-action pair ðs; aÞ, and the fitness of each policy is given
by averaging the outcomes over S. In each generation, the surrogate is first trained on the historical data by minimizing the
3
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Fig. 2. An example of integrating SC with ERL.

Mean Square Error (MSE) loss between the real and the predicted outcomes. Subsequently, individuals (called prescriptors) in
the population are evolved with the trained surrogate. Finally, selected elites are presented to the real environment to generate new training data for the surrogate.
One of the drawbacks of ESP is that the EA component suffers from brittle convergence when facing environments with
large continuous state and action spaces or with rich feedback signals [9,10]. The other is that the update of policy neural
networks is purely based on predicted fitness, which may guide the evolutionary optimization towards the wrong direction.
Differently, SC employs two management strategies with the elite protection mechanism to alternate between the real fitness function and the approximated fitness function to efficiently evaluate the genetic population and stabilize the training
process. Moreover, SC eliminates the need for a dedicated surrogate model and seamlessly merges the training of the surrogate model into the standard learning procedure of the RL agent.
In summary, apart from limited successes on simple discrete control tasks such as Cart-Pole [17], conventional surrogateassisted EAs [32–34] still face significant challenges on continuous and complex RL problems. In this article, we extend the
surrogate model to hybrid RL frameworks to reduce the cost of evaluations while benefiting from the efficiency of the RL
agent and the exploration capability of the EA.
3. Background
In this section, we first introduce the formalism of deep reinforcement learning. Next, the widely used actor-critic architecture in DRL is described in detail, followed by an introduction to evolutionary algorithms.
3.1. Actor-Critic deep reinforcement learning
In DRL, each problem is modeled as a Markov Decision Process (MDP), which can be specified by a 5-tuple hS; A; P; r; ci.
With the state space S and the action space A; P : S  S  A ! ½0; 1 is the transition function of the environment,
rðs; aÞ : S  A ! R is the reward function, and the discount factor c 2 ð0; 1 specifies the degree to which rewards are discounted over time.

"
#
1
X
i
Q ðs; ajh Þ ¼ E
c rtþiþ1 jst ¼ s; at ¼ a
Q

ð1Þ

i¼0

The actor-critic architecture based on the policy gradient approach is widely used in DRL such as DDPG [3]. The actor network is used to produce actions based on the current states lðsjhl Þ : S ! A and the critic network Q ðs; ajhQ Þ : S  A ! R,
as shown in Eq. (1), estimates the expectation of the discounted accumulative rewards of the state-action pair ðs; aÞ, where
a ¼ lðsjhl Þ. According to the Bellman equation, its recursive expression is:
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Q ðs; ajhQ Þ ¼ E rðs; aÞ þ cQ ðs0 ; a0 jhQ Þ
0

ð2Þ

0

where s and a represent the next state and action, respectively. A favorable advantage of off-policy DRL is its sample efficiency as, in each environmental step, the transition tuple ðs; a; r; s0 Þ is stored in a replay buffer R. During each training iteration, transitions with the batch size of N are sampled randomly from R to update the parameters of the critic network
Q ðs; ajhQ Þ by minimizing the Temporal Difference (TD) loss function:

LQ ðs;ajhQ Þ ¼

2
1 X
yi  Q ðsi ; ai jhQ Þ
N i

ð3Þ



where yi ¼ rðsi ; ai Þ þ cQ s0 ; lðs0 jhl ÞjhQ . The estimation of Q values can be improved by a number of extensions, including
clipped double Q-learning, delayed updating, and target policy smoothing [28]. In the policy improvement phase, the critic
network is used to assist the training of the actor network lðsjhl Þ via the sampled policy gradient according to Eq. (4). With
the back-propagation method, the parameters hl of the actor network are updated in the direction towards maximizing the
Q value.

r hl J 

1X
Q ðsi ; lðsi jhl ÞÞrhl lðsi jhl Þ
N i

ð4Þ

3.2. Evolutionary algorithms
Evolutionary algorithms are a class of black-box optimization algorithms that can be employed as direct policy search
methods for decision-making problems. Commonly, these search methods are characterized by three primary operators:
solution generation, solution alteration and selection [35]. In hybrid RL frameworks, these operations are applied to a population of candidate solutions where each individual corresponds to a deep neural network (the actor in Fig. 2). At the beginning of a generation, each individual’s fitness is evaluated in the environment. Next, a selection operator is applied to select a
portion of the population for survival with probabilities commensurate with their relative fitness scores. To produce the next
generation, the individuals in the population are then perturbed by mutation and crossover operators. For instance, in ERL
[10], the n-point crossover produces an offspring policy network by randomly exchanging segments of the lists of parameters
from the two parents, where n endpoints define the segments, and the mutation is implemented by adding Gaussian noise to
the parameters. Meanwhile, a small portion of individuals with the highest relative fitness are preserved as elites and are
shielded from the mutation step. Note that, the fitness of an individual can be determined in various forms and we consider
the fitness value as the sum of rewards over an episode in this work, following the convention of the RL paradigm.
4. Methodology
In this section, we present the Surrogate-assisted Controller (SC) and introduce how to incorporate it into the hybrid RL
framework. In practice, SC includes three major components: critic-based surrogate model, management strategies and evaluation memory.
4.1. Critic-based surrogate model
The core of SC is a critic-based surrogate model. Given a sequential decision-making task, the actor network lðsjhl Þ of the
RL agent takes an N-dimensional state vector s as the input and outputs an M-dimensional action vector a at each time step.
Our goal is to estimate the outcome of the state-action pair ðs; aÞ, instead of directly predicting the fitness of the actor as in
previous studies, and the critic network Q ðs; ajhQ Þ in the hybrid frameworks can be naturally employed as the surrogate. It
takes the concatenated vector ðs; aÞ with a dimension of ðN þ MÞ as input and, through forward-propagation, outputs a continuous Q value (Eq. (1)), which is the estimation of the expectation of the discounted accumulative rewards of ðs; aÞ. A
prominent feature of using the critic network is that there is no extra cost involved in training the surrogate model, as it
is a built-in part of the standard training procedure of the RL. Thus, with the evaluation memory (described in Section 4.3)
that contains the information of the k latest state vectors drawn from the replay buffer and a trained surrogate model
Q ðs; ajhQ Þ, the fitness value of an actor in the genetic population can be obtained by averaging its predicted Q values over
all states:

f ¼

k


1X
Q sj ; lðsj jhl ÞjhQ
k j¼1

ð5Þ

In Algorithm 1, to evaluate the population, the historical data is sampled from the replay buffer to form the evaluation
memory. After that, the critic network plays the role of a surrogate model to evaluate actors based on the historical data
according to Eq. (5). Finally, the predicted population fitness is consumed by evolutionary methods in the hybrid RL frameworks. Fig. 2 shows a concrete example of combining SC with ERL and Appendix A provides a general pseudo-code.
5
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Algorithm 1: Surrogate-assisted Evaluation
Input: Policy set of population

lpop ¼ fl1 ; l2 ; . . . ; ln g;

Q

The surrogate model Q ðs; ajh Þ;
Replay buffer R for RL agent training.
Output: Population fitness F
1: Sample k latest states from R to the evaluation memory Rev a as the evaluation samples;
2: for i ¼ 1 to n do
3: Initialize the fitness of li : f i ¼ 0;
4: for j ¼ 1 to k do


5:
f i ¼ f i þ Q sj ; li ðsj jhli ÞjhQ =k;
6: end for
7: end for
8: return Population fitness F ¼ ff 1 ; f 2 ; . . . ; f n g.

The approximation quality of the surrogate is measured by the Spearman’s rank correlation coefficient r s 2 ½1; 1
between the real and the predicted fitness values:

6
rs ¼ 1 

n
X
2
di
i¼1

ð6Þ

nðn2  1Þ

where n is the number of data points (population size) and d represents the difference between the two ranks.
A preliminary experiment on two continuous control tasks with high reward variance from MuJoCo [36] is conducted to
show how the approximation accuracy of the critic-based surrogate changes during ERL’s training process. In each generation, we apply the surrogate-assisted evaluation to the newly generated population with k ¼ 50; 000 in the first place. After
evaluating the population in the real environment, r s is calculated to report the current accuracy of the surrogate according
to Eq. (6). The results in Fig. 3 are reported over 6 runs and show that, as the training proceeds, the approximation accuracy
can quickly reach a high value. Meanwhile, although the surrogate model usually starts with relatively low accuracy, previous studies [34,37] suggest that inaccurate surrogates may bring extra benefits. For example, in Fig. 1, the predicted fitness
function (dashed curve) has large deviations from the real one (solid curve) but features the same global minimum and constructs a new fitness landscape that is more friendly to evolutionary search.
4.2. Management strategies
Although the surrogate model can provide an approximately accurate fitness estimation, using the predicted fitness to
assist the evolutionary operations solely may easily introduce false minima, leading to a drop in performance or wasting
computational resources on low-performing policies. Consequently, surrogates should be used along with real fitness functions and we consider the following two methods: generation-based and individual-based strategies.
4.2.1. Generation-based control
In the generation-based control, a fixed hyperparameter x 2 ½0; 1Þ indicates the probability of using the surrogateassisted evaluation in each generation. Algorithm 2 shows the pseudo-code of the generation-based control. Note that in
the first generation, the population is evaluated in the real environment to collect necessary data. We use the notation
Q rl to represent the critic-based surrogate model Q ðs; ajhQ Þ for simplicity and ‘‘Evolutionary methods” to indicate that SC
does not rely on any specific EA. Instead, SC can work with, for instance, the GA in ERL [10] or the Cross Entropy Method
(CEM) in CEM-RL [13].
Algorithm 2: GC: Generation-based control
Input: Policy set of population lpop ¼ fl1 ; l2 ; . . . ; ln g;
The surrogate model Q rl ;
Replay buffer R for RL agent training;
Control factor x;
Random number generator Grand 2 ð0; 1.
Output: New population lpop
1: if Grand > x then

6
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Fig. 3. A preliminary experiment on the surrogate’s approximation accuracy over two environments.

a (continued)

Algorithm 2: GC: Generation-based control
2: F real = Evaluation (lpop )
3: Copy the elite actor
4: lpop = Evolutionary methods (F real , lpop )
5: else
6: F pre = Surrogate-assisted evaluation (lpop , Q rl , R)
7: lpop = Evolutionary methods (F pre , lpop )
8: Maintain the recorded elite actor in lpop
9: end if
10: return New population lpop

Previous studies have provided some theoretical analyses on the convergence of surrogate-assisted EAs [38,39]. Here, we
demonstrate how the evolution of parameters is affected by different management strategies. As shown in Fig. 4, errors may
be introduced by the surrogate model under the generation-based control, misguiding the update direction. However, it can
be corrected appropriately by real fitness evaluations, as SC switches between the real and the predicted fitness functions. By
doing so, the evolutionary search gains more chances to explore diverse parameter space.
4.2.2. Individual-based control
In the individual-based control, given a population of size n, a candidate population with n offspring is generated with

n > n. After being evaluated by the surrogate model, only the best n individuals are presented to the real environment. In
principle, to generate the candidate population, apart from the original population, n  n extra individuals are produced by
adding Gaussian noise to the RL actor or the best actor found so far. By default, we mutate the RL actor to better explore its
surrounding landscape. The whole procedure is shown in Algorithm 3.
Algorithm 3: IC: Individual-based control
Input: Policy set of population lpop ¼ fl1 ; l2 ; . . . ; ln g;
The surrogate model Q rl ; The RL actor lrl ;
Replay buffer R for RL agent training;
Candidate population size n ; Scaling factor r.
Output: New population lpop
1:
2:
3:
4:
5:
6:
7:
8:

for i ¼ 1 to n  n do
Sample i  Nð0; 1Þ
Inject a new candidate (lrl þ ri ) to lpop
end for
F pre = Surrogate-assisted evaluation (lpop , Q rl , R)
Retain the best n  1 actors in lpop according to F pre
Inject the recorded elite actor to lpop
F real = Evaluation (lpop )
(continued on next page)
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Fig. 4. An illustration of update paths of the network parameters under two types of management strategies.

a (continued)

Algorithm 3: IC: Individual-based control
9: Copy the elite actor
10: lpop = Evolutionary methods (F real ,
11: return New population lpop

lpop )

In Fig. 4, the surrogate model selects individuals believed to have relatively higher fitness and filters out solutions that are
likely to fail and the selected population actually forms a ‘‘trust region” [40]. Finally, the real fitness evaluation is conducted
on the population, resulting in a more directional and smooth parameter update path. In summary, the individual-based control can collect richer information about the search space with little extra cost (shown in Section 6) and and provide the RL
algorithm with learning samples of higher quality.
4.2.3. Elite protection
The evolutionary parts of previous hybrid RL methods such as ERL and PDERL usually observe the elitism mechanism [10],
where selected elites with superior fitness are preserved in the population of the new generation to ensure stability. However, apart from the elitism mechanism within hybrid frameworks, when the surrogate model is used for fitness evaluation,
the ranking of individuals may not be perfectly aligned with their real fitness, resulting in the fluctuation of performance.
To handle this issue, in the generation-based control, SC keeps track of the current best actor when the population is evaluated by the real fitness function, and makes sure that it stays in the population after performing evolutionary operators
based on the predicted fitness. In the individual-based control, the top n  1 actors from the candidate population and
the current best actor construct a new population to be presented to the real environment. Our experiments in Section 5.5
show that elite protection effectively prevents the fluctuation of performance and the spread of detrimental information
from individuals with inaccurate fitness.
4.3. Evaluation memory
Off-policy DRL methods such as DQN [41], DDPG [3], and TD3 [28] maintain a constantly updated replay buffer to
improve the sample efficiency of the RL agent. In our approach, the most recent part of the historical data (state information
only), referred to as evaluation memory, is exploited to evaluate the population. This memory not only contains diverse state
samples but also keeps track of the current optimization process. In addition, evaluation memory does not have to be maintained all the time. It is only created when the surrogate model is called for evaluating individuals and has a negligible memory footprint.
5. Experiments and Evaluations
In this section, we demonstrate comparative experiments and a series of analytical results. All experiments are performed
on a standard PC with Ubuntu18.04 operating system and Intel Core i7-9700 K CPU. We use PyTorch [42] to implement all
the modules and an NVIDIA RTX 2080Ti GPU to accelerate the training of neural networks. We focus on the case studies of SC
in combination with two state-of-the-art hybrid frameworks ERL and PDERL, referred to as SERL and SPDERL, respectively.
8
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We aim to answer the following questions: (1) Does SC improve the computational efficiency and the performance of the
original hybrid frameworks? (2) How sensitive is the optimization process to the control parameters of SC’s management
strategies? (3) What impacts does SC bring to the internal dynamics of the original hybrid frameworks?
5.1. Environmental settings
We conduct experiments on 6 continuous control tasks: HalfCheetah, Ant, Hopper, Swimmer, Reacher and Walker with
the MuJoCo1 physics engine [36]. Table 1 shows their action and state dimensions and all tasks are packaged according to the
standard OpenAI Gym API2. At the beginning of each simulation, a state vector is initialized with random seeds and, at each
subsequent time step, the policy neural network determines which action to perform according to the current state vector.
The environment simulates this action and returns a new state vector and the corresponding reward. Furthermore, the reward
function is task-specific and we consider the real fitness value as the sum of the rewards over the entire episode.
5.2. Algorithm settings
We adopt the official implementations of ERL3 [10] and PDERL4 [12] as the major baselines and follow all their hyperparameter settings for EAs, RL agents, neural networks and the population size. The main difference between ERL and PDERL is
in the evolutionary methods. In ERL, the GA employs the typical n-point crossover and Gaussian mutation, while in PDERL
the crossover is implemented by distillation, and the Proximal mutation based on the SM-G-SUM [43] operator is used. Moreover, we compare our proposed methods with another state-of-the-art hybrid framework CERL5 [15], which employs a portfolio
of policies that simultaneously explore and exploit the solution space. To compare our methods with individual EAs and RL algorithms, we investigate the following techniques: the GA, the recently proposed Guided Evolutionary Strategy (Guided ES)6 [44],
PPO and DDPG 7, which are widely used in continuous control tasks.
The actor (agent’s policy) is represented by a fully connected neural network with two hidden layers, each containing 64
neurons. The numbers of neurons in the input and output layers are task-specific (Table 1), and the hidden and output layers
take the Tanh activation function. Thus, the policy space is encoded by 5,702 parameters in Walker, 5,702 in HalfCheetah,
5,058 in Reacher, 11,848 in Ant and 5,123 in Hopper. Meanwhile, the critic network is also fully connected, and the numbers
of neurons in the first and second hidden layers are 400 and 300, respectively, with the ELU activation between hidden layers. Table 2 shows the hyperparameters of SERL and SPDERL in this work where the upper and the lower half of the table
show the parameter settings of the RL agent and EAs, respectively. These parameter settings are fixed for all environments.
In Table 3, ‘‘Elite” refers to the proportion of elite individuals in the genetic population; ‘‘Trials” is the number of evaluation
times of each individual. In Walker and Hopper, the numbers are higher due to the high reward variance across episodes;
‘‘Sync” is the synchronization period of the RL-Actor.
For the hyperparameters of SC, the maximum evaluation memory size k is limited to 50; 000, and we fix x to 0.6 for the
generation-based control, which means that, in each generation, the population has a 60% chance of being evaluated by the
surrogate model. For the individual-based control, a ¼ ðn  nÞ=n is the control factor for the candidate population size with
a ¼ 1 in our experiments and we set the scaling factor r ¼ 0:01 for generating Gaussian noise. During the training, SC
records the current best actor when the population is evaluated in the real environment for elite protection. The periodical
synchronization of the RL actor and the population is performed only after real fitness evaluation. We refer to SERL and
SPDERL with generation-based control as SERL-G and SPDERL-G, respectively. Similarly, SERL-I and SPDERL-I indicate the
combination of SERL and PDERL with individual-based control, respectively.
5.3. Overall performance
We train each algorithm with 6 different random seeds on 6 MuJoCo environments following the convention in the literature [36]. During the training process, the average of 5 test results of the best actor from the genetic population is
reported as the performance of each algorithm. Fig. 5 shows the learning processes where the solid curves represent the
mean values of the performance and the shaded regions indicate the standard deviations.
In most environments, SC can significantly improve the learning speed and the final performance of the original hybrid
frameworks, and also make the learning process more stable. By comparing the shaded regions of different learning curves, it
can also be observed that the variances of our method is relatively low, which further indicates that SC is robust. For example, SERL-G can outperform ERL across all environments. Except for Swimmer, the improvement of SERL-I is more evident in
the early training phase (within 1 million steps) compared to SERL-G, and it outperforms other methods in Reacher. Note
1
2
3
4
5
6
7

https://mujoco.org/
https://gym.openai.com/
https://github.com/ShawK91/Evolutionary-Reinforcement-Learning
https://github.com/crisbodnar/pderl
https://github.com/intelai/cerl
https://github.com/brain-research/guided-evolutionary-strategies
https://github.com/openai/spinningup
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Table 1
Action and state dimensions in various environments.
Environment

State dimension

Action dimension

Ant
Hopper
Walker
Swimmer
Reacher
HalfCheetah

111
11
17
8
11
17

8
3
6
2
2
6

Table 2
Hyperparameters of SERL and SPDERL.
Hyperparameter

Value

Hidden layers of the actor network
Hidden layers of the critic network
Activation function of the actor network
Activation function of the critic network
RL actor learning rate
RL critic learning rate
Replay buffer size
RL agent batch size
Discount factor c
Optimizer
Target weight s
Population size n
Mutation probability
Mutation strength
Genetic memory size
Genetic agent crossover batch size
Genetic agent mutation batch size
Genetic actor learning rate
Distillation crossover epochs

ð64; 64Þ
ð400; 300Þ
Tanh
ELU
5e5
5e4
1e6
128
0:99
Adam
0:001
10
0:9
0:1
8; 000
128
256
1e3
12

Table 3
Hyperparameters used in various environments.
Environment

Algorithm

Elite

Trials

Sync

Ant

SERL
SPDERL
SERL
SPDERL
SERL
SPDERL
SERL
SPDERL
SERL
SPDERL
SERL
SPDERL

0:3
0:2
0:3
0:2
0:2
0:2
0:1
0:1
0:1
0:1
0:1
0:1

1
1
5
3
3
5
1
1
1
1
1
1

1
1
1
1
1
1
10
10
10
10
1
10

Hopper
Walker
Swimmer
Reacher
HalfCheetah

that, SC can thoroughly exploit the potential of ERL so that SERL is superior to CERL in all tasks and achieves similar performance as PDERL.
For SPDERL, both SPDERL-I and SPDERL-G outperform PDERL in Hopper and Walker, which have high environmental
noise. In Ant and HalfCheetah, SPDERL-I can achieve higher final performance while SPDERL-G can accelerate performance
improvement in the early training phase. Additionally, both Guided ES and the GA converge to inferior local optima in most
environments except Swimmer. RL methods are better than EAs but cannot efficiently explore the environment and feature
higher variances during the learning process. In HalfCheetah, DDPG performs better than any other methods in the early
training phase but the performance tends to stagnate after 3 million steps.
Furthermore, we perform a two-sample Kolmogorov–Smirnov test on the Area Under the Learning Curves (AUCs) of ERL,
PDERL and our proposed methods, which is implemented using Scipy [45]. Each cell in Table 4 shows the p  v alue from the
test comparing the 6 AUC (one for each run) values of the corresponding learning curves in Fig. 5. At the significance level of
0.01, we mark the values with significant differences in boldface, which means that the significance test rejects the null
hypothesis that the AUCs come from a normal distribution with equal means. The asterisk indicates that the performance
10

Information Sciences xxx (xxxx) xxx

Y. Wang, T. Zhang, Y. Chang et al.

Fig. 5. The learning curves on six MuJoCo environments.

Table 4
P-values of the AUC of the learning curves in Fig. 5.
Env

SERL-I vs ERL
58

SERL-G vs ERL
54

SERL-I vs SERL-G

SPDERL-I vs PDERL

09

SPDERL-I vs SPDERL-G

1:89  10

2:14  1028

1:11  1005

5:66  1015

1:23  1010

1:43  1004

2:13  1009

1:00  1005

9:65  1009

7:51  1008

4:04  1099

1:63  10109

5:70  1006

1:62  1083

1:33  1015

2:33  1015

2:22  1016

5:02  1022

4:11  1029

1:06  1034

1:95  1060

8:88  1055

4:00  1009

5:00  1003

5:00  1002

1:00  1001

3:78  10

Hopper

1:08  1030

1:22  1015

1:11  1001

Walker

2:53  10119

1:03  1051

Swimmer

8:59  1088

Reacher
HalfCheetah

3:22  10

1:01  10

2:80  10

07

SPDERL-G vs PDERL
09

Ant

of the proposed method is worse than its corresponding baseline, and the values in normal font represent the cases where
the performance of the two methods is comparable. In a nutshell, the performance improvements brought by SC with regard
to the corresponding baselines are statistically significant.
It is also worth noting that DDPG, PPO and the hybrid methods under the individual-based control all fail in Swimmer
and, as explained in [10,13], DRL methods face great challenges in effectively learning the gradient information in this case.
To alleviate this issue, we generate the candidate population by mutating the best actor that has been found by genetic operations, instead of the RL actor (Appendix B). In this case, the evolutionary search seems to be more suitable for driving the
optimization process.

5.4. Parameter analysis
In this part, we investigate the influence of the following parameters: the ratio of surrogate-assisted evaluation x, the
control factor a of the candidate population size, and the capacity k of evaluation memory.
Control factors. We vary x from 0:2 to 0:8 in SERL-G and a from 0:5 to 2:0 in SERL-I, respectively. All results collected in
Hopper and Walker are shown in the first row of Fig. 6. It is clear that both the final performance and the learning speed are
generally improved by increasing x under the generation-based control. Although a high x value (e.g., x ¼ 0:8) may lead to
a little drop in the final performance, it significantly reduces the number of interactions with the environment and speeds up
the learning process. For the individual-based control, a relatively small a value (e.g., a ¼ 0:5) is more cost-effective. As the
surrogate model needs to evaluate additional individuals generated by mutations, a high a value may result in more overhead, especially when the inputs of the surrogate model are high-dimensional.
Memory capacity. Furthermore, we investigate the impact of the capacity of the evaluation memory. The second row of
Fig. 6 shows the performance of SERL-G (x ¼ 0:6) and SERL-I (a ¼ 1:0) with various k values in the two environments. Overall, a large evaluation memory contains more diverse state data and significantly helps improve the quality of the evaluation,
but it also increases the computational cost of SC. In general, the generation-based control is better suited with large eval11
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Fig. 6. The learning curves of SERL-G and SERL-I with different parameter settings.

uation memories to counteract the bias in surrogate-assisted evaluation. By contrast, since the evolutionary methods are
based on the real fitness evaluation, a small k value is often suitable for the individual-based control.

5.5. Effect of elite protection
Fig. 7 investigates the performance of SERL-I and SERL-G in Walker and Hopper without the elite protection mechanism
(x ¼ 0:6; a ¼ 1:0; k ¼ 50; 000). In this setting, SC only speeds up the policy improvement in the early stage of the training
process and then encounters a dramatic drop in performance. Although the surrogate model can provide a roughly accurate
estimation of population fitness, its estimation of elites is possibly biased, which increases the risk of discarding elites from
the population. This experiment underlines the importance of elite protection while using the surrogate for fitness
evaluation.

5.6. Interactions between RL and EA
To gain a deeper insight into the internal transformation of hybrid frameworks in the presence of SC, we conduct additional experiments that keep a separate record of the accumulative rates of the RL actor being selected, discarded, or chosen
as an elite in the population in Hopper environment. The results are shown in Fig. 8.
For ERL, the evolutionary search is the major driving force for the training process. Before 1.5 million steps, The RL agent is
less and less involved in evolution, which is consistent with the result in Fig. 5 where the ERL achieves little performance
improvement in the early training phase. Although ERL matches the performance of the GA and DDPG (two components
of ERL) before 0.5 million steps, the GA tends to fall into local optima and makes the DDPG agent unable to learn valid gradient information from the large number of similar interaction data produced by genetic population (between 0.5 and 1.5
million steps). By contrast, SERL encourages the DDPG agent to participate more actively in evolution, which guides the population to eventually jump out of this trap and the gradient descent and evolutionary search can continue to support each
other and make the optimization process more stable.
For PDERL, the evolutionary search gradually takes over the optimization but results in a large variance in the learning
process as shown in Fig. 5. By contrast, the internal dynamic of SPDERL is more stable from the start and SPDERL can quickly
converge to high performance solutions with much lower variance and this phenomenon can also be observed in SERL-I and
SERL-G.
In summary, SC can bring beneficial changes to the dynamics of the original hybrid frameworks, resulting in more collaborative interactions between the RL agent and the evolutionary population.

5.7. Intriguing behavioral patterns
The agents trained by our proposed methods can produce highly intriguing behavioral patterns than the original hybrid
approaches. Fig. 9 shows two intriguing behavioral patterns of the agents trained by SPDERL-I and SPDERL-G. The HalfCheetah agent is able to adjust its posture more appropriately and run faster, and the Hopper agent jumps faster and learns to
better stabilize the center of gravity.
12
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Fig. 7. Comparisons of SERL-G and SERL-I with and without the Elite Protection (EP) mechanism.

Fig. 8. Accumulative rates of the RL agent being selected, discarded, or chosen as the elite during the training process.

Fig. 9. Two intriguing behavioral patterns of the agents trained by SPDERL-I and SPDERL-G.

6. Computational Efficiency
In this section, we aim to validate the improvement on the computational efficiency when SC is introduced, mainly from
the following aspects: the sample reduction, time consumption and the Floating Point Operations (FLOPs).
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6.1. Sample consumption
We conduct a sample reduction study of different methods in various environments when reaching the target scores. The
results presented in Table 5 are averaged over 6 runs where the number of time steps (in million) is equal to the number of
consumed samples and ‘‘-” indicates that DDPG or the GA cannot reach the target score. It is clear that SC can significantly
reduce the sample consumption across most domains, especially in environments with high noise and reward variances such
as Walker and Hopper. For instance, ERL needs almost 3 million extra environmental interactions in Walker to reach the
same score as SERL-G and SERL-I, while PDERL needs 3 hundred thousand extra interactions compared with SPDERL-G
and SPDERL-I in Hopper. For the two different control strategies, the individual-based control requires a relatively small
number of samples, due to its preselection mechanism, as discussed in Section 4.2.2. In a nutshell, SC can improve the sample
efficiency of the original hybrid frameworks, as the diverse historical data is not only used for training the DRL algorithm but
also employed to help evaluate the genetic population.
6.2. Time consumption
As SC is applied on top of the original algorithms, no changes are made to the networks of actors and critics. Fig. 10 shows
the performance of agents with regard to the training time where the population is evaluated in a serial manner, and the
results reported are averaged over 6 runs with a maximum of 8 h for each run. The parameter settings are: x ¼ 0:6 for
SERL-G and a ¼ 1:0 for SERL-I. In the Ant environment, it is hard for ERL to reach 3,000 points within 8 h, while it takes
SERL-G and SERL-I approximately 8 h and 4.5 h to reach the target, respectively. In the Hopper environment, it takes 8 h
for ERL to exceed 1,500 points and 7 h for SERL-G to reach 2,500 points, while SERL-I is much more time-efficient, achieving
the same performance in only 3 h. Note that, in real fitness evaluation, the reward information is directly provided by the
environment, which may be time-consuming and expensive. By contrast, the surrogate-assisted evaluation exploits the historical state information without interactions with the environment and the computational time can be easily reduced by
parallel computing and shared memory.
6.3. Measurement of FLOPs
The computational efficiency is further verified by the FLOPs consumed by ERL, SERL-I, and SERL-G and their performance
(red star) achieved at 3 M environment steps in Walker (Fig. 11). The neural networks in our work are all fully connected and
the number of updates of the RL agent is equal to the environment steps. Regardless of the type of hybrid framework that SC
is combined with, the computational cost of the entire training process can be divided into the surrogate-assisted evaluation
cost and the original optimization cost (Appendix C). It is clear that, in addition to its effectiveness, SC is computationally
efficient in that the critic network does not need any extra training and only a small number of additional forward propagation operations are required for surrogate-assisted evaluations, which can be executed much more affordably, compared
to evaluating policies in the non-trivial real-world scenarios or complex simulated environments.
7. Conclusion and Future Work
In this article, we propose an efficient module named Surrogate-assisted Controller (SC) to extend the applicability of
hybrid RL frameworks on expensive learning problems. The key novelty is that we employ a surrogate based on the inherent
critic network, instead of a dedicated model, as the approximate fitness function to help evaluate the genetic population. SC
can be readily applied on top of many existing hybrid RL frameworks and we present two model management strategies
with the elite protection mechanism to control the workflow, enabling fast and robust optimization processes. Empirical
evaluations on several challenging robot control tasks show that the introduction of SC in two state-of-the-art hybrid RL
frameworks ERL and PDERL can significantly improve their performance and dramatically reduce the computational cost
of fitness evaluations.
SC features the advantage of enhancing both the exploration and exploitation abilities of the original hybrid frameworks.
On the one hand, the surrogate-assisted evaluation significantly relieves the computational burden of the EA component
while performing the evolutionary search. On the other hand, two management strategies give the EA more chances to
explore diverse parameter space and filter out solutions that are likely to fail, providing the RL algorithm with learning samples of higher quality. These two processes complement each other collectively, leading to an effective strategy that can better explore the policy space. Furthermore, SC features better sample efficiency than the original hybrid frameworks as the
historical interaction data is exploited to simultaneously evaluate and improve policies. SC also brings beneficial changes
to the dynamics of the learning and evolution processes, resulting in more collaborative interactions between the RL agent
and the EA population.
With the encouraging success of SC in complex RL scenarios, there are plenty of fascinating directions to further advance
our proposed techniques: (1) SC holds great potential for applying to a variety of hybrid frameworks. Under the control of SC,
it is also possible to combine more efficient evolutionary algorithms such as Social Engineering Optimizer (SEO) [46,47] or
Red Deer Algorithm (RDA) [48] with other RL methods to create new hybrid frameworks, which may achieve better perfor14
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Table 5
The average time steps (in million) of different algorithms in various environments when reaching the target score.
Env

Score

DDPG

GA

ERL

SERL-G

SERL-I

PDERL

SPDERL-G

SPDERL-I

Ant
Hopper
Walker
Swimmer
Reacher
HalfCheetah

5; 000
2; 500
2; 000
300
5
10; 000

0:775
0:986

2:640
-

4:266
2:519
3:572
0:968
1:051
4:092

1:564
1:073
0:767
0:516
0:322
2:565

1:685
0:786
0:505
1:034
0:224
1:761

1:464
0:857
1:312
0:742
0:717
2:234

1:784
0:554
0:796
1:489
0:513
2:153

1:085
0:561
0:508
3:568
0:672
2:201

Fig. 10. Comparisons of training time of ERL, SERL-I and SERL-G in Ant and Hopper.

Fig. 11. Comparison of ERL, SERL-I and SERL-G in terms of the number of FLOPs and performance (red star).

mance on complex problems; (2) our current implementation of surrogate-assisted evaluation is in a serial manner, which
leaves much room for improving its efficiency. For instance, parallel programming and shared memory can be employed to
reduce the training time when the input dimension of the surrogate model is large; (3) while we use the fixed model management strategies in this work, designing self-adaptive strategies for the surrogate may further improve SC’s efficiency. For
more complex and challenging settings, physically-embodied robots and multi-agent evolutionary reinforcement learning
with multiple surrogates are expected to further extend the horizon.
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Appendix A. SERL Psudo-code
The general pseudo-code of SERL is shown in Algorithm 4. Note that the evolutionary operations and the training procedure of the RL agent are consistent with the original ERL method [10]. We use notations GC and IC to represent the two
model management strategies for simplicity.
Algorithm 4 Surrogate-assisted ERL
Input: Population of policies lpop ¼ fl1 ; l2 ; . . . ; ln g;
The RL actor lrl and the RL critic Q rl ;
Replay buffer R for RL agent training;
The synchronization period of the RL actor sync;
Management strategy indicator U;
Control factor x;
Candidate population size n ; Scaling factor r;
Number of generations N g ;
A random number generator Grand 2 ð0; 1.
Output: The optimal policy l .
1: for generation ¼ 1 to N g do
2: if U = Generation-based Control then
3:
// Algorithm 2
4:
New population lpop = GC(lpop ; Q rl ; R; x; Grand )
5: else if U = Individual-based Control then
6:
// Algorithm 3
7:
New population lpop = IC(lpop ; lrl ; Q rl ; R; n ; r)
8: end if
9: Update the RL actor lrl and the RL critic Q rl according to DDPG [10]
10: if generation mod sync ¼ 0 and the real fitness evaluation is performed then
11:
Replace the weakest l 2 lpop with the RL actor: hl ( hlrl
12: end if
13: end for
14: return The individual policy l with the highest fitness

Appendix B. The Swimmer environment
The results in Fig. 5 show that all methods based on the individual-based control fail in Swimmer because the RL agent is
misled by the deceptive gradient information, and candidates mutated from the RL actor cannot provide sufficient information for policy improvement. To alleviate this issue, we resort to generating the candidate population by mutating the best
actor that has been found by genetic operations. Fig. 12 shows that, in this specific environment, the evolutionary search

Fig. 12. A comparison of different approaches for generating the candidate population.
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seems to be more suitable for driving the optimization process, and both SERL-I and SPDERL-I greatly benefit from this new
method for generating candidate populations.
Appendix C. Measurement of FLOPs
In this part, we introduce how the FLOPs values in Fig. 11 are calculated. The neural networks in our work are all fully
connected and the number of updates of the RL agent is equal to the environment steps. Similar to [49], we consider the
FLOPs value of each forward pass to be half of that of the backward pass. We also assume that the values of FLOPs consumed
by activation functions and operations that do not require passing through neural networks are negligible. We follow the
procedures in [50] to measure the FLOPs consumed by each method within 3 M environment steps. The procedures for calculating the values of FLOPs consumed by ERL, SERL-I and SERL-G are shown in Eqs. (7)–(9), respectively. All symbols
involved in the calculation are explained in Table 6.

Table 6
The definitions and values of symbols in the calculation of FLOPs.
Symbol

Value

Environment steps T
Population size n
Candidate population size nc
RL Agent batch size b
Evaluation memory size k
Evolutionary generations G
Evolutionary generations using the surrogate Gs
Flops of forward propagation of RL-Actor Af
Flops of forward propagation of RL-Critic C f
Flops of backward propagation of RL-Actor Ab
Flops of backward propagation of RL-Critic C b

3; 000; 000
10
20
128
50; 000
240
390
11; 136
249; 800
22; 272
499; 600

F ERL ¼ TðAf þ b  ð2Af þ 3C f þ C b þ Ab ÞÞ

ð7Þ

F SERLðIÞ ¼ F ERL þ Gs  n  k  ðAf þ C f Þ

ð8Þ

F SERLðGÞ ¼ F ERL þ G  nc  k  ðAf þ C f Þ

ð9Þ

Appendix D. Combining SC with CEM-RL
We conduct a further case study on combining SC with another state-of-the-art hybrid framework CEM-RL [13], referred
to as Surrogate-assisted CEM-RL (SCEM-RL). The EA parts of ERL and PDERL are based on GAs, while it is based on the CrossEntropy Method (CEM) in CEM-RL. Also, CEM-RL combines CEM with TD3 [28], an off-policy DRL algorithm related to DDPG
[3].
We train SCEM-RL-G and SCEM-RL-I with 6 different random seeds. Fig. 13 illustrates their learning curves on three control tasks from MuJoCo [36]. Apart from the clear advantages of SC in the training performance and sample efficiency, similar
to the results in Section 5.3, in HalfCheetah and Ant, the improvement over the original hybrid framework is more evident
under the individual-based control, while the generation-based control method is more favorable in Walker.

Fig. 13. The learning curves of SCEM-RL on three MuJoCo environments.
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