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Abstract 

 

Despite the continuous advancement of Evolutionary Algorithms (EAs) and their 

numerous successful applications to a variety of optimization problems over the past 

decades, a fundamental issue has received relatively little attention: the development 

of methodologies and tools for the evaluation and comparison of EAs. Due to their 

massive parallel and inherent stochastic behaviour, theoretical analysis of EAs has 

proven to be highly challenging. While progress has been made, theoretical analysis 

remains largely restricted to scenarios where significant simplifying assumptions 

must be made with respect to the algorithms and/or the problems in question.  

Consequently, EAs have mostly been evaluated on an empirical basis with a number 

of widely adopted benchmark problems. 

 

There is some conventional practice of experimental evaluation and comparison of 

EAs in the literature. However, the methodologies and techniques employed often 

produce results with low scientific value and lead to conclusions that are not 

sufficiently supported by those results. It is therefore unclear whether such results and 

conclusions have any consequences for future research or general application of the 

algorithms applied. Two specific issues are particularly relevant to this thesis.  Firstly, 

it has been recognized that many of the commonly used benchmark problems in the 

EA community have some unfavourable features for testing the strengths and 

weaknesses of EAs. In the meantime, the structure of these problems is usually fixed 

and specified in isolation, making it difficult to compile sets of experimental results 

where common properties of problems vary in a controlled way, in order to generalize 

the performance of EAs to other unknown problems. Secondly, each EA is specified 

by a set of parameters whose values may have a significant impact on its performance. 

In the literature, parameter values are often selected with little justification or based 

on some hand-tuning towards a small group of benchmark problems, without 

conducting proper experimental exploration of the parameter space. The major issue 

is that the corresponding experimental results are unlikely to be plausible as they are 

highly restricted to the specific parameter setting and test problems in use. 
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This thesis is dedicated to the methodologies and techniques for conducting rigorous 

and principled empirical evaluation of EAs, with particular focus on the issues of test 

optimization problems and experiments over parameter settings of EAs. Most of the 

experiments in this thesis are conducted using EAs known as Estimation of 

Distribution Algorithms (EDAs), which are based on explicit statistical modelling of 

the problem space. Although the attention is focused on continuous EDAs and 

optimization problems, the major contributions of this thesis are also equally 

applicable to other domains. 

 

Firstly, the continuous EDAs used in this thesis are examined to identify their key 

features. A number of modifications to the standard algorithms are proposed, which 

may provide improved performance. Note that the major focus here is not to develop 

new EDAs and argue their general performance over existing algorithms. Instead, the 

intention is to demonstrate how carefully designed experiments can be used to 

effectively investigate the properties of these algorithms. Furthermore, a 

mathematical modelling technique is proposed, which can precisely estimate the 

detailed dynamics of a simple EDA during evolution. 

 

Secondly, a continuous landscape (test problem) generator based on multivariate 

Gaussian components (LG-MVG) is proposed, which is capable of generating a large 

number of random problem instances with predefined structure in accordance with 

the specific objective of experimental studies. The major advantage of LG-MVG is 

that it can generate a variety of problems in terms of landscape structure and is 

parameterized by a flexible set of parameters, which have an intuitive impact on the 

structure of the problems generated. Experimental studies are conducted to 

demonstrate the use of LG-MVG in the empirical evaluation of EDAs and reveal 

some of their important properties that would otherwise be difficult to observe. 

 

Thirdly, a statistical Racing technique is improved and applied in the evaluation of 

EAs, to significantly reduce the computational overhead incurred by large-scale 

experiments involving multiple algorithm instances with different parameter settings 

and/or multiple test problems. In the cases studies, Racing can often reduce the cost 
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of exhaustive experimentation by around 90% while maintaining the reliability of 

results. Furthermore, in order to overcome the lack of exploration mechanism in 

Racing, a hybrid technique combining Racing and Meta-EAs is proposed and is 

applied to the parameter tuning task of EAs. Experimental results show that this 

technique can effectively take advantage of both the efficiency and the encoding-free 

feature of Racing as well as the exploration ability of Meta-EAs. 

 

Finally, a challenging real-world engineering design problem is used to provide some 

empirical evidence on the effectiveness of different EDAs. More importantly, instead 

of being regarded as a black-box problem, the structure of this problem is 

characterized by a statistical technique, which can reveal some important properties 

of the problem at a small fraction of the cost of an extensive exploration. Statistical 

analysis shows that this design problem is highly multimodal and is unlikely to be 

efficiently solved by local searching methods. The importance of capturing 

dependences among variables in practical problems is also highlighted. 
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I. Introduction 

1.1 An Overview of Evolutionary Algorithms 

Evolutionary Algorithms (EAs) refer to a broad class of population-based stochastic 

optimization algorithms, which simulate various aspects of evolution in nature. Some 

well-known examples are Genetic Algorithms [50], Evolution Strategies[97], 

Differential Evolution [105] and Ant Colony Optimization [29]. 

In general, an optimization problem can be specified as: 

miXctosubject

DxxXXf

i

nX

,...,1,0)(:

),...,(),(min 1

=≤

∈=

The objective function f (X) is defined over n variables and the goal of optimization is 

to find a vector X* in a domain D, which yields the minimum function value. 

Although there are many problems in which the function values are expected to be 

maximized, they can be easily transferred into minimization problems by using the 

negative form of the original functions. In practice, it is not unusual that problem 

variables/parameters are also subject to a set of m constraints, which divide the 

original search space into feasible and infeasible areas. Also, each problem may 

consist of multiple objective functions to be optimized simultaneously. 

 

Figure 1-1: The general framework of Evolutionary Algorithms. 

Initial Population 
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Selection Crossover 

Mutation New Population 
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As shown in Figure 1-1, an EA usually starts with an initial population consisting of 

randomly generated individuals (candidate solutions), with each one representing a 

certain combination of variable values. The quality or fitness value of each individual 

is evaluated based on the objective function, which is also called the fitness function. 

Next, a selection operator is applied to choose a subset of individuals, typically 

according to their fitness values. Finally, a new population of individuals is created 

from these selected individuals, which will replace all or part of the old population. 

This procedure is to be repeated for a number of iterations (generations) until a 

satisfactory solution is found or other stopping criteria are met. In EAs, the most 

important part is how to create new individuals from existing ones. There are two 

major operators in traditional EAs: crossover, which typically swaps the parameter 

values between two individuals and mutation, which directly adds random variations 

on selected positions of a single individual. 

In recent years, a new paradigm of EAs has emerged that is known as Estimation of 

Distribution Algorithms (EDAs) [62] or Probabilistic Model-Building Genetic 

Algorithms (PMBGAs) [85]. Although EDAs/PMBGAs still follow the general 

iterative procedure as described above, they are different from traditional EAs in the 

way that new individuals are generated. Instead of directly manipulating existing 

individuals via crossover or mutation, a high-level probabilistic model is built on the 

statistical information contained in selected individuals, which represents the 

probability distribution of promising individuals. New individuals are then generated 

by sampling from this model. The major motivation of employing such statistical 

models is to explicitly capture and exploit the dependence information among 

variables in order to conduct searching more efficiently. 

In summary, EAs enjoy several advantages compared to many other classical 

optimization algorithms. For example, they only require a minimum amount of 

problem-specific knowledge and do not impose any strict assumptions on the 

properties of the fitness function such as smoothness and differentiability other than 

being able to be evaluated at each point. As a result, EAs can be regarded as a class of 

general-purpose optimization techniques and can be readily applied to a wide range of 

problems. In the meantime, since EAs often maintain a population of individuals, 

investigating many areas in parallel, they are less likely to get stuck on local optima 

and can be implemented efficiently through parallel computation.  
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1.2 Research Questions 

EAs have been an active research field in the past two decades, as evidenced by a few 

dedicated journals with high impact factors such as IEEE Transactions on 

Evolutionary Computation and Evolutionary Computation Journal (MIT Press) as 

well as a number of international peer-reviewed conferences such as IEEE Congress 

on Evolutionary Computation, Genetic and Evolutionary Computation Conference 

and Parallel Problem Solving from Nature.  

In addition to the scientific research, there is a long history of applying EAs in 

solving various real-world problems since the very early stages of EAs. Some major 

application areas are: Engineering Design, Scheduling, Bioinformatics and Finance, 

to name a few[25, 73]. A number of companies using the EA technology have also 

been established and achieved promising commercial records.  

Due to their inherent stochastic and massive parallel behaviour, the challenge and 

difficulty of conducting theoretical analysis on EAs is well known to the research 

community. In fact, only limited progress has been made on theoretical analysis, 

which is mainly based on some idealized or over-simplified situations and is only 

capable of describing the general behaviour of EAs instead of their detailed dynamics. 

Consequently, EAs are largely studied and evaluated on an empirical basis.  

A typical scenario is that when a new EA or a variation of an existing EA is proposed, 

researchers are often interested in finding out its performance, especially compared to 

other EAs. For this purpose, a number of benchmark problems have been developed 

and widely adopted in the literature. Also, each EA is controlled by some parameters 

that need to be specified in advance. Experimental results are usually obtained by 

running the EA on the test problems for some trials, which are then used in the 

comparison to make general conclusions on the performance of the new algorithm. 

The major advantage of such experimental studies is that they are relatively 

straightforward to carry out. However, as will be explained next, experimental studies 

on EAs may not be as simple as it appears. Instead, it could be a much more 

complicated task that requires significant amount of effort to give the experimental 

results high research values. Unfortunately, compared to the development on EAs, 

there is no similar development of principled methodology for conducting rigorous 

experimental analysis of EAs. 
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One of the major issues of the current practice of experimental studies is on the 

quality of the existing benchmark problems. Given the fact that the performance of 

EAs may vary significantly from one test problem to another, it is surprising that the 

performance of EAs is still often judged based on a very limited number of test 

problems. The consequence is that EAs may be over-tuned towards a few widely used 

test problems and their performance may not be easily generalized to other problems. 

Also, researchers may tend to only publish results using certain test problems on 

which their algorithms perform well.  

Furthermore, test problems are often regarded as black boxes and there is often little, 

if any, detailed analysis of the problem properties, especially with regard to the 

performance of EAs, which makes it difficult to truly understand their performance 

and have deep insight into their characteristics. Also, as pointed out by previous 

research, many of those benchmark problems are not good test problems at all. For 

example, some of them are separable problems containing no dependence among 

variables and are not suitable for testing the strengths and weaknesses of EAs because 

these problems could be easily solved by some simple methods.  

Another major issue lies in the impact of parameter setting on the performance of 

EAs. Previously, parameter settings are often chosen without any clear justification or 

based on some limited preliminary trials. The consequence is that results from these 

types of studies can be misleading if unequal amount of effort is devoted to the tuning 

of different algorithms, which is very likely to be the case in practice. Due to the lack 

of detailed knowledge on the influence of each parameter as well as the interaction 

among parameters, it seems that the only feasible solution is to systematically explore 

the parameter space by evaluating EAs with a variety of parameter settings in order to 

have a complete picture of their performance. Obviously, running such large scale 

experiments often requires a huge amount of computational effort. Furthermore, if a 

large number of test problems are also considered at the same time, the cost of 

experiments could be prohibitively high. 

The primary motivation of the work presented in this thesis is to improve the current 

practice of experimental studies of EAs, with particular interests on the 

abovementioned two issues. More specifically, this thesis is dedicated to the 

development of two general-purpose techniques that can be applied in a wide range of 

experimental studies. 
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(a) Continuous test problem generator 

A test problem generator or landscape generator is a practical tool capable of 

automatically generating a large number of test problems with controllable structure, 

according to the objective of the experiments. The argument here is that by increasing 

the number of test problems, the reliability and the predicative value of the 

experimental results could be increased. Also, using test problems with clearly 

defined structure will facilitate in-depth analysis of the performance of EAs. 

(b) Statistical techniques for improving the efficiency of empirical studies 

In order to overcome the computational burden associated with comprehensive 

experimental studies, investigations will be conducted to show how statistical 

techniques can be applied to substantially reduce the cost of exhaustive experiments 

while maintaining high reliability of the results. This is particularly important in 

situations such as finding the best performing EA from a set of candidate algorithms 

consisting of variations of the same type of EA or different EAs. 

In most of the case studies throughout this thesis, continuous EDAs are used to 

demonstrate the effectiveness of the proposed techniques. Also, some specific 

attention is paid to the EDAs themselves to show how purposefully designed 

experiments can help researchers gain better understanding of their performance and 

make more justified conclusions. Although the primary focus of this thesis is on 

continuous spaces where X Rn and unconstrained single objective problems, many 

of the proposed techniques can be easily adapted to suit other domains. 

1.3 Thesis Outline 

The next Chapter begins by introducing the EDAs used in the rest part of the thesis, 

along with a series of case studies to reveal some of their key properties. A 

continuous test problem generator is proposed in Chapter 3, which enjoys several 

advantages compared to previous ones. In Chapter 4, a novel statistical Racing 

technique is introduced into the evaluation of EAs, which is not only more efficient 

than exhaustive experiments but also capable of handling situations where most other 

techniques are not applicable. Finally, a challenging engineering design problem is 

used as a real-world benchmark problem to further demonstrate the effectiveness of 

EDAs. This thesis is concluded in Chapter 6 with a list of the major contributions.  
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II. Estimation of Distribution Algorithms 

2.1 Outline 

This Chapter is dedicated to the investigation of various issues of a set of continuous 

Estimation of Distribution Algorithms (EDAs) [62], which will be used in the rest 

part of this thesis. A brief literature review is conducted in the next section to give a 

general introduction of the working mechanisms of EDAs and a summary of some 

typical EDAs that have been proposed.  

As one of the earliest EDAs, Population-Based Incremental Learning (PBIL) [7, 8], 

which employs a simple probability vector to replace some of the traditional genetic 

operators in GAs, is given a detailed analysis in Section 2.3 with particular interest on 

its extensions to continuous spaces. Two existing continuous PBIL algorithms called 

PBILI and PBILC are analysed and their inherent limitations are also revealed. A new 

continuous PBIL is proposed based on a set of histogram models, which offers 

significant advantages over PBILC and PBILI.

In Section 2.4, a more powerful EDA using Gaussian distributions as the statistical 

model is analysed in two case studies to demonstrate what makes a problem difficult 

for this class of EDAs. A simple diversity maintenance method is shown to be able to 

significantly improve the EDA’s performance on a unimodal problem at no extra 

computational cost. For multimodal problems, a novel hybrid approach combining 

EAs, EDAs and clustering techniques is proposed, which could be used in some 

situations where traditional methods are unlikely to be successful. 

As the complement of empirical studies, theoretical work on EDAs is relatively 

limited, especially the modelling of their dynamics with regard to specific problem 

structure. In Section 2.5, some preliminary attempts in modelling the behaviour of a 

continuous EDA based on Gaussian distributions are presented in which its dynamics 

on a number of test problems, as specified by the values of the model parameters in 

each generation, is precisely estimated by a principled technique.  

Section 2.6 concludes this Chapter with a summary of the important results along 

with a brief review of some related optimization techniques. 
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2.2 An Overview of EDAs 

One of the advantages of Evolutionary Algorithms (EAs) is that they only require a 

minimum amount of problem-specific knowledge and can be readily applied to 

solving a variety of problems. However, the search operators in many EAs usually do 

not explicitly capture the specific problem structure and the efficiency of searching 

could suffer significantly when the problem variables are highly correlated.  

Within the past decade, a new paradigm of EAs based on statistical modelling of the 

structure of the search space has emerged, which is typically referred to as Estimation 

of Distribution Algorithms (EDAs)[61] or Probabilistic Model-Building Genetic 

Algorithms (PMBGA)[86]. The general idea is to conduct searching by sampling new 

individuals from a model or probability distribution, which is estimated based on 

promising individuals in the current population.  

The major advantage of EDAs is that, with the help of advanced statistical models, 

they can explicitly learn the dependences among variables of the problem to be 

solved and use this structural information to efficiently generate new individuals. It 

has been shown that EDAs can outperform traditional EAs on a number of difficult 

benchmark problems [84]. 

 

Figure 2-1: The framework of EDAs. 

The general framework of EDAs is given in Figure 2-1. Usually, the initial population 

is generated based on a very general model such as the uniform or random 

distribution. In each generation, some (typically the best) individuals are chosen and a 

probabilistic model (e.g., Bayesian Networks or Gaussian Mixture Models) is fit to 

them using various density estimation techniques[61]. All new individuals are then 

generated by sampling from this model and the new population is created through the 

(µ, λ) strategy (i.e., replace all old individuals) or the (µ+λ) strategy (i.e., select the 

best individuals from the union of old and new individuals)[98]. 

Initial 
Population

Evaluate 
Individuals

Select Top 
Individuals

Statistical 
Modelling

Sample New 
Individuals



8

The fundamental difference between traditional EAs and EDAs is that traditional EAs 

work on low-level representations (e.g., genes and individuals) of the search space, 

trying to create better individuals by directly manipulating the gene values, while 

EDAs employ statistical models as the high level abstraction of the search space and 

use them to drive the searching process. Such models are built on the statistical 

information contained in promising individuals, which represents the algorithm’s 

estimation towards the distribution of high quality individuals. 

Most early EDAs were proposed to be applied in binary search spaces. Initially, these 

algorithms utilize independent models where no interaction is considered. Some 

representative algorithms include PBIL [7]  and the Univariate Marginal Distribution 

Algorithm (UMDA) [79]. Intuitively, these algorithms should only work well when 

there is no interaction between problem variables or the interactions are not very 

strong. Gradually, more and more complex models in terms of the capability of 

capturing dependences have been developed and used in EDAs. Some models (most 

of them are simplified Bayesian Networks) are capable of capturing pair-wise 

interactions. EDAs in this category include the Mutual Information Maximization for 

Input Clustering algorithm (MIMIC) [26] based on a dependence chain model, an 

EDA by Baluja and Davies based on a dependence tree model [9] as well as the 

Bivariate Marginal Distribution Algorithm (BMDA)[87], which is based on a 

dependence graph model with only second-order statistics. Recently, EDAs with 

more powerful models that can capture high-order interactions have been proposed 

such as the Bayesian Optimization Algorithm (BOA) and its extension hierarchical 

BOA (hBOA)[85], the Estimation of Bayesian Networks Algorithm (EBNA)[61] and 

the Factorized Distribution Algorithm (FDA)[76].  

A significant amount of work has also been done to extend EDAs to continuous 

spaces. Some early attempts include two continuous PBIL algorithms based on 

Gaussian distributions [99] and intervals [100] and a continuous version of UMDA 

called UMDAC [61]. Furthermore, an algorithm based on the marginal histogram 

model has been proposed [109], which is a flexible non-parametric model. More 

advanced continuous EDAs include MIMICC [61], which is a continuous adaptation 

of MIMIC and the Estimation of Multivariate Normal Algorithm (EMNA) [63] using 

multivariate Gaussian distributions as well as the Estimation of Gaussian Networks 

Algorithm (EGNA) [61] using Gaussian Networks.  
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There is also a general algorithmic framework called Iterated Density Evolutionary 

Algorithms (IDEAs) containing a variety of EDAs using Gaussian distributions, 

Gaussian kernel distributions, histograms and Gaussian mixture models[14-16].  

Another interesting algorithm is a real-valued EDA using a flexible Gaussian mixture 

model as the density estimator[39]. The model can contain one to many Gaussian 

components, depending on whether the current model is capable of representing the 

data well enough. One noticeable feature of the mixture model is that even if each 

Gaussian only employs a diagonal covariance matrix where no local dependence 

among variables is considered, this algorithm does capture global dependences by 

using a set of Gaussians. Instead of building a complex model, a set of simple models 

can cooperate with each other to represent some very complex landscape structure. 

More recently proposed continuous EDAs include the Mixed Bayesian Optimization 

Algorithm (MBOA) [82] and the DiT-EA algorithm[88], which uses the distribution 

tree model as the statistical model. Furthermore, there is another EDA with a complex 

model called the variational Bayesian independent component analyzers mixture 

model (vbICA-MM) [21], which claims to be able to model clusters that do not 

follow Gaussian distributions. Please refer to [62, 85] for a comprehensive 

introduction to EDAs and additional references. 

In EDAs, the most important part is how to estimate the probability distribution of 

selected individuals. Since it is usually difficult to directly estimate or sample from a 

multivariate probability distribution, EDAs often utilize conditional factorization in 

which a multivariate probability distribution is represented by the product of a set of 

univariate conditional probability distributions: 
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In Eq. 2-1, each variable may depend on up to n-1 other variables. However, it may 

not be convenient to calculate a conditional probability distribution involving M 

variables when M is large. For example, in binary spaces, the number of individuals 

needed to conduct reliable estimation will increase exponentially as M goes up. There 

is a similar issue in continuous spaces for certain probabilistic models such as 

histograms in which the number of bins and the number of individuals required will 

also quickly become extremely large as the dimensionality increases.  
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As a result, an upper limit K of the number of parents is usually set, which implicitly 

assumes that the problem to be solved only has limited order of dependences. Since 

conditional factorizations can be represented by acyclic graphs, a searching method is 

needed to find a new graph that can approximate the original probability distribution 

as well as possible with the constraint of K. A commonly used score metric is the 

Kullback-Leibler cross-entropy measure[60]: 

 ∫ ⋅=− dx
xg
xpxpxgxpD LK )(
)(log)())(),(( (2-2) 

However, if the order of dependences is beyond K, EDAs may not work well because 

they cannot capture all necessary dependences. Also, finding a good factorization can 

be very difficult (i.e., effectively another challenging optimization problem) and 

usually the resulting graph is just a sub-optimal solution.  

There is a simple method to handle individuals following a multivariate Gaussian 

distribution N(µ, Σ) without the need to search for the factorization structure. Note 

that, in n-dimensional spaces, there are n parameters specifying the mean vector µ

and n⋅(n-1)/2 parameters specifying the covariance matrix Σ. These parameters can be 

directly estimated using their maximum likelihood estimates, as in the case of 

EMNA. When sampling new individuals from this Gaussian model, by using the 

Cholesky decomposition, it is easy to find an n-by-n lower triangular matrix S subject 

to the condition of Σ=S·ST [80]. 

New individuals can be sampled from this Gaussian by: 

 ZSX ⋅+= µ (2-3) 

where Z is an n-by-p matrix with random elements drawn from a Gaussian 

distribution N(µ, σ2) with µ=0, σ=1 and p is the number of new individuals to be 

generated. Although n⋅(n+1)/2 parameters need to be estimated, the implementation is 

very simple compared to the Gaussian Networks model, which is created by either 

edge-exclusion tests or score + search approaches. The reason that it is possible to 

utilize the full dependence structure is that the covariance matrix only explicitly 

contains pair-wise dependence information and the dependences among variables are 

assumed to be linear. Experimental results have shown that EDAs in this class such as 

EMNA and RECEDA (Real-Coded Estimation of Distribution Algorithm) worked 

pretty well in practice compared to other more complex EDAs [62, 83]. 
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2.3 PBIL 

2.3.1 Binary PBIL (PBILB)

PBIL is one of the simplest EDAs, which assumes no dependence among variables. 

The statistical model in use is a real-valued vector with each element independently 

representing the probability of assigning value 1 to each corresponding bit in a binary 

string (candidate solution). This algorithm has been successful in practice on several 

test problems [6] and attracted a lot of interest from the research community. 

Initialize probability vector P to 0.5, t=0

While stopping criteria not met

Sample a population of individuals X from P

Evaluate individuals

Update P by the best individual

P(t+1)=(1-α)·P (t)+α · XBest

t=t+1;

End While

Figure 2-2: The framework of PBILB.

Figure 2-2 gives the basic framework of PBILB. Usually, the algorithm is terminated 

when the maximum number of generations is reached or the algorithm has converged. 

PBILB starts with a probability vector with all elements set to 0.5, which means that 

each bit in a generated individual is set to 0 or 1 with equal probability. During 

evolution, the value of each element is updated using the best individual in the 

population and drifts away from 0.5, modifying its estimation of the structure of good 

individuals. Typically, PBILB will converge to a vector with each element close to 0 

or 1. In practice, there are at least two decisions to be made: the value of the learning 

rate parameter (α) and the number of individuals used to update the vector. 

For the learning rate in PBILB, a small value is usually recommended [8]. It controls 

the trade-off between reliability and convergence speed. In traditional EAs, old 

individuals are replaced by new ones instantly while PBILB uses an incremental 

learning strategy to modify its model cautiously, maintaining a long-term memory. 

The reason is that the vector in PBILB does not represent a single individual in the 

search space. Instead, it represents the whole search space with certain bias towards 

some areas. If the learning rate is too large, this vector may quickly move towards 0 

or 1 in each element, reducing the exploration ability of PBILB dramatically. 
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The number of individuals used to update the vector is another parameter of the 

algorithm. In the above framework, only the best individual is utilized while all others 

are discarded. Certainly, more individuals could be incorporated into the updating 

rule or PBILB could be allowed to move towards the best individual(s) and move 

away from the worst individual at the same time[8]. 

2.3.2 Continuous PBIL Based on Intervals (PBILI)

One of the earliest attempts to extend PBIL to continuous spaces is based on the idea 

of intervals[100]. For each variable Xi, three parameters are specified: the lower 

boundary Li, the upper boundary Ui and a probability value Pi representing the 

probability of Xi being greater than the middle of the interval (Li +Ui)/2. Initially, each 

pair of boundaries is set to be equal to the pair of boundaries of the search space in 

each dimension. P is set to 0.5 in all dimensions so that each variable generated can 

be greater or less than the middle of the interval with equal probability. This setting 

gives PBILI the freedom to initially search the whole space unbiasedly. In each 

generation, each Pi is updated towards 1 if Xi on the best individual is in the upper 

interval and vice versa. If the value of a Pi is sufficiently close to 1 or 0, which means 

that the algorithm is confident that the value of Xi should be greater or less than the 

middle of the current interval, one of the two boundaries will be moved accordingly 

to the middle, shrinking the interval by half.  

PBILI employs a similar mechanism as PBILB in that it also starts from a very general 

model and gradually concentrates on a smaller part of the whole search space. 

However, its performance may be limited in that the movement of boundary is not 

reversible and the sampling is restricted within the interval. This means that if an 

incorrect or premature shrinking of interval happens, there is no chance for PBILI to 

correct it and the search space outside the current interval has zero probability of 

being sampled again. 

2.3.3 Continuous PBIL Based on Gaussian Distributions (PBILC)

Another well-known continuous PBIL is called PBILC, which is somewhat different. 

It employs a Gaussian model with diagonal covariance structure[99]. It starts with a 

Gaussian distribution with diagonal covariance matrix, centred in the middle of the 

search space. In each generation, the mean vector X is updated by the combination of 

the best, the second best and the worst individuals: 
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A new parameter σ is introduced in PBILC, which specifies the standard deviation of 

each univariate Gaussian and determines the diversity of the population. Generally 

speaking, a small value restricts individuals in a small area around the mean vector 

while a wider area can be searched with a larger σ. In both cases, every point in the 

search space has the chance to be sampled, with probability concentrated around the 

mean according to the value of σ. So, in theory, PBILC has the property of global 

optimization. In practice, the value of σ should not be too large because the 

population size is limited and using a large σ means distributing limited number of 

individuals in a large area (i.e., as the value of σ increases, PBILC approaches the 

behaviour of uniform/blind search). A strategy for dynamically adapting the value of 

σ based on the distribution of best individuals has also been proposed[99]. A 

comprehensive set of experiments investigating the performance of PBILC only using 

Xbest,1 can be found in [37]. 

Note that this algorithm is quite different from PBILB and PBILI described above. In 

fact, it works like a population-based hill-climbing algorithm coupled with Gaussian 

mutation, which is very similar to the Stochastic Hill Climbing with Learning by 

Vectors of Normal Distributions (SHCLVND) algorithm [93]. 

2.3.4 Comments on Continuous PBIL Algorithms 

Two extensions of PBILB in continuous spaces have been reviewed in previous 

sections. PBILI has some similarity with PBILB in that they both start from a very 

general distribution and then gradually concentrate on a smaller area. However, the 

movement of boundaries in PBILI is deterministic and points outside the intervals are 

ignored permanently. In fact, there is another potential problem with this approach. 

Initially, each interval covers the whole space in each dimension and PBILI is simply 

doing random searching. Only when the algorithm is confident enough that the global 

optimum is in the upper half interval or the lower half interval, would the interval be 

reduced by half but how about if the algorithm is not “convinced” for a long time? If 

so, PBILI will keep searching randomly within the upper and lower intervals. Here, 

the problem is that the boundary will be either unmoved or moved dramatically by 

half of the interval. Instead, the searching area should be reduced smoothly and it 

should always be possible for points outside the current focus to be sampled. 
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As a contrast, PBILC employs a relatively local searching mechanism, which is a 

Gaussian model moving around the search space. Unfortunately, there are still a 

number of inherent issues of PBILC.

Firstly, it is very sensitive to its starting position, especially in multimodal situations 

because it always focuses on the neighbouring region around the current mean vector. 

In fact, it can quickly move to a local optimum close to its starting position and get 

stuck there. Secondly, since it moves towards/away from the best/worst individuals in 

the population, regardless of their fitness values and locations, the mean vector will 

not converge infinitely towards the optimum; rather, it will oscillate around it. 

Furthermore, in order to make the initial distribution general, PBILC is restricted to 

start from the middle of the search space. Surprisingly, two of the test functions used 

in [99] have the origin as their global optima, which means that experiments 

conducted on these two test functions actually started with the model centred at the 

global optima (the search space is symmetric about the origin).  

Another issue arises from the way the individuals chosen to update the mean vector 

are combined. In Eq. 2-4, each individual has equal weight, making the same 

contribution to the updating. For the two best individuals, this may not be a problem 

but for more individuals, simply averaging them may be inappropriate. Instead, each 

individual’s fitness value should be explicitly considered. 

Note that a negative sample is used in the updating rule in Eq. 2-4. Moving away 

from the worst sample may seem reasonable but this is not always the case. For 

example, in the 1D case, suppose Xbest,1, Xbest,2 and Xworst are all positive and greater 

than Xt. Obviously, the value of Xt is expected to be increased. However, since Xworst 

is on that direction too, the component of –Xworst (i.e., with a negative value) in the 

linear combination will actually try to prevent this movement. Furthermore, for any 

value of Xworst satisfying |Xt|>|Xworst|, the component –Xworst will always try to update 

Xt towards Xworst, the worst sample! 

A further issue with the updating rule is that if –Xworst
 is regarded as a new individual, 

the linear combination will be the sum of three individuals, which may exceed the 

search space and the mean vector may also be moved outside of the search space, 

especially with a large learning rate. So, it seems to be more reasonable to use the 

average value instead of the sum. 
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2.3.5 Continuous PBIL Based on Histograms (PBILH)

According to the above discussion, an appropriate model should be general enough to 

be capable of representing the whole search space without any initial bias for the sake 

of global optimization and it should also be able to concentrate the searching effort 

into a smaller area gradually. 

In this section, the histogram model is proposed as the probabilistic model for PBIL 

in continuous spaces, which is widely used for non-parametric density estimation and 

has a number of advantages[13]. There are no parameters to learn and it can be 

created very efficiently because points only need to be processed sequentially, 

although it assumes that the search space is bounded. Furthermore, it is very flexible 

because it makes no assumption about the distribution of the data points. One of its 

major disadvantages is that in high-dimensional spaces, the number of bins needed to 

create a multivariate histogram will typically grow exponentially, as can be the 

number of data points needed. However, since no dependence is considered in PBIL, 

only a marginal histogram with B bins needs to be maintained for each variable. 

This marginal histogram model has already been used in EDAs in which promising 

individuals are selected in each generation to build a set of histograms and the value 

of each bin is decided by the number of individuals that fall into it[109]. One issue is 

that, for bins with fixed width (i.e., dividing the feasible range into B equal intervals), 

it is possible that some bins, which actually correspond to the global optimum, are 

empty at the beginning of evolution due to the limited number of selected individuals 

or some random factors. As a result, these bins have zero probability to be sampled in 

the future and no new individuals will be ever generated from them. 

One possible solution is to utilize the whole population and adopt the incremental 

learning strategy so that the probabilistic model is to be updated gradually by the bin 

values. The argument here is that each individual, no matter whether its fitness is high 

or low, does contain a piece of information about the search space that should be 

utilized. In order to incorporate a large number of individuals into the updating rule, 

the values of bins in PBILH should correspond to the fitness values of individuals 

instead of frequencies. Since it is likely that several individuals may fall into the same 

bin, the value of each bin is set to the highest fitness value (the assumption is that all 

fitness values are non-negative and the values of empty bins are set to zero). 
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Initialize each bin in Hi to 1/Bi, t=0

While stopping criteria not met

Sample a population of individuals from H

Calculate fitness values (non-negative)

Construct T according to the fitness values

Normalize T to create a density function

Update H by T through incremental learning

H(t+1)=(1-α)⋅H(t)+ α⋅T

t=t+1

End While

H: marginal histogram density estimator

T: temporary histograms

B: the number of bins

α: learning rate

Figure 2-3: The framework of PBILH.

In the framework of PBILH (Figure 2-3), each marginal histogram Hi is initialized to 

represent the uniform distribution, capable of generating all kinds of individuals with 

equal probability. In each generation, a population of individuals is generated by 

sampling from these histograms. For each variable in each individual, a bin in the 

corresponding histogram is chosen with probability in proportion to its value. The 

actual value assigned to each variable is then generated randomly within the range 

that the bin stands for. New individuals are evaluated and used to build a set of 

temporary marginal histograms T. The value of each bin in each Ti is set to the fitness 

value of the fittest individual that falls into this bin. After normalization, these 

temporary histograms represent the probability distributions estimated from the 

current population. Note that special adjustment may be needed to handle negative 

fitness values and/or to control the selection pressure. Finally, the value of each bin in 

the original histogram Hi is updated towards the corresponding bin value in the 

temporary histogram Ti in an incremental manner similar to PBILB. By doing so, bins 

corresponding to promising areas are expected to have higher values than others and 

the searching power is gradually biased towards areas represented by these bins. 

Note that, the real valued element in the probability vector of PBILB is an extreme 

case of the histogram. In binary spaces, each histogram contains only two bins, 

representing 0 and 1 respectively and only one real-valued element is needed to 

describe each histogram due to the complementarity.  
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2.3.6 Experiments 

The motivation of the experiments was to show the advantage of the histogram model 

on multimodal problems. Two other EDAs with independent Gaussian models: 

PBILC and UMDAC [61](Figure 2-4) were also evaluated to provide a comparison. 

Initialize and evaluate the initial population P

While stopping criteria not met

Select a set of promising individuals Psel

Estimate each p(Xi) by fitting a 1D Gaussian
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Combine P and P’ to create the new population

End While

Figure 2-4: The framework of UMDAC based on Gaussian distributions. 

A set of 2D maximization test problems1, parameterized by < µ1, σ1, ω1, µ2, σ 2, ω2 >, 

were constructed according to: 
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In Eq. 2-5, the fitness function consists of two scalable 1D Gaussian functions. The 

fitness value of X is determined by the larger value returned from the two Gaussians, 

weighted by ω. The advantage of this kind of test problems is that their structure is 

under direct control and experiments can be conducted with regard to the specific 

problem structure. In general, µ1and µ2 correspond to two optima and the basin sizes 

are influenced by σ and ω. An example (F1), specified by < (-5,-5), (2, 2), 0.8, (5, 5), 

(2, 2), 1.0 >, is plotted in Figure 2-5, which has one global optimum at (5, 5) with 

value 0.0398 and one local optimum at (-5, -5) with value 0.0318. 

 

1 This is a simple example of a class of test problems to be discussed in the next Chapter. 
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Figure 2-5: A multimodal test problem (F1): landscape (left) and contour (right). 

According to the analysis of PBILC in Section 2.3.4, its performance may be highly 

dependent on the starting position (initial mean vector). For example, in the above 

multimodal problems, the chance that PBILC could successfully locate the global 

optimum largely depends on the probability that the initial mean vector starts from 

the basin of the global optimum. As long as the local optimum has a basin 

comparable to the global optimum, PBILC may be frequently misled. 

In the meantime, although UMDAC starts with a randomly generated population and 

is less sensitive to the initial condition, its performance is still questionable in this 

situation. The reason is that it employs a single Gaussian distribution as its model, 

which may not be suitable for modelling multimodal problems. When there are two or 

more distant regions each containing some good individuals, the convergence of the 

model is again dependent on a number of problem features such as the relative fitness 

values of optima, the distribution of optima and the basin sizes. 

By contrast, PBILH is not only robust with regard to the initial condition but also 

capable of modelling complex problem structure due to the flexibility of the 

histogram model. As a result, the performance of PBILH is expected to be the best 

among the three algorithms under test. 

An important issue in empirical studies is how to choose the appropriate performance 

criteria to make the most of the experiments. Traditionally, the quality of the best 

individual found is often used as the major metric. However, in the evaluation of 

EDAs, it is often more meaningful to investigate the evolution of the statistical 

model. The reason is that in EDAs the model represents the estimation of the problem 

structure and the whole searching process is solely driven by this model. Having a 
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clear picture of the dynamics of the model itself may provide some valuable insight 

into the performance of the algorithm. For example, the poor performance of an EDA 

on a certain problem may be due to the incorrect modelling of the problem structure 

and knowing this information may help people find the right approach to improving 

its performance. After all, simply observing the best individuals found may be 

misleading because even if the model is incorrect, it is still possible to find some 

good individuals if the problem is simple.  

As an instance, F1 is a simple problem and even random search could find individuals 

of high quality with a moderate computational cost. From another point of view, EAs 

and EDAs are stochastic algorithms, which often have the capability to reach every 

point in the whole search space in theory. If they are allowed to run for a large 

number of generations, there could be little difference in terms of the best individuals 

found. Obviously, the purpose of the experiments in this section is not to simply 

argue which algorithm performs best on this particular problem. Instead, the interest 

is in understanding how these algorithms conduct searching and the impact of 

different statistical models on their performance.  

In order to make the comparison as fair as possible, the population size (PSIZE) of all 

three algorithms was set to 50, which was adequate for this 2D problem. For PBILC

and PBILH, the learning rate was 0.05, which was a small value as recommended. For 

PBILC, a fixed standard deviation value 0.5 was used. In PBILH, each histogram 

consisted of 50 bins with equal width. In UMDAC, truncation selection with ratio (τ)

0.3 (i.e., the top 30% individuals were selected) was used to choose individuals to 

build the model. Newly generated individuals were combined with old ones to create 

the new population through the (µ+λ) selection strategy with µ=λ=50 (i.e., select the 

top 50 individuals as the new population from the 100 individuals). Note that µ is 

conventionally used to represent the number of parents in the selection strategy and 

has nothing to do with the mean value in Gaussian distributions. The search space 

was bounded within [-10, +10] in each dimension.  

PBILC was run for 50 trials with 50 generations per trial on F1 with random initial 

mean vectors. Since the mean vector is the model used in PBILC, its trajectory within 

each trial is plotted in Figure 2-6 on the contour of the test problem. It is clear that no 

matter where PBILC started, it always converged to one of the two optima and got 

stuck there. Furthermore, the number of trials in which it found the global optimum 
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(top-right in Figure 2-6) was similar to that in which it found the local optimum 

(bottom-left in Figure 2-6). Since the two optima were constructed with similar basin 

sizes as shown in Figure 2-5, this confirms that the performance of PBILC could be 

highly dependent of its initial condition, especially in multimodal problems. 

Figure 2-6: The trajectories of PBILC on F1 within 50 trials. 

Despite the common Gaussian model in use, the behaviour of UMDAC on F1 was 

quite different from PBILC. In UMDAC, not only the mean vector but also the 

standard deviations are updated during evolution. Initially, the Gaussian model was 

very general, enabling UMDAC to have a global view of the problem. Driven by the 

distribution of selected individuals, it moved around the search space and became 

more and more concentrated on promising areas. 

The dynamics of UMDAC in a single trial is shown in Figure 2-7 from which it is 

clear that the Gaussian model was very flat in the first few generations, close to the 

uniform distribution. The mean was also close to the origin, which was the centre of 

the search space. During evolution, the model consistently moved along the positive 

direction and also became sharper (i.e., variances of the model decreased).  Finally, 

the mean converged at 5, which was the global optimum. Note that since F1 is 

symmetric about X1=X2, its dynamics on X1 and X2 are expected to be identical in 

theory (this was also approximately true in the experiments here) and only the 

dynamics on one dimension is shown in Figure 2-7.  
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Figure 2-7: The dynamics of UMDAC on F1 in a single trial. 

Figure 2-8: The performance of UMDAC on F1 (left) and F2 (right) over 50 trials. 

Due to its general Gaussian model, UMDAC performed reasonably well on F1 

compared to PBILC. The mean of the Gaussian at the end of each trial is plotted in 

Figure 2-8 (left), which shows that, within 44 out of 50 trials, UMDAC correctly 

converged to the global optimum at 5, showing a distinct contrast to the performance 

of PBILC as shown in Figure 2-6. 
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Although UMDAC was quite robust on F1, this may not always be the case on other 

similar problems. To demonstrate this point, a new problem (F2) was constructed 

with the following parameters: < (-5,-5), (2, 2), 0.8, (5, 5), (1, 1), 0.25 >. It is easy to 

see that F2 has two optima at the same locations as in F1 and the only difference is 

the shape of the global optimum. In F2, it was constructed by a Gaussian function 

with σ=1 in each dimension, which was much sharper than before. It was also scaled 

down accordingly to maintain the same fitness value. As a result, individuals chosen 

to build the model may be more likely to come from the area corresponding to the 

local optimum instead of the global optimum.  

The influence of this factor is clearly demonstrated in Figure 2-8 (right), which shows 

the significant change in the performance of UMDAC. Out of 50 trials, UMDAC was 

never able to converge to the global optimum. Instead, it was misled to the local 

optimum in most of the time. Additional experiments were also conducted with a 

large population size 500 and no obvious improvement was achieved. This shows that 

the single Gaussian model is not suitable for handling multimodal problems when 

there are one or more high quality local optima with large basins. 

Figure 2-9: The dynamics of the histogram model in PBILH in a single trial (F1). 
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The flexibility of the histogram model is demonstrated in Figure 2-9, which shows 

the typical dynamics observed in multiple trials. At the beginning, all 50 bins were 

given equal value 0.02, representing a uniform distribution. Gradually, the model 

concentrated its effort on promising areas as bins corresponding to the two optima 

received significantly higher values (probability mass). Compared to PBILC, PBILH

has a global view of the problem and is not sensitive to the initial condition. In the 

meantime, PBILH is more powerful than UMDAC in that it could keep searching 

multiple areas and is more robust against local optima. PBILH was also tested on F2 

on which UMDAC performed poorly. Due to the difficulty of F2, a larger population 

size (100) was used. The evolution of the histogram model is shown in Figure 2-10 

and again the two optima were correctly modelled by the two major peaks. 

One issue is that this histogram model may not keep converging infinitely by 

allocating more and more probability mass to the global optimum because each 

histogram Hi is updated towards the temporary histogram Ti, which is completely 

determined by the fitness function given an infinite population. Figure 2-11 (right) 

shows a typical histogram pattern after 50 generations when applying PBILH on F2 

with PSIZE=500, which was very similar to the 1D projection of F2.  

Figure 2-10: The dynamics of the histogram model in PBILH in a single trial (F2). 
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Another issue is that in problems like F2 where good individuals are likely to come 

from areas corresponding to local optima it is possible that the histogram model may 

have the tendency to lose the global optimum due to the misleading information, 

especially with a small population size. An example is given in Figure 2-11 (left), 

which shows the histogram model after 50 generations in a certain trial when 

applying PBILH on F2 with PSIZE=100. 

One possible solution to the above issues is to use the (µ+λ) strategy so that the new 

population consists of the best individuals from the union of both old and newly 

generated individuals. By doing so, once a good individual is found, it will be kept in 

memory until a better individual is found. As a result, high quality individuals around 

the global optimum may gradually dominate the population and the histograms will 

be continuously updated towards the global optimum (Figure 2-12). 

Figure 2-11: The issues of PBILH on F2: the global optimum could be lost with a small 
population (left); the histogram model may get stuck with a large population (right). 

Figure 2-12: The performance of PBILH on F2 with the (µ+λ) scheme: the histogram model could 
converge to the global optimum with either a small (left) or a large (right) population. 
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2.3.7 Summary 

Section 2.3 started by reviewing PBILB and its two continuous extensions. A new 

continuous PBIL based on the histogram model was proposed to overcome the 

shortcomings of existing algorithms. Experiments, which were conducted with focus 

on the dynamics of models, showed that the histogram model had some desirable 

features compared to others. The possibility of utilizing the whole population in 

building the probabilistic model in EDAs was also demonstrated. Note that the above 

conclusions were largely based on the qualitative analysis of the properties of 

different models. More experimental studies are needed to make rigorous comparison 

of these continuous variations of PBIL. 

Certainly, these EDAs with independent models have limitations in handling complex 

problems. For example, PBILH employs a flexible model to estimate the distribution 

of individuals in each dimension but no connection among histograms is established. 

This means that, when generating new individuals, the value of each variable is 

decided without taking into account the values of others. Figure 2-13 shows the 

distribution of individuals sampled from the histogram model in Figure 2-11 (right).  

Although there are only two optima in F2, it is clear that there are four clusters of 

individuals among which two clusters represent the optima and the other two clusters 

are the result of the inaccurate modelling of the problem. Consequently, more 

advanced EDAs are needed, which are investigated in the next section. 

Figure 2-13: The distribution of individuals in PBILH on F2. 
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2.4 Diversity Maintenance in EDAs 

2.4.1 Introduction 

As shown in Section 2.2, the development of EDAs has largely been driven by using 

more and more complex statistical models to estimate the structure of search spaces. 

However, there are still some problems that are difficult for EDAs even with models 

capable of capturing high order dependences. So, an important question is: What 

makes a problem difficult for EDAs and how to overcome these difficulties? Since 

EDAs conduct searching based on the structural information learned during evolution, 

in general, there are two factors that may influence their performance. 

The first one is whether EDAs are capable of learning the structure of a problem. In 

continuous spaces, many EDAs assume that selected individuals can be reasonably 

approximated by a multivariate Gaussian distribution. However, it is clear that in 

some cases, for example multimodal landscapes, good individuals are likely to be 

distant from each other and may not be efficiently represented by a single Gaussian 

distribution. As a result, EDAs may either have to search inefficiently due to the large 

variances of the Gaussian distribution or stochastically drift towards one optimum 

and get stuck there (See Section 2.3.6 from some examples). 

The second factor is whether the global structure of a problem actually leads to the 

global optimum. Even in some unimodal problems, the global structure may be quite 

different from the local structure around the global optimum, which means that EDAs 

utilizing this misleading information may converge to a non-optimal solution.  

Recently, there have been some attempts to improve the performance of EDAs by 

using various clustering techniques[14, 65]. The basic idea is to, in each generation, 

assign selected individuals to a number of clusters first and then apply EDAs on each 

cluster separately. Although the structure of selected individuals may be too complex 

to be estimated by a single Gaussian distribution, the structure of individuals in each 

cluster may be much easier to estimate. By using this clustering method, the 

assumption of one Gaussian distribution can be relaxed to a combination of Gaussian 

distributions. However, this does not necessarily mean that EDAs with clustering can 

always achieve satisfactory performance. For example, it has been reported that these 

EDAs still face some difficulty in the Rosenbrock function, which is unimodal and 

features a narrow valley towards the global optimum. There are some other issues 
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about the current way of using clustering in EDAs. For example, in order for 

clustering techniques to be successful, individuals to be clustered must present some 

clear pattern, which should reflect the important underlying structure of the problem 

such as the basins of major optima. However, in some situations, it is possible that 

selected individuals may present misleading information. 

In this section, the above issues are tackled from the diversity maintenance point of 

view and the major focus lies on the class of continuous EDAs noted by EDAmvg such 

as EMNA and RECEDA, which build and sample from a single multivariate 

Gaussian distribution (Figure 2-14). Note that other EDAs based on Gaussian 

Networks or the Gaussian mixture model may also benefit from some of the 

techniques investigated here. 

Initialize and evaluate the population P

While stopping criteria not met
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End While

Figure 2-14: The framework of EDAmvg.

In the next section, the Rosenbrock function is given an in-depth analysis to reveal 

why it is difficult for EDAmvg. A specifically designed multimodal test problem is 

introduced in Section 2.4.3 to demonstrate the limitation of existing methods. 

Experiments on the Rosenbrock function are conducted in Section 2.4.4 showing how 

a simple method could be used to maintain the diversity and significantly improve the 

performance of EDAmvg. In Section 2.4.5, a novel three-step-method is proposed in 

which an EA with diversity maintenance technique is used to conduct preliminary 

searching to locate the basins of optima and a clustering algorithm is then applied on 

the final population to cluster selected individuals. Finally, EDAmvg is run on each 

subset of individuals to conduct fine searching until the optimum is found. This part 

of work is summarized in Section 2.4.6 with some directions for further work. 
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2.4.2 The Rosenbrock Function 

The n-dimensional Rosenbrock function is given by: 
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This function represents a unimodal minimization problem with the global optimum 

(fitness value 0) located at [1]n (i.e., a vector of length n with 1 in each element). 

Despite of being unimodal, it features a narrow nonlinear valley towards the global 

optimum and has shown to be very difficult for many optimization algorithms.  

Eq. 2-6 can be regarded as the sum of two sub-functions fRosen1 and fRosen2:
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Figure 2-15 shows that fRosen1 has numerous global optima continuously distributed on 

the bottom of a deep valley, which can be specified by: 
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Note that since X is bounded within [-5, 5] in each dimension, the value of α should 

normally be between -1 and 1 because otherwise the rest of the elements in the array 

can easily exceed the boundary. As a contrast, fRosen2 has a simple bowl-shaped 

landscape with [1]n as its global optimum, which is also one of the optima of fRosen1 

and thus the global optimum of fRosen. Since there is no dependence among variables 

in fRosen2, it can be easily solved by either EAs or EDAs. 

As shown in Figure 2-16, the overall landscape structure of fRosen is dominated by 

fRosen1 due to the large constant factor (100). In the meantime, the major effect of 

fRosen2 is to decide the position of the global optimum of fRosen. Since the valley 

contains some strong nonlinear structure, it cannot be correctly estimated by a single 

Gaussian distribution. As a result, it seems unlikely that EDAmvg can work well on 

fRosen. However, one interesting result found in some preliminary experiments is that 

EDAmvg often converged to the origin, which is one of the global optima of fRosen1.

Note that this is not simply because the search space is symmetric about the origin 

and similar results could also be observed with asymmetric search spaces. 
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Figure 2-15: The contour of the 2D fRosen1.

Figure 2-16: The contour of the 2D fRosen (log-scale on the fitness values). 
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Note that EDAmvg is driven by the distribution of selected individuals found during 

evolution and this distribution is largely determined by the global structure of the 

problem2. In fact, there is a basin containing a large number of individuals of good 

quality near the origin. The reason is that Xglobal is a converging array towards 0 when 

α is between -1 and 1 and even if α is not very close to 0, subsequent elements in the 

array may still quickly converge to 0. Furthermore, there is a global tendency that 

individuals closer to the origin are likely to be better than those away from the origin 

because as long as each element in an individual is small, there is a good chance that 

fRosen1 will produce a small value too, even if Eq. 2-9 is not satisfied. In other words, 

the density of good individuals around the origin is higher than other areas. 

Figure 2-17: The distribution of fitness values in 10D fRosen: individuals around the origin (left) 
and individuals around the global optimum (right). 

To demonstrate this point, 10,000 individuals were randomly generated within a 10D 

hyper-cubic area centred at the origin ([-0.5, 0.5] in each dimension). The distribution 

of fitness values of these individuals is plotted in Figure 2-17 (left) in which the 

majority of the individuals had fitness values around 100. The same experiment was 

conducted with the sampling centre at the global optimum ([0.5, 1.5] in each 

dimension). As a contrast, the fitness values of individuals were usually much worse 

(around 500) as shown in Figure 2-17 (right). 

 

2 Recently, this function has been found to have a small number of local optima in high dimensional 
spaces [101]. However, there is no evidence to show that these local optima may have any significant 
influence on the overall problem structure. 
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Based on the above analysis, it is clear why this problem is difficult for EDAmvg.

Although EDAmvg can easily find the global optima of fRosen1 and fRosen2 separately, a 

simple combination of these two functions creates much trouble. Due to the existence 

of the major attractor in the origin and the global structure, many promising 

individuals in the early stage of searching may be close to the origin and there is a 

high probability that EDAmvg will converge to it, instead of [1]n, which is the true 

global optimum of fRosen. In other words, the overall structure identified by EDAmvg is 

different from the local structure around the global optimum and thus may mislead 

EDAmvg towards a non-optimal solution. 

Previously, clustering techniques have been incorporated into EDAs in the hope of 

maintaining the diversity and improving their global optimization ability. The general 

idea is to, in each generation, cluster selected individuals into subsets and conduct 

independent modelling and sampling in parallel. By doing so, EDAs are expected to 

be able to keep searching and maintaining different areas. However, due to the shape 

of the landscape, even multiple Gaussians may not be able to approximate it well 

enough and experimental results based on this kind of methods were not satisfactory. 

From another point of view, an interesting question is: What will happen after 

EDAmvg converges to the origin? Since fRosen is a unimodal function and the global 

optimum is connected to the origin via a valley, is it possible for EDAmvg to walk 

down the valley towards the global optimum, like other gradient-based algorithms? 

Even if it is hard to prevent EDAmvg from converging to the origin due to the 

misleading information that it encountered in the early stage of evolution, does it have 

any chance to get out of this trap? In order to do so, EDAmvg must be able to 

continuously sample individuals from the valley towards the global optimum. Since 

these individuals have better fitness than those around the origin, they will gradually 

replace old individuals and shift the Gaussian model away from the origin.  

Unfortunately, when EDAmvg converges towards the origin, the size of its effective 

search space may quickly shrink because elements in the covariance matrix may be 

getting close to 0, which is due to the similarity of promising individuals. This means 

that a new approach is required to explicitly maintain the diversity of the probability 

distribution to prevent the standard deviation values from becoming too small when 

EDAmvg is around the origin so that it may still have the power to keep searching and 

updating the Gaussian model towards the global optimum. 
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2.4.3 The Sumcan2 Function 

In order to demonstrate the limitations of the current approach to the diversity 

maintenance in EDAmvg with clustering techniques, a new test function called fSumcan2 

is proposed, which is partially based on the Summation Cancellation function[6]. The 

contour of the 2D fSumcan2 is shown in Figure 2-18. 
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Figure 2-18: The contour of the 2D fSumcan2.

In general, fSumcan2 has one global optimum created by fSumcan at [3]n with value 105

and one local optimum created by fLocal at [–3]n with value 5. Note that fSumcan2 is a 

challenging problem because its global optimum is created by fSumcan, which contains 

strong dependences among variables and cannot be easily solved by optimization 
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algorithms without proper structure learning. Furthermore, the local optimum created 

by fLocal is distant from the global optimum and has a quite large basin while fSumcan is 

like a very sharp spike (i.e., the fitness values of individuals away from the global 

optimum would quickly drop towards 0). This means that, for individuals in the 

region containing the global optimum, only few individuals very close to the global 

optimum could possibly obtain fitness values good enough to be selected. 

Consequently, it is likely that, in the initial population, most promising individuals 

are from the area corresponding to the local optimum and EDAmvg may be misled 

away from the global optimum and incorrectly converge to the local one.  

It should be pointed out that this function also poses some difficulty for clustering 

techniques and the Gaussian mixture model because at the beginning of evolution, it 

is possible that all selected individuals are distributed around the local optimum and 

none of them represents the area that contains the global optimum. Under this 

situation, no statistical model could correctly reveal the underlying structure of the 

problem and EDAs are doomed to perform poorly. 

 

Figure 2-19: Random sampling on the 2D fSumcan2 (left) and 10D fSumcan2 (right). 

To have a better understanding of the situation, 10,000 individuals were randomly 

sampled in the search space with dimension equal to 2. After evaluation, top 10% 

individuals were selected and plotted in Figure 2-19(left). Obviously, the majority of 

selected individuals were from the basin of the local optimum while only very few 

individuals represented the global optimum. As a result, it is very likely that only one 

cluster could be identified because those few points (1.7% of the total individuals in 

the above example) in the upper-right corner may be regarded as noise or outliers. In 

fact, when the population size is not very large, it is also possible that there is no 

individual from the basin of the global optimum due to some random factors. Note 
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that although this problem has some similarity with the Rosenbrock function, there is 

no path connecting the two optima, which means that once EDAs get stuck in the 

local optimum, there is no simple way to escape. 

Furthermore, this situation could deteriorate as the dimensionality goes up. The same 

sampling was conducted on the 10D fSumcan2 function and the distribution of distance, 

measured in terms of the mean distance between those selected individuals and the 

global optimum in each dimension, is plotted in Figure 2-19(right). It is clear that all 

selected individuals were, on average, more than 3 units away from the global 

optimum in each dimension, which confirms that good individuals are very unlikely 

to be around it. A larger experiment was conducted with 10 times the original 

population size (PSIZE=100,000) and still no significant changes could be observed. 

This means that it is important to make sure that selected individuals do have a good 

coverage of the area that contains the global optimum before applying any clustering 

technique. Certainly, it is often impossible to check this condition in practice and 

simply applying clustering techniques may therefore be of little help. 

2.4.4 Experiments on the Rosenbrock Function 

Experiments on fRosen were conducted with n=10, GEN (number of generations)=200 

and τ=0.3. A few preliminary trials were run with population sizes from 200 to 2000 

using EDAmvg. Unsurprisingly, this algorithm always got stuck at fitness around 7, 

which is similar to the results reported before[58].  

Figure 2-20 shows the sample mean values of the ten problem variables based on the 

population at each generation during a single trial (PSIZE=500). Since the global 

optimum of the 10D fRosen is at [1]10, the means should gradually converge towards it. 

In fact, during the first few generations, the mean values were drifting around the 

origin and after around 15 generations, they did start moving towards it, which is the 

correct direction. However, the algorithm quickly got stuck somewhere in the valley 

between the origin and the global optimum after just a few generations. So what 

stopped it from continuing its trip? The answer lies in Figure 2-21, which shows the 

sample standard deviation of each variable in the population. It is clear that the 

standard deviations dropped very quickly and after around 30 generations, they were 

already around 10-3. This means that, at this stage, EDAmvg was only searching an 

extremely limited area, like the tip of a needle. 
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Figure 2-20: The sample mean values of the 10 problem variables in the population of EDAmvg on 
fRosen without diversity maintenance. 

Figure 2-21: The sample standard deviations of the 10 problem variables in the population of 
EDAmvg on fRosen without diversity maintenance. 



36

A straightforward solution is to prevent the standard deviation values in EDAmvg from 

becoming too close to 0 by using some predefined thresholds (lower boundaries). One 

difficulty is that it is not easy to determine the thresholds in advance and it may also 

prevent the algorithm from quickly finding good solutions once it reaches the region 

around the global optimum. Note that, when manipulating the covariance matrix, it 

must always be kept positive definite. 

Another approach is to change the way that new individuals are generated. Recall that 

in Eq. 2-3, Z is a matrix containing random numbers drawn from N (µ, σ2) where 

µ=0 and σ=1. So, a simple way to maintain diversity is to use σ>1. This is also equal 

to multiplying the original covariance matrix by a factor of σ2.

Figure 2-22 shows the sample mean values in a single trial with PSIZE=200 and 

σ=1.5 from which it is clear that the performance of EDAmvg was dramatically 

improved. The mean values, after drifting around the origin for some generations, 

continuously moved towards the global optimum until convergence. 

The corresponding sample standard deviations are plotted in Figure 2-23. Compared 

to Figure 2-21, it is evident that a small change of σ from 1.0 to 1.5 increased the 

standard deviations by orders of magnitude, especially during the early stage. This 

factor gave EDAmvg enough power to conduct effective searching, as indicated by the 

changing trajectories in Figure 2-22. After around 140 generations, the standard 

deviations started dropping quickly and EDAmvg changed its strategy to fine searching. 

This change was very helpful because at that time the mean vector of the model was 

already quite close to the global optimum. 

Figure 2-24 shows the result averaged over 10 independent trials in which after 

40,000 function evaluations the fitness values of the best individuals found were often 

very close to 0 (e.g., 10-6) and still had the tendency to improve further. This result is 

comparable or better than most previously reported results using EDAs [58] without 

increasing the complexity of the algorithms. Certainly, keeping the diversity usually 

means sacrificing convergence speed for reliability and this trade-off needs to be 

considered when choosing the value of σ.

In the above experiments, diversity maintenance in EDAmvg on a unimodal problem 

was realized by increasing the search area through changing the model parameters. 

Next, clustering is used to maintain the diversity in multimodal problems. 
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Figure 2-22: The sample mean values of the 10 problem variables in the population of EDAmvg on 
fRosen with σ=1.5. 

Figure 2-23: The sample standard deviations of the 10 problem variables in the population of 
EDAmvg on fRosen with σ=1.5. 
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Figure 2-24: The performance of EDAmvg on fRosen with σ=1.5. 

2.4.5 Experiments on the Sumcan2 Function 

In order to demonstrate the difficulty of this problem, some preliminary trials were 

conducted with EDAmvg on the 10D fSumcan2 (PSIZE=500, GEN=50). Although the 

global optimum is at [3]10, EDAmvg always quickly converged to [-3]10 and got stuck 

at the local optimum. A single trial is selected and the evolution of the mean values is 

plotted in Figure 2-25. 

Figure 2-25 shows that, without explicit diversity maintenance, it is possible for 

EDAmvg to be misled by local optima with relatively large basins. Since EDAmvg is 

assumed to be able to maintain only one Gaussian during evolution, it seems that 

clustering is a promising method to improve its performance. Traditionally, clustering 

is applied in each generation [14, 65](Table 2-1). However, as shown in Section 2.4.3, 

it would be inappropriate to apply clustering techniques from the beginning of 

evolution in this case due to the high risk that the global optimum may not be 

contained in the area represented by individuals to be clustered. 

In order to address this issue, a new EDA/clustering scheme is proposed in which an 

EA with diversity maintenance ability is run first for some generations and some 
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Figure 2-25: The mean values of the population on fSumcan2 without diversity maintenance. 

clustering technique is then applied on selected individuals from the final population. 

Finally, EDAmvg is applied to continue the search by starting from each cluster 

separately. The basic idea is to use this EA to do some initial rough searching. 

Although it may not be able to find individuals of very high quality, it may still 

gradually generate a population of individuals, which correspond to different 

promising areas. As a result, it is more likely that the global optimum is within one of 

the clusters of individuals than in the traditional framework. 

Table 2-1: Two schemes for combining clustering techniques with EDAmvg.

Traditional Framework New Framework 

• In each generation, group selected 

individuals into k clusters. 

• Estimate the probability distribution pi

of each cluster of individuals. 

• Create a new population by sampling 

from each pi independently. 

• Conduct rough searching by an EA 

with diversity maintenance ability. 

• Group selected individuals in the final 

population into k clusters. 

• Run EDAmvg k times with each time 

starting from a different cluster. 
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For the rough searching in the proposed EDA/clustering scheme, a simple (µ+λ) ES 

(Figure 2-26) was used in which new individuals are generated using Gaussian 

mutation with a fixed diagonal covariance matrix. Unlike traditional ESs, in this ES, 

newly generated individuals could only replace their corresponding parents provided 

that they have better fitness values, which is very similar to the idea of deterministic 

crowding [67]. If one individual has more than one offspring and they all have better 

fitness, only the best one will survive. As a result, individuals tend to compete with 

others in the same area and the ES works like a parallel hill-climbing algorithm. 

Create and evaluate µ individuals

While stopping criteria not met

Repeat the following steps λ times:

• Choose an individual X randomly

• Generate an offspring X’=X+N(0,σ2In)

• Calculate its fitness value

Use the (µ+λ) strategy to create a new population

End While

Figure 2-26: The framework of a simple (µ+λ) ES. 

In the first part of the experiments, the parameters of the ES were chosen as: 

µ=λ=1000, σ=0.5 and GEN=200. After 2×105 fitness evaluations, top 30% 

individuals were selected to be clustered. The distributions of individuals in the final 

population as well as the 300 selected individuals are plotted using parallel 

coordinates in Figure 2-27 and Figure 2-28 respectively. In these two plots, each 

vertical line represents a certain axis/dimension and each individual is represented by 

a single curved line crossing all vertical lines whose intersection with each vertical 

line is determined by its value at the corresponding dimension. By doing so, the 

clustering patterns of data in high dimensional spaces may be observed. It is easy to 

see that, after the preliminary searching by the ES, individuals did present some clear 

clustering patterns, which correctly reflected the underlying problem structure. More 

specifically, there were a large number of individuals gathered around the local 

optimum and also some individuals around the global optimum. Note that in this case 

individuals in the final population already presented clear patterns and there is no 

need to apply selection on them. However, if there are a lot of weak local optima in 

the problem, the ES may tend to maintain some individuals around each of them and 

selection is necessary to put the focus on promising individuals only.  
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Figure 2-27: The clustering pattern of individuals in the final population. 

Figure 2-28: The clustering pattern of selected individuals in the final population. 
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Figure 2-29: The distribution of individuals: cluster 1 (left) and cluster 2 (right). 

Figure 2-30: The effectiveness of clustering: silhouette plot (left) and 2D slice plot (right). 

Next, those 300 selected individuals were subject to clustering. Since there were 

clearly two clusters, the K-Means algorithm with K=2 was adopted. Figure 2-29 

shows the box whisker plots of the two clusters of individuals. Since the median 

values of Cluster 1 were close to [3]10 while the median values of Cluster 2 were 

close to [-3]10, these two clusters roughly corresponded to the global optimum and the 

local optimum respectively. The effectiveness of clustering is shown by the Silhouette 

plot and the slice plot of the first two dimensions of individuals in Figure 2-30. The 

Silhouette plot shows the distance among points in their own cluster compared to the 

distance to points in other clusters. As shown in Figure 2-30 (left), the Silhouette 

values of all points were close to 1 meaning that points (individuals) in those two 

clusters were well separated from each other. Furthermore, in Figure 2-30 (right), the 
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distribution of the two clusters of individuals had a close match against the locations 

of the two optima, which provided a good starting position for EDAmvg to do further 

searching. The plots of other pairs of dimensions also had this kind of pattern. 

Figure 2-31: The behaviour of EDAmvg on fSumcan2 starting with cluster 1. 

Figure 2-32: The behaviour of EDAmvg on fSumcan2 starting with cluster 2. 

Finally, EDAmvg (PSIZE=500) was run twice, each time using a different group of 

individuals to build the initial Gaussian model and the results of a typical trial are 

plotted in Figures 2-31 and Figure 2-32 respectively. Figure 2-31 shows that when 

using Cluster 1 as the starting point, EDAmvg quickly converged to [3]10 and found the 

global optimum with value 105. As a contrast, when using Cluster 2 as the starting 

point, it got stuck at the local optimum at [-3]10 again.  
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2.4.6 Summary 

In this section, an empirical analysis of the structure of two continuous test problems 

has been conducted in order to understand what makes them difficult for EDAmvg,

which is based on a single Gaussian distribution. Through a set of specifically 

designed experiments, the detailed evolution process of EDAmvg was revealed to have 

a deep insight into how its performance was influenced by the properties of each 

problem. In general, experimental results showed that diversity maintenance could 

play a key role in the success of EDAmvg.

Firstly, it was demonstrated that, by keeping the standard deviations of variables from 

quickly dropping to zero, the performance of EDAmvg on the Rosenbrock function 

could be dramatically improved. Without the correct way of maintaining diversity, it 

often got stuck somewhere far away from the global optimum and with the 

appropriate diversity maintenance method it could successfully walk through the 

narrow valley and converge to the global optimum. This result also highlights the 

importance of understanding the interaction between problems and algorithms in the 

evaluation of EDAs as well as the design of more powerful EDAs. 

Secondly, in order to handle multimodal problems, clustering techniques were 

incorporated and a novel three-step scheme combining EAs, clustering algorithms 

and EDAmvg was proposed. With the help of this scheme, EDAmvg may still work well 

even if the initial distribution of selected individuals does not reflect the true 

underlying structure of the problem, which may be a serious issue for traditional 

methods. Note that although experiments were conducted with EDAmvg, these ideas 

could easily be transferred into other EDAs.  

There are some issues with these methods that must be carefully investigated before 

they can be successfully applied to other problems. For example, the EA used to do 

rough searching and its parameters may have some influence on the final distribution 

of individuals as well as the performance of clustering algorithms. Although the 

performance of the ES was satisfactory in the above experiments, this may not always 

be true in other situations. Furthermore, an effective clustering algorithm is required 

in the scheme, preferably capable of automatically determining the number of clusters. 

It may also make sense to design EAs that are not intended to find individuals that are 

as good as possible but to identify and maintain multiple promising areas. 
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2.5 Modelling the Dynamics of EDAmvg 

2.5.1 Introduction 

Within the community of EAs and EDAs, a large number of algorithms and their 

variations have been proposed and more appear regularly in the literature. Usually, 

there are two ways to investigate these algorithms: empirical studies and theoretical 

analysis. The major advantage of empirical studies is that they can often be conducted 

rather easily and the results are also relatively straightforward to understand, which 

can be readily used in comparison against other algorithms.  

As a contrast, theoretical analysis is more concerned about exploring fundamental 

issues using mathematical tools in order to provide some deep insights into those 

algorithms, which may not be easily revealed by empirical studies. Unfortunately, 

only limited breakthroughs have been made in this aspect, especially in non-trivial 

situations (see [5] for a list of references on the theoretical analysis of EAs). This is 

mainly due to the complex dynamics of these stochastic algorithms and the lack of 

appropriate tools to describe their massive parallel behaviour. As a consequence, 

current theoretical research is mostly focused on the global behaviour and/or is only 

applicable in some very idealized or over-simplified situations. This issue has resulted 

in a wide gap between theoretical analysis and empirical studies and also reduced the 

value of theoretical work. 

Most existing theoretical works on EDAs are restricted to discrete search spaces. A 

large portion of literatures are dedicated to the analysis of EDAs with independent 

models such as PBIL and UMDA with a few papers on more complex EDAs such as 

FDA [11, 42, 49, 77, 78, 102, 118]. Some typical techniques used in previous works 

include Markov chains and dynamic systems, which are often utilized to investigate 

the global convergence behaviour of EDAs in some general sense (see [62] for more 

details and additional references). However, from a practical point of view, it is often 

more desirable to have a detailed picture of their dynamics on specific problems, 

which could provide some vital information about how an EDA’s performance is 

influenced by the problem structure as well as various parameters of the algorithm. 

In traditional EAs, new individuals are generated by directly manipulating current 

individuals through various stochastic genetic operators. Consequently, it may not be 

straightforward to precisely estimate the new population and thus predict the detailed 
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evolution process in each generation. Fortunately, this issue may be less challenging 

in EDAs because the searching process is solely driven by a probabilistic model 

based on the high-level statistics contained in selected individuals and all new 

individuals are sampled from this model. In order to describe the behaviour of an 

EDA, only the model needs to be estimated and such a model can often be fully 

specified by a few parameters. This clarity in the mechanism of EDAs makes it 

possible to conduct more detailed theoretical analysis. 

In this section, a general method is proposed to model the behaviour of EDAmvg with 

truncation selection on a number of problems including multimodal and non-

separable ones. For simplicity, it employs a diagonal covariance matrix, which is 

essentially an equivalent of UMDAC. Instead of only conducting general analysis, this 

method takes into account the specific problem structure and is aimed at, under some 

general assumptions, precisely estimating the dynamics of the Gaussian model in 

each generation, which is specified by the mean and standard deviation parameters.  

As to previous work, González et. al and Grahl et. al present some theoretical results 

for UMDAC with tournament selection and truncation selection respectively [43, 44]. 

However, the technique proposed here is different in several aspects:  

� Not only unimodal but also multimodal problems are analysed and some 

interesting dynamics could be observed.  

� In addition to the (µ, λ) scheme, the more complex (µ+λ) scheme is also taken 

into account (µ=λ in both cases), which has not been attempted before. 

� The proposed technique can also be applied to modelling other aspects of the 

dynamics of the EDA such as the mean population fitness value and the 

distribution of individuals with regard to different optima. 

Section 2.5.2 gives an introduction of the general idea of the proposed method. 

Theoretical and empirical case studies in one-dimensional search spaces are 

conducted in Section 2.5.3 to demonstrate its effectiveness on both unimodal and 

multimodal problems. Section 2.5.4 shows how this method could be extended into 

higher dimensional spaces and how to use it to estimate other interesting aspects of 

the dynamics. Problems with dependences among variables are also included in case 

studies. This part of work is concluded in Section 2.5.5 with discussion and directions 

for further work. 
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2.5.2 Modelling Techniques 

The Gaussian model to be built at the ith generation in EDAmvg with the (µ+λ) scheme 

is solely determined by the distribution of individuals in the ith population. In the 

meantime, the ith population may consist of old individuals from the (i-1)th population 

plus some new individuals sampled from the Gaussian model built at the (i-1)th 

generation. Following this rule, the ith population can be regarded as the union of a set 

of individuals sampled from a uniform distribution (the initial population) and i-1 sets 

of individuals generated by the previous i-1 Gaussian models respectively. 

As a result, in order to estimate the Gaussian model at a certain generation, the subset 

of individuals chosen to build the model need to be identified first (i.e., determined by 

the threshold of truncation selection) and the statistical information (i.e., mean and 

standard deviation) is then calculated based on the decomposition of population. 

The analysis on EDAmvg with the (µ, λ) scheme can be performed in a similar manner. 

In fact, since the new population only depends on the last model, there is no need to 

decompose the population and the analysis is relatively simpler. 

In order to simplify the analysis while still highlighting the basic principles of the 

proposed techniques, some general assumptions required are listed below. However, 

as will be shown in Section 2.5.5, some of those assumptions with regard to the 

structure of fitness landscapes can be removed.  

� Each fitness landscape features a unit search space bounded within [-0.5, 0.5]n.

In addition, each fitness landscape contains one or more smooth peaks without 

any fitness plateaus (i.e., areas where the fitness values are constant) and the 

major part of each peak can be described by a symmetric function. 

� All peaks are not very close to the upper or lower boundary of the fitness 

landscape so that the majority of the volume of each peak is restricted in the 

feasible region, which ensures that all selected individuals are within the 

predefined search space and no adjustment is necessary. 

� An infinitely large population size is assumed so that new individuals are 

expected to follow exactly the same Gaussian model from which they are 

sampled. However, as will be shown in the experiments, a moderate population 

size is usually enough to generate a close match between theoretical and 

empirical results for low dimensional cases. 
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2.5.3 One-Dimensional Spaces 

The simplest situation is a unimodal one-dimensional problem. Without loss of 

generality, assume that the problem is to be maximized and the peak is symmetric 

about the origin as shown in Figure 2-33 (left). Consequently, the Gaussian model at 

each generation will always have zero mean value but with different standard 

deviations as illustrated in Figure 2-33(right). 
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Figure 2-33: Demonstration of a unimodal problem (left) and the Gaussian models (right). 

It is easy to see that those selected individuals at each generation are always 

distributed within a single continuous interval symmetric about the origin. Denote the 

selection pressure of the truncation selection as τ (0< τ <1). The interval in the ith 

generation denoted by [-xi, xi] can be calculated by solving the following equation:  
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The first term in Eq. 2-13 represents the portion of individuals generated by the 

uniform distribution while the second term adds up the portion of individuals 

generated by each of i-1 Gaussians. Obviously, when i=1 (i.e., first generation), x1 is 

equal to τ/2. Although it is difficult to come up with an analytical solution to Eq. 2-13 

for i>1, the value of xi can be found using a simple line searching method because the 

left hand side of Eq. 2-13 is a monotonously increasing function as xi → +∞.

Once the boundary is determined, the standard deviation iσ
) of selected individuals 

can be calculated according to:  
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Similarly, the first integration in Eq. 2-14 represents the sum square of those 

individuals generated by the uniform distribution while the second one adds up the 

sum square of each subset of individuals. Note that since the search space has unit 

length, the probability function of the uniform distribution is equal to 1 and is thus 

omitted from both equations. 

Since the mean value of the Gaussian model is fixed during evolution on this class of 

problems, the standard deviation parameter fully specifies the dynamics of the 

algorithm. One noticeable feature is that in the above analysis, there is no utilization 

of any specific information about the problem other than its general shape. This 

means that, under certain assumptions, the convergence of EDAmvg is independent of 

the structure of the landscape. Furthermore, the standard deviations of the population 

could also be calculated by setting the value of τ to 1. 

If the (µ, λ) strategy is in use, Eq. 2-13 & Eq. 2-14 should be modified as below: 
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To verify the correctness of this method, EDAmvg was run for 10 independent trials 

with different τ values (PSIZE=500, GEN=10). The test problem was specified by a 

Gaussian function (this has nothing to do with the Gaussian model) with mean zero 

and standard deviation one. The standard deviations of the population as well as the 

Gaussian model were recorded at each generation. Figure 2-34 (left) shows the results 

with τ=0.3 where the solid lines represent simulation results averaged over 10 trials 

and the crosses represent corresponding values predicted through the theoretical  

analysis (this notation will be used throughout all following case studies). It is clear 

that the theoretical and empirical results matched each other very well.  

A similar observation can be also made with τ=0.5, as shown in Figure 2-34 (right). 

Comparing the two sets of simulations shows that with a small τ value, EDAmvg 

converged faster than with a large τ value. This is because with a small τ value 
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selected individuals tend to be distributed within a small area around the origin and 

have small variances. No meaningful difference was found on different landscapes of 

this kind (i.e., unimodal problems with a symmetric peak), which confirms that the 

convergence behaviour of EDAmvg is independent of the problem in this case. For 

simplicity, only the parameters of the Gaussian model will be presented in the next. 
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Figure 2-34: Dynamics of EDAmvg on a 1D unimodal problem with τ=0.3 (left) and τ=0.5 (right). 
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Figure 2-35: Comparison of variations of EDAmvg on a 1D unimodal problem (τ=0.3). 

In order to demonstrate the flexibility of the method, some variations of EDAmvg were 

also tested in the same way as above. In Figure 2-35, the lowest line (without crosses) 

is used as a benchmark and represents the standard deviations of the Gaussian model 

with the (µ+λ) strategy, which is the same as that in Figure 2-34(left). The line in the 

1 2 3 4 5 6 7 8 9 10
10

-6

10
-5

10
-4

10
-3

10
-2

10
-1

10
0

Generations

S
ta

nd
ar

d
D

ev
ia

tio
ns Population

Gaussian Model



51

middle represents the results obtained with the (µ, λ) strategy showing that the 

convergence speed was much slower. The reason is that, by comparing Eq. 2-13 and 

Eq. 2-15, it is easy to see that the value of xi is always larger with the (µ, λ) strategy 

for the same τ value. Furthermore, as discussed in Section 2.4.4, by changing the σ

value when generating new individuals, the diversity of the population could be 

directly adjusted. The top line in Figure 2-35 shows the dynamics of EDAmvg with the 

(µ, λ) strategy and σ=1.5, which indicates that, after 10 generations, the standard 

deviations were around two orders of magnitude higher than the original algorithm.  

The method described above is also applicable in multimodal problems where more 

complex dynamics can be observed. For example, consider a class of problems with 

two peaks, which are constructed according to:  
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In general, there are two weighted Gaussian functions in each problem, which 

correspond to the two optima. The values of µ, σ and ω fully specify the structure of 

the problem. In fact, Eq. 2-17 is simply the 1D version of the test problems used in 

Section 2.3.6 (Eq. 2-5). 

Two test problems are shown in Figure 2-36 and Figure 2-37 with different parameter 

values. When there are two or more peaks in the landscape, the distribution of 

selected individuals cannot always be contained within one interval because they may 

come from different peaks. When the worst fitness value (selection threshold) of 

those selected individuals (indicated by line A) is higher than the peak value of the 

local optimum at x=0.2, all selected individuals will be from the global peak at x=-0.3 

and bounded within [x1, x2], leading to dynamics similar to the unimodal case. 

On the other hand, when the threshold is lower, as indicated by line B, selected 

individuals will come from both peaks and two ranges [x1, x2] and [x3, x4] are needed 

to specify their distribution. Note that x1 and x2 are symmetric about the global 

optimum while x3 and x4 are symmetric about the local optimum. Another possibility 

occurs when the two peaks are closer to each other. Here, the peaks overlap 

significantly and only one range is needed, as shown in Figure 2-37.  
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Figure 2-36: A multimodal test Problem with two separate optima. 

Figure 2-37: A multimodal test problem with two collapsed optima. 
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The boundaries at the ith generation specified by [x1,i, x2,i] and [x3,i, x4,i] could be 

calculated by solving the following equation: 

τ=
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Compared to Eq. 2-13, it is easy to see that Eq. 2-18 uses the same idea based on 

population decomposition. The only difference is that there are two groups of 

individuals in Eq. 2-18 whose cumulative densities are represented by: 

∑ ∫
−

=




+−=

1

1
,1,2

,2

,1

),(
i

k

x

xiiGlobal dxkxPxxD i

i

∑ ∫
−

=




+−=

1

1
,3,4

,4

,3

),(
i

k

x

xiiLocal
i

i

dxkxPxxD (2-19) 

So, it is straightforward to estimate the percentage of the number of individuals from, 

for example, the global optimum by: 

 
τ

GlobalDR = (2-20) 

Note that, in situations such as that indicated by line A in Figure 2-36, the additional 

condition in Eq. 2-18 will reduce to G(x1,i,µ1,σ1)=G(x2,i,µ1,σ1), assuming that µ1

corresponds to the global optimum and x3,i and x4,i are set to some arbitrary identical 

values, representing an empty interval. Furthermore, in situations such as Figure 2-37, 

the two intervals [x1,i, x2,i] and [x3,i, x4,i] satisfying the additional condition will 

overlap with each other. Consequently, they must be merged together to create a new 

single interval. Again, both x3,i and x4,i will be set to some arbitrary identical values. 

Furthermore, there is a new parameter kµ
) in Eq. 2-18, which is the mean of the 

Gaussian model of EDAmvg in the kth generation. Since the overall landscape is not 

symmetric, this parameter can change during evolution and also needs to be estimated. 

Again, the decomposition method can be used to calculate the mean and standard 

deviation at each generation according to: 
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When there are two or more optima in the landscape, more complex dynamics could 

be expected, depending on the specific structure of landscape and selection pressure. 

Suppose that the global optimum has a very small basin while the local optimum has 

a relatively large one and the quality difference between the two optima is relatively 

small. Initially, as most selected individuals are expected to be from the basin 

corresponding to the local optimum, EDAmvg is likely to converge towards it in the 

first few generations. However, the portion of selected individuals from the global 

optimum will gradually increase due to their higher fitness and the (µ+λ) scheme. 

This could be thought of as the drifting of individuals from one peak to another. 

When there are approximately equal numbers of individuals around the two peaks, 

the standard deviation of the model should reach the maximum value. After that, 

EDAmvg will converge to the global optimum with consistently shrinking standard 

deviations as the number of individuals in the global basin increases. 

In order to demonstrate this phenomenon, EDAmvg (PSIZE=5000, τ=0.2, GEN=20) 

was run for 10 trials. The test problem was constructed by two Gaussian functions: 

<µ1=-0.3, σ1=0.02, ω1=1> and <µ2=0.2, σ2=0.1, ω2=4>. This setting created a 

problem with a sharp global optimum at -0.3 as well as a good local optimum at 0.2 

with a much wider basin. In Figure 2-38 (left), it is clear that, in the first two 

generations, the mean of the Gaussian model was closer to the local optimum and the 

standard deviation value was shrinking, as shown in Figure 2-38 (right). As more and 

more selected individuals corresponding to the global optimum appeared in 

subsequent populations, the standard deviation value started to gradually increase 

until it reached its maximum value at around generation 7. In the next few 

generations, EDAmvg quickly converged to the global optimum (i.e., the mean of the 

Gaussian model moved to the position of the global optimum and the standard 

deviation parameter reached a very small value). Again, the empirical results and 

theoretical results matched closely. 
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Figure 2-38: Dynamics of EDAmvg on a multimodal problem with two peaks: mean values (left) 
and standard deviations (right). 

Finally, the portion of individuals from the area around the global optimum was 

calculated according to Eq. 2-20. In Figure 2-39, it shows that at generation 7, there 

were roughly equal numbers of individuals around the global and local optima, which 

resulted in the maximum standard deviation value. 

Figure 2-39: The percentage of selected individuals from the global optimum. It shows that there 
were roughly equal numbers of individuals from the two optima in the 7th generation. 

Note that the key assumption in the modelling process here is the infinite population 

size, which guarantees getting samples from the entire search space including the 

basins of the optima due to the properties of Gaussian distributions. However, in 

practice, the size of the population is usually very limited compared to the size of the 

search space (i.e., range and dimensionality) and EDAmvg is only likely to investigate 

a small portion of the search space near the current mean vector. In this situation, 

different techniques are required to predict the dynamics of the algorithm. 
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2.5.4 Two-Dimensional Spaces 

In this section, the modelling technique is extended to 2D spaces, focusing on 

unimodal problems. For this purpose, test problems are constructed by scalable 

bivariate Gaussian functions with diagonal covariance structure: 
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Similarly, problems are bounded within [-0.5, 0.5] in each dimension and the 

Gaussian function is centred at the origin (σ x and σ y are its standard deviations along 

the x-axis and y-axis respectively). Since the contours of equal probability of a 

bivariate Gaussian are concentric ellipses, the range of selected individuals can be 

represented by an ellipse, which is specified by the two radii (Figure 2-40).  

Figure 2-40: A 2D unimodal test problem and its contour. 

With the (µ+λ) scheme, the two radii xi and yi at the ith generation along the x-axis 

and y-axis respectively can be calculated by solving the following equation:  
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In Eq. 2-24, θi is the elliptic area specified by xi and yi while kx,σ) and ky,σ) are the 

standard deviations of the Gaussian model at the kth generation. Furthermore, there is 

no need to calculate the mean vector because it is always fixed at the origin (the 

problems are symmetric about the origin). 

Since no dependence information is assumed to be utilized in EDAmvg, ix,σ) and iy ,σ)

could fully specify the Gaussian model: 
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Two 2D test problems FA: <σx =0.4, σy =0.2, ω=1> and FB: <σx =0.7, σy =0.2, ω=1> 

were used in the following experiments. A condition must be met when choosing the 

values of σx and σy so that the elliptic area θ does not collapse with the boundaries of 

the search area (assume σx ≥σ y): 
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Figure 2-41: Dynamics of EDAmvg on 2D unimodal problems: FA (left) and FB (right). 

Figure 2-41 shows the influence of the standard deviation ratio and the accuracy of 

the modelling technique (PSIZE=1000, τ=0.2). It is clear that a large ratio between σx

and σy (3.5) as shown in Figure 2-41 (right) resulted in more significant difference 

between the two variables than a small one (2.0) as shown in Figure 2-41 (left). It 

should be pointed out that the convergence behaviour of EDAmvg in terms of the 
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Gaussian model is only determined by this ratio rather than the specific values of σx

and σy. The reason is that, for any given ratio, the shape and size of the elliptic area θ

are all fixed, which will always result in identical Gaussian models. Note that the 

standard deviations still converged linearly in the logarithmic scale.  

Furthermore, dependences among variables could be conveniently introduced into the 

above test problems by performing a rotation of the coordinate system, which is 

specified by the value of α:
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After rotation, the eigenvectors of the Gaussian function are not longer parallel to the 

axes (i.e., the covariance between x and y is nonzero). In this situation, the global 

optimum can no longer be located by searching along each dimension separately and 

it would be interesting to see how the dynamics of EDAmvg could be influenced. 

Since rotation only changes the relative position of the peak with regard to axes 

instead of its shape, Eq. 2-24 and Eq. 2-25 can still be used to find out the two radii 

and standard deviations. The only difference is that the integration is now applied on 

a rotated elliptic area.  

 

Figure 2-42: Dynamics of EDAmvg on rotated FB with rotation angle π/6 (left) and π/4 (right). 
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Experiments were conducted on two new problems constructed by rotating FB

through different angles (π/6 and π/4 rad). All other experimental settings were the 

same as in the experiments on FB above. Figure 2-42 shows the dynamics of EDAmvg 

on these two new problems. Compared to Figure 2-41 (right), it is clear that as the 

problem was rotated, the standard deviation of the model along the x-axis decreased 

and the standard deviation along the y-axis increased gradually. For the problem with 

rotation angle π/4 rad, the two curves completely overlapped with each other. 

Note that for the rotation to take effect, σx cannot be equal to σy. Otherwise the 

contours of the Gaussian function determined by the selection threshold will be 

circles and rotation will not change the functional parameters of the landscape.  

So far, the analysis has focused on the distribution of individuals. In fact, other 

aspects of the dynamics could also be modelled similarly. For example, if the mean 

fitness of those selected individuals is of interest, for 2D unimodal problems, it can be 

calculated according to: 
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Figure 2-43: Mean fitness values of selected individuals on FC (left) and FD (right). 

To demonstrate this point, EDAmvg (τ=0.5, PSIZE=500, GEN=10) was tested on two 

problems FC: <σx = σy =0.2, ω=1> and FD: <σx = σy =0.4, ω=1>. Figure 2-43 (left) 

presents the mean fitness value of selected individuals in each generation on FC

averaged over 10 trials. It shows that after 5 generations, almost all individuals had 

fitness values very close to the global optimum. A similar pattern can be also found in 

the experiments on FD, which is shown in Figure 2-43 (right). Again, theoretically 

predicted values marked by crosses and empirical results matched very well.  
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2.5.5 Summary 

In this section, the dynamics of a simplified EDAmvg with a diagonal covariance 

matrix, truncation selection as well as the (µ, λ) or (µ+λ) schemes on a number of 

representative problems have been given a detailed analysis with the help of an 

effective modelling technique.  

The major advantages of the proposed modelling technique are: 

� It provides a principled yet practical approach to investigate the behaviour of 

EDAmvg represented by the parameter values of the Gaussian model under the 

influence of different algorithm/problem factors and some interesting 

phenomena have been found in the case studies.  

� It can be easily extended to model other aspects of the dynamics such as the 

mean fitness value of selected individuals as well as the distribution of 

individuals with regard to different optima. 

As to those general assumptions and conditions in the above analysis, many of them 

can actually be removed. For example, if the initial population is assumed to be 

generated from a Gaussian distribution, it is no longer necessary to restrict the search 

space within a certain range and there is no need to worry about the position and size 

of the peaks to avoid possible collision with the search boundaries. In fact, it will also 

simplify the modelling process by removing the influence of the uniform distribution. 

A detailed case study based on this simplified version can be found in [115]. 

There are also some limitations that have been identified with the proposed methods: 

� An infinite population is always implied as the key assumption of the proposed 

modelling technique. Although it can sufficiently describe situations with low 

dimensional problems and large population sizes, it may not be readily 

applicable to more realistic situations where the population sizes are typically 

much smaller than the size of the search space.   

� For higher dimensional problems, a major challenge may come from specifying 

the region of selected individuals and calculating multiple integrals over 

multiple variables. Although performing calculations in other coordinates such 

as Polar coordinate may simply the task to some extend, in general, a 

significant amount of computation is still expected to be required. 
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2.6 Discussion 

2.6.1 Summary 

This Chapter was dedicated to various issues in continuous EDAs such as diversity 

maintenance and theoretical modelling many of which have not received much 

attention in the past. The major contributions are summarized as follows. 

Firstly, a new continuous PBIL based on the histogram model was proposed, which 

was more robust with regard to the initial condition and had much better performance 

on multimodal problems compared to two existing continuous versions. This 

algorithm is unique in that it demonstrates the potential to utilize all individuals in the 

population as well as their fitness values. 

Secondly, experimental studies were conducted to thoroughly investigate the 

importance of diversity maintenance in a typical EDA based on the Gaussian model. 

It is interesting to see that the challenging Rosenbrock function could be easily solved 

with the help of a simple approach to maintaining the population diversity. 

Furthermore, in order to handle multimodal problems, the inherent disadvantage of 

current approaches to using clustering in EDAs was discussed and a new 

EDA/Clustering scheme was proposed, which could substantially increase the 

performance of the EDA in certain situations.  

Thirdly, a theoretical modelling technique was proposed to estimate the detailed 

dynamics of a Gaussian EDA on problems with different types of structure, which is 

one of the first few attempts of this kind. Case studies were conducted on both 

unimodal and multimodal problems and two different schemes for creating the new 

population were also investigated. 

The work presented in this Chapter suggests that, instead of simply proposing new 

algorithms and running traditional experiments in which test problems are often 

arbitrarily chosen and regarded as black boxes, a significant amount of effort should 

be spent on the analysis of the problem structure and its influence on the performance 

of EDAs. By doing so, it is possible to have deeper insights into the behaviours of 

EDAs and may also help identify their weakness in different situations. Furthermore, 

new algorithms should be designed with clear objectives in mind in order to address 

specific issues encountered by existing algorithms. 
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2.6.2 Related Optimization Algorithms 

As mentioned in Section 2.2, the fundamental mechanism of EDAs is based on 

generating new individuals following the probability distribution of selected existing 

individuals, which is an estimation of the promising search area. For this purpose, 

various statistical techniques have been used in EDAs, which are aimed at building 

abstract models to describe this distribution. However, it should be pointed out that 

this is not the only possible approach. In fact, there exist a few algorithms that can be 

regarded as special cases or different implementations of EDAs, which are to be 

briefly introduced next. 

� Evolution Strategies 

As one of the earliest EAs dated back to 1960s, it is interesting to see that the ES has 

strong connection with EDAs proposed decades later. According to the framework 

given in Figure 2-26, in each generation, new individuals are generated by applying 

Gaussian mutations on randomly selected individuals. This process is equal to 

sampling a set of new individuals from a Gaussian kernel model[38]: 
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In Eq. 2-29, K is the number of individuals in the population and G (X, Xi, ∑) gives 

the probability of generating a certain individual X from a multivariate Gaussian with 

mean Xi called kernel and covariance ∑. Typically, ∑ is chosen as a diagonal matrix 

with identical elements on the diagonal and thus could be represented by a single 

standard deviation parameter σ called bandwidth or smoothing parameter. 

By using this non-parametric density estimator, with an appropriate σ value, new 

individuals are likely to be produced close to their parents and represent a similar 

probability distribution. Figure 2-44 shows an example where 1000 offspring (right) 

were generated from 1000 individuals (left) according to Eq. 2-29 (σ=0.05). 

The advantage of this Gaussian kernel model is that there is much less computational 

effort involved in the modelling and sampling process compared to other parametric 

models. It also makes no assumptions on the distribution of individuals and can be 

readily applied in complex situations such as multimodal problems. Note that, in 

some modern ESs such CMA-ES[47], a single Gaussian model with full covariance 

structure is evolved, which is very similar to EDAmvg.
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Figure 2-44: The distribution of parents (left) and offspring (right) produced by the ES (σ=0.05). 

� Unimodal Normal Distribution Crossover (UNDX) 

UNDX is a multi-parent crossover operator proposed for real-coded GAs[59]. 

Suppose x1, x2 and x3 are three randomly selected individuals. An n-dimensional 

offspring xc can be generated according to: 
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In Eq. 2-30, D is the distance from x3 to the primary search line connecting x1 and x2

and e are orthonormal basis vectors spanning the subspace orthogonal to the primary 

search line. The recommended values for σ ξ and σ η are 0.5 and n/35.0 respectively. 

Figure 2-45: The distributions of parents (left) and offspring (right) produced by UNDX. 

An important feature of UNDX is that, with the above recommended values, the 

statistics (mean and covariance) of the parents could be preserved in the offspring, 

which is demonstrated in Figure 2-45. In other words, under the single Gaussian 
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assumption, UNDX could be used to efficiently generate new individuals following 

the same distribution as their parents even without the need of building any statistical 

model and has been successful in solving a number of non-separable problems. 

Although the performance of UNDX needs more investigation especially with regard 

to its counterpart EDAs based on Gaussian distributions, it shows a potentially 

promising approach to EDAs in which individuals are generated by specifically 

designed genetic operators that could preserve the important statistics contained in the 

current population. 

� Learnable Evolution Model (LEM) 

LEM refers to a new class of evolutionary algorithms, which is different from 

Darwinian-type evolution that relies on traditional genetic operators[72]. The major 

motivation of LEM is to overcome the disadvantages of those semi-blind mutation 

and crossover operators, which can be regarded as simply conducting some kind of 

parallel trial and error processes. As a contrast, LEM employs a machine learning 

model to reason why certain individuals in the population are better than others. More 

specifically, there are two processes called hypothesis generation, which generates 

hypotheses describing the differences between high-fitness individuals (H-group) and 

low-fitness individuals (L-group) and hypothesis instantiation, which produces new 

individuals according to the learned hypothesis. 

Figure 2-46: An example of the regions specified by two rules. 

The particular learning model tested is called the AQ learner, which generates 

descriptions in the form of decision rules based on attribute values, ranges of values, 

internal conjunctions of attributes and other constructs. From the optimization point 
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of view, the search process in LEM can be interpreted as a progressive partitioning of 

the search space where the H-group description hypothesizes the region where good 

individuals are likely to be found, represented by a collection of hyper-rectangles. 

Figure 2-46 shows a partition of the search space under the following two rules: 

Rule 1: [1.5<x<2.5] & [1.5<y<4.0] 

Rule 2: [2.0<x<4.0] & [1.0<y<2.0] 

It is clear that existing EDAs and LEM employ the identical mechanism in searching 

and are different only in terms of the type of the model in use. In EDAs, promising 

individuals are typically represented by statistical models while a higher level 

symbolic rule set is used in LEM. Although LEM with the AQ learner outperformed 

some simple GAs in previous empirical studies, it is not clear whether it is still an 

effective way to partition the search space into rectangles when complex dependences 

exist among the problem variables. 

After all, LEM shows an alternative method using more flexible and powerful 

machine learning models, which is worthwhile further investigation. However, it is 

not true that arbitrary models can be used in EDAs as there is a need to sample new 

individuals following the rules specified by the model instead of simply modelling 

the existing data. Therefore, probabilistic generative models are required. 

� Others 

The Cross-Entropy (CE) method [92] is a generic approach to rare-event estimation 

as well as combinatorial optimization. It involves the same iterative procedure as 

EDAs in which individuals are generated according to a specific random mechanism 

and some of them are then used to update the parameters of this mechanism towards 

the minimization of cross-entropy (K-L distance). In some cases, it is very close to 

the binary PBIL as it also employs an incremental learning strategy. 

Ant Colony Optimization (ACO) [29] is mainly used to solve combinatorial problems 

such as the Travelling Salesman Problem (TSP). Initially, a set of artificial ants 

simply perform random walking by choosing the next valid city with equal 

probability. Once they finish their tours, the quality (length) of the routes constructed 

is used to update the heuristic information, which is a kind of probabilistic model of 

promising routes, so that in subsequent iterations preference may be given to some 

cities instead of others when choosing the path at a certain city.  
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III. Landscape Generators 

3.1 Outline 

The ultimate objective of the research in Evolutionary Computation is to design 

powerful algorithms that can handle challenging optimization problems. For this 

purpose, it is often necessary to evaluate and compare existing algorithms to have 

some good understanding of their strengths and weaknesses in order to make further 

improvement. Due to the limitation of current theoretical work, in practice, EAs are 

still largely investigated on an empirical basis. 

For example, in the last Chapter, a series of experiments were conducted to evaluate 

the performance of EDAs. One noticeable feature is that, unlike in traditional 

empirical studies of EAs, most of those experiments were based on specifically 

designed test problems and the corresponding results were also accompanied by some 

in-depth analysis with regard to the structure of the test problems. It has been shown 

that, with the help of this methodology, it is possible to reveal more details of an 

algorithm’s internal behaviour as well as make more plausible conclusions. 

The major contribution of this Chapter is a general-purpose landscape generator, 

which is capable of producing continuous and box-bounded optimization problems. 

This landscape generator is parameterized by a small number of parameters and the 

values of these parameters have a direct and intuitive interpretation in terms of the 

geometric features of the landscapes that they produce, which is essential for 

conducting principled experimental studies of EAs. 

An introduction of the current techniques used in experimental studies of EAs is 

given in Section 3.2, covering topics such as test problems, parameter tuning and 

performance criteria. The necessity of conducting controlled experiments is also 

highlighted. Section 3.3 gives a comprehensive review of existing problem/landscape 

generators. The details of the proposed Gaussian landscape generator are presented in 

Section 3.4. A series of case studies are conducted in Section 3.5 to demonstrate the 

properties of the landscape generator as well as justify its usefulness. This Chapter is 

concluded in Section 3.6 with some discussions.  
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3.2 Experimental Methodology 

3.2.1 Comparative vs. Scientific 

(a) Comparative Studies 

This type of research has a long history in the field of EAs and other optimization 

algorithms. Usually, benchmark problems are adopted from existing publications or 

online resources and newly proposed algorithms are tested on them in the hope to 

achieve better performance. Typical examples are the De Jong test suite and TSPLIB3,

which contains a number of instances of TSP and other related problems. Recently, a 

group of 25 test problems (i.e., most of which were variations of existing ones 

through rotation, shifting and hybridization) has been used in a special session4 at 

CEC 2005, dedicated to the testing of real-valued optimization techniques.  

Usually, the purpose of experiments in this scenario is to promote the design of 

algorithms that are able to, for example, solve those benchmark problems in the most 

efficient way (e.g., computational time) or produce the best results if the global 

optima are unknown or could not be reached. 

An obvious advantage of comparative studies is that those test problems are often 

well studied and simple in terms of implementation and many of them have been 

widely used in the previous research, which makes it relatively easy to judge the 

performance of an algorithm with regard to others. However, since the performance 

of EAs is subject to a number of factors such as the setting of user-defined parameters, 

it is in fact a much more complicated task than many practitioners may have realized.  

From a practical perspective, there is an implicit assumption underlying comparative 

studies, which assumes that the test problems used have strong connection with real-

world problems. In other words, algorithms performing well on those benchmark 

problems are expected to work well in practice too. However, this assumption is often 

over-optimistic and not fully justified as the research on the detailed properties of 

real-world problems is still rare and not well-established. A consequence could be 

that EAs seemingly competent in such experiments may not work well in practice. 

 

3 http://elib.zib.de/pub/Packages/mp-testdata/tsp/tsplib/tsplib.html
4 http://www.ntu.edu.sg/home/EPNSugan/
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(b) Scientific Studies 

As a contrast, the major motivation of scientific studies is to analyse and explain the 

performance of algorithms in different situations, with less focus on improving 

performance[51]. Instead of regarding the whole experiment as a black box and being 

satisfied with simply knowing the final outputs, scientific studies are dedicated to 

investigating the internal behaviours of algorithms as well as the interaction between 

algorithms and problems. For example, it is possible to observe the relationship 

between parameter setting and an algorithm’s performance on certain problems in 

order to reveal the influence of different algorithm parameters and use this 

information as a heuristic to choose the appropriate setting for other problems. Also, 

one can investigate the dynamics of the population at different stages to have a clear 

picture on how the algorithm actually conducts searching. 

3.2.2 Major Issues 

Independent of the general claims of the research, all experiments share three 

common factors: Test Problems, Parameter Setting and Performance Criteria. A brief 

review is given below on each factor as well as the associated major issues. Please 

refer to  [32, 53, 70, 89] for general discussions on experimental methodologies. 

(a) Test Problems 

In EA research, it is common to select a small set of test problems to measure the 

performance of an algorithm. However, there is often little justification as to why 

these problems are selected to test the algorithm. In practice, it may be simply due to 

their popularity in the literature. On the other hand, it may be because, based on some 

preliminary experiments, they are the set of problems that could best demonstrate the 

advantages of the proposed algorithm over others. In this case, the experimental 

results may not be able to generalize to other problems. 

In the meantime, previous research has identified some serious issues of existing test 

problems for evaluating EAs[110]. For example, there is little value in testing 

sophisticated global optimization algorithms on separable problems, which could be 

easily solved by gradient-based algorithms or performing line searching along each 

dimension. Also, the global optima of some test problems are located at the centre of 

the search space, which may make certain algorithms work exceptionally better than 

others. Another example is the Griewank function, which is a multimodal problem. It 
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has been noticed that as the dimensionality increases, the surface of the problem 

becomes smoother and tends to represent a unimodal problem[64]. 

In general, good test problems should be difficult to solve using simple methods such 

as hill-climbing algorithms, which means that they need to be nonlinear, non-

separable and non-symmetric, as many challenging real-world problems. Current 

approaches to this issue include rotating the original separable problems to introduce 

dependences among variables [95] and creating new problems based on the 

composition of existing problems [110]. It is also possible to build test problems 

based on practical engineering problems, with or without simplification. 

(b) Parameter Setting 

All non-trivial optimization algorithms (i.e., except random/exhaustive search 

methods) have some parameters to be specified before they can be used to solve 

problems. Typically, parameters are numerical variables that could be changed within 

a certain range such as population size, which is discrete and crossover rate, which is 

continuous. There are also symbolic parameters that specify a set of alternatives such 

as different crossover operators and selection strategies. 

For each type of EA, there are often some recommended (default) parameter values or 

general guidelines for choosing such values. However, it is almost inevitable that 

specific tuning will occur on different problems if the optimal performance is 

required or rigorous comparison is to be conducted. In many papers, the parameters 

used in experiments are often not given any explanation as to how their values are 

chosen. A commonly adopted practice is to run some preliminary trials with different 

parameter settings and select the best values to use in the final experiments. 

One issue is that the amount of time used in parameter tuning is difficult to measure. 

Hence, it is hard to estimate the total time needed to use the algorithm to solve a new 

problem unless it could be demonstrated that this algorithm is reasonably robust with 

regard to parameter values. A more serious issue is that comparing two or more 

algorithms with different amounts of tuning effort is itself unfair and may lead to 

misleading or questionable conclusions. After all, too much effort in parameter tuning 

may not be very helpful in scientific studies as long as the algorithm’s behaviour does 

not change fundamentally with different parameter settings. Additional discussion 

and various techniques for parameter tuning will be presented in the next Chapter. 
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(c) Performance Criteria 

There are a number of different ways to characterize the performance of EAs, 

depending on the purpose of the experiments[90]. A widely used approach is to report 

the quality of the best individual in each generation, usually averaged over multiple 

trials. The standard deviation values of the results can also be reported to give an 

indication of the variability of the results. If the speed is of major interest, a desired 

fitness level can be set in advance and the number of fitness evaluations that an EA 

requires to reach that level is recorded. An upper boundary of the number of fitness 

evaluations is also often set in order to avoid unacceptably long running times with 

little progress/improvement. For test problems with known global optimum values 

and/or locations, it is also possible to report the distance from the best individual to 

the global optimum (e.g., |X-Xglobal | or | f (X)-f (Xglobal)|) to have a more informative 

image of the algorithm’s performance.  

One issue is about the computational time, which is traditionally measured by the 

number of fitness evaluations (population size × number of generations). An 

assumption behind this measure is that the cost of evaluating fitness functions is 

much more than that needed by the algorithm itself. While this may be true for 

traditional EAs using simple genetic operators, it may underestimate the real running 

time of algorithms that employ complicated mechanisms. For example, in EDAs, the 

time complexity of building different kinds of statistical models could vary 

significantly (e.g., independent models vs. high-order models). A possible solution is 

to report the running time of an algorithm together with other performance 

measurements. Due to the difference in the software and hardware configurations, it 

may be more comparable by reporting the relative value (e.g., the ratio between the 

running time of an algorithm and that of a standard routine). 

Another issue is that in some previous research the performance criteria in use do not 

have a good match with the purpose of experiments. For example, EAs are usually 

not designed to conduct fine local searching. As a result, it may not be necessary to 

always require an EA to find solutions extremely close to the global optimum or 

argue the performance difference between two EAs at that level. Instead, the major 

objective of EAs is to handle multimodal problems and as long as the basin 

corresponding to the global optimum is identified, dedicated local searching 

techniques could be expected to work more efficiently and accurately. 
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3.2.3 Controlled Experiments 

In order to make any general conclusions on an algorithm’s performance over the 

entire problem space, an extensive exploration is required in principle, which is often 

impractical. A widely adopted approach is to estimate an algorithm’s performance in 

the whole problem space by conducting experiments on a few selected problems, 

which can be regarded as sample points in the space of experiments. However, there 

are some fundamental issues that need to be addressed. 

Firstly, according to the No Free Lunch Theorems (NFL)[112], all optimization 

algorithms are equal when averaged across all possible black-box problems. Note that 

the fitness value of the ith unique individual Xi visited (i.e., do not consider 

individuals that have already been visited) is used as the performance measure.  

A problem f can be defined as a set of mappings from each vector X within a domain 

D to a single value f (X) within a range R and the number of all possible problems 

defined over D and R is equal to |R||D| where |R| and |D| are the numbers of elements 

in R and D respectively. At the ith step, an algorithm A will generate a new individual 

Xi based on its current knowledge of the problem, which is fully specified by 

previous i-1 individuals and their fitness values. Note that any problem f can be 

regarded as belonging to a set of M=|R||D|-i+1 problems that have identical fitness 

values on those i-1 individuals while the fitness values of all other individuals are 

randomly generated. In other words, from the algorithm point of view at the ith step, 

all M problems are identical and the same Xi will be generated and evaluated. As the 

result, the average performance of A on this set of M problems is given by: 
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In Eq. 3-1, the average performance P (A, i) is only determined by the mean fitness 

value of Xi across M problems. Since the fitness values of Xi can be regarded as 

being randomly generated from R, it is easy to see that P (A, i) is actually a constant 

and has nothing to do with the specific A. In other words, no matter how well an 

algorithm performs on a single problem, there always exist a set of other problems to 

compromise its performance so that the overall performance is a constant. Although 

the above analysis is based on deterministic algorithms, it is easy to see that the 

conclusion still holds on stochastic algorithms from a statistical point of view. 
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The major implication of NFL is that it is not feasible to find a so called best 

algorithm in general. Certainly, most of the |R||D| problems have highly irregular 

structure and may be described as noisy/random functions. In practice, people are 

usually only concerned about an algorithm’s performance on a subset of interesting 

problems on which NFL does not apply [52]. A precise definition of “interesting 

problems” is difficult to give but these problems should have certain degree of 

smoothness in the function spaces, which means that there should generally be some 

clear correlation in terms of fitness values among individuals. 

Secondly, in order to achieve good generalization ability, those sample 

points/problems should be representative of the specific problem space. However, 

there is usually a lack of knowledge on the relationship among existing test problems 

in use and it is hard to say whether they are a good indication of the structure of the 

problem space. Also, due to the size of the problem space, it may be also problematic 

to make reliable conclusions based on a relatively small number of sample points. 

A more principled methodology is to conduct specific experiments with regard to the 

structure of test problems. In other words, experimenters should focus on problems 

with similar structure at each time and make conclusions accordingly. Although there 

are already a number of test problems available and more problems could be created 

through rotation and hybridization etc., there is often a lack of direct control over the 

structure of problems. That is to say, there should be a straightforward way to 

manipulate the structure of problems and generate a series of test problems with 

predefined structure based on the scope of experiments. 

Previously, some techniques called problem generators have been used to produce 

random problem instances (usually combinatorial) for the evaluation of EAs. In these 

generators, the control parameters are usually closely related to the specific problem. 

For example, different TSP tasks can be generated by varying the number of cities 

and randomly generating the distance between each pair of cities[89]. Similarly, the 

number of variables and the number of disjunctive clauses could also be manipulated 

to create a variety of Boolean satisfiability problems [27]. Although a large number of 

test problems could be easily generated and applied in experimental studies, which 

may improve the reliability of results, there is still no direct control on the detailed 

structure of problems, which may make further analysis of the performance of 

algorithms a difficult task.  
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3.3 A Review of Landscape Generators 

The major motivation of using landscape generators is to improve the research value 

of empirical studies, which is achieved from three aspects.  

Firstly, the reliability of experimental results could be improved by increasing the 

number of test problems generated with the same predefined structure, which is equal 

to increasing the number of samples in a specific problem space. 

Secondly, the opportunity of conducting specific tuning towards each test problem 

could be largely removed. In practice, parameters can be chosen in advance or a few 

problem instances can be used as training samples based on which an algorithm is 

allowed to be tuned. However, its performance should be tested on other similar but 

unseen problems. As a consequence, it is no longer worthwhile to spend too much 

effort on parameter tuning as it may not help improve its generalized performance.  

Thirdly, landscape generators are usually parameterized by a few tunable parameters, 

which explicitly control various important landscape features such as the number of 

local optima, their basin sizes and locations. Although landscape generators are not 

expected to be able to generate all possible problems, they do provide an effective 

mechanism to systematically explore the problem space. Furthermore, since all 

problems generated have well-defined structure, it is also relatively easy to gain deep 

insights into the relationship between algorithms and problems.  

3.3.1 NK Landscape Generator  

This binary landscape generator is based on Kauffman’s NK model of fitness 

landscapes [27, 55]. The corresponding fitness function is given by: 
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In Eq. 3-2, n is the length of the individual and f (Xi) is the fitness contribution of Xi,

which is determined by the values of Xi and other k connected variables. The set of k 

variables for each Xi can be either randomly selected or consists of immediate 

neighbours and the value of k controls the coarse level of epistasis. Usually, n tables 

are needed with each one containing 2k+1 randomly generated elements within the 

range of [0, 1]. One practical issue is that the size of the space required to store those 

n tables is n⋅2k+1, which makes it difficult to generate large problems. Another issue is 
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that in the NK model k is a fixed value for all variables in a problem, which means 

that all variables have the same degree of epistasis. This is obviously not true for 

many real-world problems. At last, although a variety of landscapes can be generated 

with different k values and randomly initialized tables, there is no direct control on 

the properties of landscapes (see [104] for some extensions). 

3.3.2 Simple Multimodal Landscape Generators  

One approach to generating binary landscapes with known optima (i.e., locations and 

values) is to randomly choose M bit strings as M peaks/optima [57]. The fitness value 

of an arbitrary individual X of length n is then determined by the Hamming distance 

between X and its closest Ci:
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According to Eq. 3-3, all M peaks have fitness 1 and the smaller the distance between 

an individual and its closest peak, the higher its fitness value (up to 1). By varying the 

value of M, it is easy to generate landscapes with different levels of multimodality. 

Based on this idea, an extension in continuous spaces is given by [56]: 

 








−= ∑
=

=

n

j

j
ij

M

i
CXsigmoid

n
Xf

1

2

1
))((min1)( (3-4) 

The fitness function in Eq. 3-4 represents a minimization problem with minimum 

value 0. All peaks are randomly generated within [0, 1] in each dimension and the 

sigmoid function (i.e., a smooth monotonous function with inputs from [-∞, +∞] and 

outputs within [0, 1]) is used to transform each element of X into that range.  

3.3.3 Dynamical Landscape Generators 

In order to investigate the performance of EAs in non-stationary environments, 

landscapes presenting a variety of dynamic behaviours are needed. The general idea 

is to initially construct a static landscape and change its parameters over time to 

modify some landscape features such as the height, location and shape of each peak. 

In practice, the dynamics could be as simple as slow drifting changes or more 

complex oscillating changes or even catastrophic changes to the landscapes. Please 

refer to [4] for details on optimization in dynamical problems. 
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Eq. 3-5 shows a 2D example of the static component of a dynamical landscape 

generator proposed in [75]. Each peak is constructed by one of M cones, specified by 

its location (Xi, Yi), height (Hi) and slope (Ri). Compared to previous multimodal 

generators, it has more control on the structure of peaks and can generate a variety of 

peaks with different heights and shapes.  

Similarly, Gaussian functions can be also used as the components of landscapes[45]: 
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In Eq. 3-6, d (X, Ci) is the Euclidean distance between X and the ith peak and each 

peak is represented by a scalable Gaussian function with diagonal covariance matrix 

(identical standard deviation values for all dimensions), which is specified by three 

parameters: location Ci, amplitude Ai and width σi.

3.3.4 Stuckman’s Multimodal Landscape Generator 

This is probably the earliest multimodal landscape generator in continuous spaces, 

which features discrete function values and significant discontinuity[106, 107]. The 

general idea is to separate the search space bounded within [0, 10] in each dimension 

by a hyper-surface X1=b (0<b<10) and define a sine function in each sub-space to 

construct two major candidates for the global optimum.  

In Eq. 3-7, mi is the value of ith optimum and αi represents the scaled Manhattan 

distances from X to the location of the ith optimum represented by Ci .
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3.3.5 Hybrid Multimodal Landscape Generators  

Three classes of landscapes: D-type (differentiable), D2-type (twice differential able) 

and ND-type (non-differentiable) are constructed by a common method [40, 41]. For 

example, in order to generate a ND-type landscape, a convex quadratic function (Z) 

with minimum value t at location T is defined within a fixed domain (D): 

 DXtTXXgZ ∈+−= ,)(: 2 (3-8) 

Z is subsequently refined by polynomials (P) in some areas represented by a set of 

non-overlapping balls (S) with centre M and radii ρ:

{ }iii MXXS ρ≤−= | (3-9) 

( ) iiiMX
MTMX

i fMXAXP
ii

ii

i
+−⋅+−= −

−− 21,2
21)(

ρρ

where          ii ftMTA −+−= 2 (3-10) 

The hybrid fitness function is given by: 
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Note that problems generated in this way do not contain discontinuous points because, 

for any X on the boundary of Si, it can be shown that )()( XPXg i≡ :
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3.3.6 Constrained Multimodal Landscape Generator 

The general idea is to uniformly divide an n-dimensional unit search space S into ωn

disjoint hyper-cubes Sk and define a unimodal function fk for each Sk[71]: 
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In Eq. 3-13, k
iu and k

il are the upper and lower boundaries of the kth subspace in the ith 

dimension while ak is a predefined positive constant controlling the value of the kth 

optimum. Obviously, fk has its maximum value at the centre of each subspace and the 

fitness of an individual is given by the fk defined over its corresponding subspace. 

In order to introduce constraints into the landscapes, each Sk is further divided into 

feasible and infeasible regions. The feasible region is defined as a ring area where pk

is the centre of the kth subspace: 
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3.3.7 Summary 

In recent years, more landscape generators have appeared in the literature such as the 

class of test functions proposed by Addis and Locatelli [1] where the global minimum 

of each problem lies in a sphere centred at the origin and the distribution of local 

minima is specifically controlled to create different levels of problem difficulty. 

Another example is the Huygens Benchmarking Suite by Cara Macnish [66], which 

can generate fractal problems in a way similar to the natural process of meteors 

impacting the surface of a planet. In general, a good landscape generator is expected 

to meet the following guidelines. 

Firstly, it should be easy to implement and requires a small number of parameters. 

Secondly, it should incur a small amount of computational cost, even in high 

dimensional spaces, to enable large scale experiments to be conducted efficiently. 

Thirdly, there should be an intuitive mechanism to control the important properties of 

landscapes generated such as the number of optima and the locations of optima.  

The landscape generators surveyed in Sections 3.3.1-6 above are useful for specific 

classes of problems and to an extent meet the general guidelines mentioned above. 

However, they are not well-suited to testing EAs in general, either because they lack 

important features or are limited to certain problem domains. For example, none of 

those techniques described in Sections 3.3.2-6 incorporates local dependence 

structure around the optima while the NK landscape generator is not very suitable for 

generating high dimensional problems due to its high space complexity. Note that 

landscape generators in Sections 3.3.4 & 3.3.6 can only produce very restricted types 

of problems as the search space is rather arbitrarily divided in advance.  
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3.4 A Gaussian Landscape Generator 

Based on the above review of the strengths and weaknesses of existing landscape 

generators, a new continuous multimodal landscape generator is proposed, which is 

intended to be a general-purpose tool for generating unconstrained and static test 

problems within box-bounded search spaces. It is also possible to be used as the basic 

platform for generating constrained and/or dynamical problems. 

3.4.1 Fundamentals 

The underlying component of the proposed landscape generator is the n-dimensional 

multivariate Gaussian function: 
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where µ is the mean vector and ∑ is the covariance matrix. From a geometric point of 

view, a Gaussian function creates a hill in an n-dimensional space and its shape can 

be controlled by µ and ∑. In order to create complex landscapes, a set of M Gaussian 

functions can be combined as a weighted sum, as in Gaussian mixture models [13]: 
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In Eq. 3-16, the influence of each Gaussian component is determined by its associated 

weight value and this model is well known to be very flexible with a large number of 

components. However, it is generally difficult to have the exact knowledge of the 

locations and values of peaks in the density function due to the complex ways that the 

components may interact with each other[18], which may be important to evaluating 

the performance of EAs.  

To enforce this property, in the proposed landscape generator, the fitness value of an 

individual X is defined as the maximum value produced by the Gaussian components: 
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Since the normalizing factor in Eq. 3-15 is a constant and can be combined with ω,

Eq. 3-17 is rewritten as: 
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Furthermore, the major volume of a Gaussian function tends to be concentrated in a 

very small area in high dimensional spaces, which leaves the rest part of the space 

with near zero probabilities (i.e., individuals away from the mean vector will often 

have extremely small fitness values). As a result, the following fitness function (n is 

the dimensionality) is adopted in the proposed landscape generator: 
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Note that the landscapes produced are no longer everywhere continuous and 

differentiable as ridges are formed along intersections of Gaussian components. For 

evaluating EAs, this is not a concern because EAs do not typically assume or require 

such properties in the objective functions. In addition, the probability of an algorithm 

evaluating points exactly (to machine precision) along these ridges is vanishingly 

small in a continuous space and this feature is unlikely to influence the performance 

any algorithm in practice.  

It is not necessarily true that each component will create an optimum. The reason is 

that a component with small ω could be overlapped partially or completely by a 

component with large ω so that the tip of the peak of the first component is beneath 

the surface of the latter. More specifically, the following condition must be met in 

order for the ith component to be an optimum: 

 )()(,, ijii GGijj µµ >≠∀ (3-20) 

The meaning of Eq. 3-20 is that the fitness value of the individual at the mean vector 

of the ith component must be determined by the ith component itself instead of others. 

As a consequence, due to the abovementioned overlapping effect, the total number of 

optima in a landscape could be less than the number of Gaussian components, 

especially when many components are clustered together. 

There are some simple extensions to introduce more features in the landscapes. For 

example, it is possible to add some noise on f(X) to make its surface rugged: 

 ε+= )()(1 XfXf (3-21) 

The noise component ε can be generated randomly at each time to get slightly 

different fitness values. On the other hand, it could also be generated as a static 

function of X, for example, by using X as the seed of the random function. 
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Another possible extension is to create plateaus in landscapes on which individuals 

have the same fitness values by chopping off the top of some components:  
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In order to create a plateau on the ith component, a new weight ωi΄ is defined subject 

to ωi΄ < ωi so that the fitness values produced by the ith component are truncated by 

the value of ωi΄ (i.e., Eq. 3-22 is identical to Eq. 3-19 when ωi΄= ωi). Note that when 

components are gathered together, there is no guarantee that a plateau will be created 

by Eq. 3-22, especially when the ith component is overlapped by others. 

So far ω has been interpreted as a variable controlling the height of each component 

and is assumed to be non-negative. In fact, it is also possible to use ωwith negative 

values to explicitly create some minima. With a negative value, a component may be 

regarded as an up-side-down peak or a “hole” in the landscape and the original fitness 

function needs to be adjusted accordingly. For example, when searching for the 

component producing the highest value for an individual, the absolute value should 

be used because otherwise negative components will never be able to play a role in 

the landscapes. Certainly, if a negative component is the winner, the individual 

should still be given the corresponding negative fitness value. 

3.4.2 Implementations 

There are two major routines involved in implementing the proposed landscape 

generator based on multivariate Gaussian functions (LG-MVG). 

The initialize routine is responsible for generating component values from which a 

fully specified landscape can be constructed based on the control parameters (user 

inputs). There are two essential definitions: D (definition of the search space, 

including dimensionality and upper/lower boundaries) and M (the number of 

components). For each Gaussian component, there are three parameters <ω, µ, ∑> to 

be specified. In the most general situation, all these parameter values can be randomly 

generated. For example, the value of the global optimum can be set to ω* while other 

ω values can be then randomly chosen within [0, ωu] where ωu < ω* is a predefined 

upper boundary on the values of local optima. Also, the values of µ can be randomly 

generated within the whole search space. Depending on the desired level of control 
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required by the user, additional parameters can be incorporated to generate more 

controlled landscapes. For example, it is possible to require the µ values to be 

distributed according to a certain probability distribution (e.g., a Gaussian distribution) 

so that the distance among components can be controlled in a statistical sense.  

One of the major advantages of LG-MVG over existing landscape generators is that 

the local landscape around each optimum may contain strong dependences, which 

makes the problem more challenging for EAs. This property is achieved by using a 

non-diagonal covariance matrix ∑ for each component. The general mechanism is to 

create a diagonal matrix S with positive diagonal elements representing the original 

variance values and then construct the corresponding ∑ through an orthogonal 

rotation transformation T defined as: 

 ∏∏
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In Eq. 3-23, T is the product of n⋅(n-1)/2 elementary rotation matrixes with each Rij 

constructed by an n×n unit matrix Z with Zii=Zjj= cos (α) and Zij=-Zji= sin (α) where α

is the rotation angle (the value of α can be randomly generated for each Rij).  

One approach to incorporating Eq. 3-23 into LG-MVG is to perform the 

transformation T on X and the input of the exponential function is: 
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Another possibility is to create a new covariance matrix ∑=TT⋅S⋅T [94]: 
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It is easy to see that both methods are equivalent (TT=T-1): 
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Despite the identical functionality, the second method is used in LG-MVG for 

efficiency reasons (i.e., the transformation is incorporated in ∑ and does not need to 

be applied on each X). In the initialization stage, the values in S of each component 

(the eigenvalues of ∑) can be randomly generated within a predefined range. In 
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general, components with very small values in S correspond to sharp peaks in 

landscapes while components with large variance values are relatively flat. Note that 

the height of each peak is determined by its associated ω instead of S. 

The fitness routine calculates the fitness value(s) of an input vector (matrix) according 

to Eq. 3-19. Note that each Gaussian function involves the calculation of an inverse 

matrix, which has the time complexity of O (n3). In order to evaluate an individual in 

an n-dimensional landscape consisting of m Gaussian functions, the total time 

complexity is O (m⋅n3), which could easily become a very time-consuming process in 

high-dimensional spaces. 

Fortunately, since all covariance matrixes are fixed after initialization, it is possible to 

pre-calculate and store their inverse matrixes in advance to remove the requirement of 

performing matrix inversion in fitness. By doing so, the time complexity of LG-MVG 

can be significantly reduced to O (m⋅n2), which enables large-scale experiments in 

high-dimensional spaces to be conducted efficiently. 

Two sets of experiments were conducted on an Intel Xeon 2.4G Hz PC with Matlab 6 

to empirically investigate the computational cost of LG-MVG with regard to n and m. 

In the first set of experiments, m was fixed to 100 and n was allowed to change from 

2 to 50 while in the second set of experiments, n was fixed to 10 and m was allowed 

to vary from 10 to 1000. The time (second) required to evaluate 10,000 random 

individuals was recorded for each configuration (crosses). Experimental results and 

linear regression best fits are plotted in Figure 3-1, showing an approximately linear 

scalability in both sets of experiments. Note that the observed approximate linearity 

in Figure 3-1 (left) was due to the range of n included in the experiments. 

Figure 3-1: Time complexity: dimensionality (left) and number of components (right). 
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3.4.3 Some Examples 

In order to demonstrate the variety of landscapes that LG-MVG is capable of 

generating, a number of 2D examples are given in this section. The general 

configuration of LG-MVG is specified by: 

LG-MVG: < D, M, µ, ∑, ω*, ωu >

For all landscapes, the following parameters are fixed or generated in the same way 

unless otherwise specified: 

� D = [-5, 5]2: the 2D search space is bounded within [-5, 5] in each dimension 

� µ: mean vectors are uniformly drawn within D 

� S: diagonal elements are uniformly drawn within [0.05, 0.55] 

� α: rotation angles are uniformly drawn within [-π/4, π/4] 

� ω: weights are uniformly drawn within [0, ωu] with ω*=10 (global optimum) 

Figure 3-2: A landscape with M=20 and ωu =8. 

Figure 3-3: A landscape with M=100 and ωu =8. 
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Figure 3-4: A landscape with M=100 and ωu =2. 

Figure 3-5: A noisy landscape with M=20 and ωu =8. 

Figure 3-2 shows a typical landscape produced by LG-MVG with only a few control 

parameters. It has one global optimum with value 10 and a number of local optima 

with values randomly generated within [0, 8]. Note that the contours of Gaussian 

components are generally not parallel to the axes due to the associated non-diagonal 

covariance matrixes. The landscape in Figure 3-3 is generated in a similar way but 

with more components, which results in higher multimodality and problem difficulty 

for some algorithms (e.g., hill climber). However, high multimodality does not 

necessarily make a landscape difficult to search. Figure 3-4 shows a landscape with 

the same number of components but a smaller ωu value. Although it is still a highly 

multimodal landscape but the global optimum is significantly better than all other 

local optima and dominates the landscape. Also, random noise can be added on the 

landscape to create a lot of fine structure (Figure 3-5). 

Furthermore, it is possible to explicitly design landscapes with some hand-coded 

parameters to have more control on the landscape structure. Figure 3-6 shows a 

landscape with a negative component, which creates a global minimum with value -7.  
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Figure 3-6: A landscape with a negative component (ω=−7). 

Figure 3-7: Landscapes with plateaus. 

Figure 3-8: A landscape with the big-valley structure. 

In Figure 3-7 (left), a plateau is introduced by truncating the local optimum with ω΄=3. 

An interesting situation is when the two components have the same position as shown 

in Figure 3-7 (right), which results in a unimodal landscape with a plateau around the 

global optimum and may present some difficulty for hill-climbing algorithms. Finally, 

a landscape is presented with the global optimum at the origin, which is surrounded 

by components distributed according to a Gaussian distribution (Figure 3-8). 
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3.5 Experiments 

In this section, a series of case studies are conducted to demonstrate the properties of 

LG-MVG and highlight its usefulness in the empirical studies of EAs/EDAs. The 

major motivation is to show that LG-MVG can generate various interesting 

landscapes based on different objectives to help experimenters have deep 

understanding of an algorithm’s behaviour, which may be difficult to achieve with 

traditional benchmark problems. The general procedure for running controlled 

experiments with LG-MVG is given in Figure 3-9.  

 

Figure 3-9: The framework of controlled experiments with LG-MVG. 

3.5.1 A Virtual Hill-Climbing Algorithm 

Although hill-climbing algorithms are typically not effective optimization techniques, 

they can be used to investigate some properties of landscapes such as multimodality. 

In continuous spaces, an idealized hill-climbing algorithm is assumed to be able to 

find the exact position of an optimum starting from any point within its basin. By 

running a multi-restart hill-climbing algorithm with random initial positions, it is 

possible to have a clear image of the number of optima on the landscape and their 

quality, which could be useful for analysing the performance of other algorithms. As 

to the influence of basins, if the initial variances of each component are randomly 

generated, the difference in basin sizes could largely be averaged out as far as the 

mean performance across a large number of random problem instances is concerned. 

Note that the actual basin size of a component is determined by a number of factors 

such as the relative positions and qualities of other components. 
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For LG-MVG, there is no need to actually conduct several hill-climbing trials 

because all landscapes produced are fully parameterized. In fact, by examining the 

components in a landscape, the number of optima as well as their qualities can be 

readily figured out from which the performance distribution of an idealized hill-

climbing algorithm can be approximated should it be applied on those landscapes. 

(a) 

(c) 

(b) 

(d) 

Figure 3-10: The influence of dimensionality and number of components on the performance of 
an idealized hill-climbing algorithm. 

As mentioned in Section 3.4.1, only those components satisfying Eq. 3-20 could 

contribute to optima in a landscape. Additionally, there is a possibility that two or 

more components share the same position and fitness value. In this extremely rare 

situation, none of those components can satisfy the above condition but a single 

optimum could be created. Figure 3-10 shows the results on four classes of 

landscapes different in dimensionality and number of components, each containing 

100 instances. Each plot is a histogram showing the distribution of optima in terms of 

fitness value averaged over 100 landscapes, which also shows approximately the 
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expected performance of the hill-climbing algorithm. The experimental configuration 

was the same as in Section 3.4.3 (ω*=10, ωu=8, uniformly distributed mean vectors 

within [-5, 5]2 and initial variances within [0.05, 0.55]) without noise or plateaus.  

In all four plots, there is a spike with frequency 1 representing the global optimum 

valued at 10 and the fitness values of local optima are no more than 8. Since the 

fitness values of all components except the global one were uniformly generated 

within [0, 8], a uniform-like distribution should be observed if each component 

creates a local optimum. 

In Figure 3-10a (2D, 100 components), there is a tendency for relatively good 

components to be local optima as evidenced by the small number of low-quality local 

optima. This is because those good components may often overlap weak ones and 

tend to dominate the landscapes, especially when components are close to each other 

(on average, 49.66 local optima were created out of 100 components in each 

landscape). As the number of components increase, creating a more “crowded” space, 

this pattern also becomes more obvious. In Figure 3-10b (2D, 1000 components), the 

slope of the distribution is much deeper and most local optima have fitness values 

higher than 5 (on average, 194 local optima were created out of 1000 components in 

each landscape). On the other hand, when components are generally distant from each 

other and well-separated, the chance of being a local optimum is likely to be much 

higher. This phenomenon is clearly demonstrated by the much more uniform 

distributions in Figure 3-10c (10D, 100 components) and Figure 3-10d (10D, 1000 

components) where components were sparsely distributed in the search space (on 

average around 98% components created a local optimum). 

There are other factors that may also have some influence on the above distribution. 

For example, components are more likely to overlap with each when many of them 

have large eigenvalues. Figure 3-11a shows the histogram distribution of the same 

experiment in Figure 3-10a but with a larger variance range [0.05, 2.05]. It is clear 

that the number of low quality local optima decreased and the quality distribution is 

closer to that in Figure 3-10b (on average around 30% components created a local 

optimum). As a contrast, with a smaller variance range [0.05, 0.15], most components 

are like sharp spikes and less likely to overlap with each other and the corresponding 

distribution is more uniform as shown in Figure 3-11b (on average nearly 70% 

components created a local optimum). 
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(a)                                                                                (b) 

Figure 3-11: The influence of variance values on the performance of an idealized hill-climbing 
algorithm: (a) large variances (b) small variances. 

In summary, in order to investigate the fitness values of local optima in a landscape 

produced by LG-MVG with M components, only M individuals (i.e., mean vectors of 

components) need to be evaluated, which can be usually calculated within a small 

amount of time (See Figure 3.1). This simplicity may offer significant advantages 

over black-box test problems in judging the performance of algorithms. 

For example, suppose ω*=10 and an algorithm has found solutions with fitness values 

close to 8. If there is no information about the quality of local optima, it would be 

difficult to make any comments on the algorithm’s performance except that it did not 

find the global optimum. However, if it is known that ωu=8, it would be reasonable to 

say that this algorithm did not do a bad job at all, especially when the test problem 

has a large number of low-quality local optima. Furthermore, if the solutions had 

fitness values between 8 and 10, this algorithm can be claimed to be even more 

successful because it has found the basin of the global optimum (i.e., there is no local 

optimum better than 8). As a contrast, with a black-box test problem, the quality of 

the solutions found may not be able to be used as a useful performance indicator due 

to the lack of the knowledge of local optima. 

Furthermore, the location information of optima is also available, which may be 

helpful for conducting in-depth analysis of the performance of EAs. For example, if 

an algorithm frequently got stuck somewhere far away from the global optimum, it 

would be interesting to have a closer look into the particular area in the landscape to 

find out the reason (e.g., the existence of highly competitive local optima in that area), 

which may be invaluable for scientific studies. 



90

3.5.2 Dependence Modelling in Continuous EDAs 

A significant amount of previous work in developing EDAs has focused on the 

degree of dependence information incorporated into the probabilistic model. 

Unfortunately, in most current research on continuous EDAs, these algorithms are 

still largely being tested on traditional benchmark problems instead of problems that 

are specifically constructed with well-defined dependence structure. One limitation is 

that some of those test problems used are separable and therefore not suitable for 

testing an EDA’s ability of structure learning. Another issue is that although there are 

test problems with dependences among variables, it is not always easy to quantify the 

dependence. Furthermore, for the purpose of comparing EDAs employing a single 

Gaussian model, which is the focus here, it is better to test them on unimodal 

problems as the influence of the multimodality of the problems may make it less 

straightforward to compare the power of the different models in use. 

The major advantage of LG-MVG in this scenario is that it can easily generate 

unimodal test problems with controlled dependence structure. Also, since the 

landscape is represented by a Gaussian function, the distribution of selected 

individuals in each generation is also likely to be within a hyper-elliptical space, 

which is very suitable to be estimated by a Gaussian distribution. 

(a) Algorithms 

Three continuous EDAs are used in the experiments: UMDAC, EDAmvg as well as 

MIMICC, which is a continuous EDA where the distribution used to model selected 

individuals is restricted to a pair-wise factorization. Consequently, the distribution 

Q(X) used to generate new individuals has a chain structure of dependences: 
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Figure 3-12: The dependence chain model in MIMICC.

In Figure 3-12, each variable depends on the one that appears immediately in front of 

it in some given permutation π (order of sequence) of variables, which specifies a 

unique model. An important step in MIMICC is to find the best model π* that will 

approximate the true distribution P(X) as closely as possible. The details are given 

below to give readers a better understanding of the process of model building. 
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It can be shown that the minimization of the K-L divergence between P(X) and Q(X) 

is equal to [61]: 
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where h is the entropy. Since the model in use is a multivariate Gaussian distribution, 

all marginal and conditional distributions are also Gaussians. Note that, the entropy of 

G(X, µ, ∑) is given by [111]: 
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Similarly, the entropies of Xi and Xi | Xj are given by: 
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where σi
2, σj

2 and σij
2 are the variances and covariance of Xi and Xj. Using the above 

equations, the quality of each π can be easily evaluated. A straightforward approach 

to the model selection task is to exhaustively search all possible permutations, which 

guarantees finding the optimal model and is adopted in the following experiments. 

Note that for any π, there is an equally good π' with the same sequence of variables 

but in the opposite order.  

On the other hand, the size of the model space (n!) will grow quickly as the value of n 

increases, which may make the brute force method computationally prohibitive. A 

simple approximation method is to choose the variable with the smallest variance as 

the head node and sequentially add new variables with the minimum conditional 

entropy with regard to the current end node [61]. 

Once the chain structure is determined, new individuals can be sampled from it using 

probability propagation in which the head node variable is generated based on its own 

sample mean and variance and all other variables are generated following the 

corresponding conditional distributions: 
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It is easy to see the difference among the three EDAs is that a diagonal covariance 

matrix is used in UMDAC containing no dependence information and EDAmvg 

employs a full covariance matrix while MIMICC stands somewhere in between: it can 

capture dependences restricted in the chain structure. 

(b) Experiments 

In the first set of experiments, a unimodal problem A with some general dependence 

structure was constructed using LG-MVG within [-5, 5]5 with a global optimum at 

the origin (ω*=10). A diagonal covariance matrix was constructed with diagonal 

elements [5, 0.5, 0.05, 0.005, 0.0005] and the rotation angle was fixed to π/4 for all 

10 elementary rotation matrixes. The above parameters resulted in a highly rotated 

elliptical Gaussian peak, thereby creating strong dependences among the variables. 

All three EDAs were parameterized as: PSIZE=200, GEN=50 and τ=0.3. Since the 

dynamics of the statistical models was of the major interest, the convergence speed 

was used as the performance criterion, which was measured in terms of the mean 

population fitness and the standard deviation values of Gaussian models. 

Figure 3-13 shows the comparison of the mean population fitness averaged over 10 

independent trials. It is clear that EDAmvg could quickly find individuals of high 

quality and almost all individuals in the population were very close to the global 

optimum after 10 generations. As a contrast, a much slower convergence curve was 

created by UMDAC, indicating its low efficiency compared to EDAmvg due to its over-

simplified Gaussian model. The performance of MIMICC was in the middle position, 

which shows the advantage of its chain model over the independent model as well as 

its insufficiency in this case compared to the full covariance matrix structure. 

Similar results could also be observed in the dynamics of the standard deviation 

parameters. In Figure 3-14, the standard deviations of the Gaussian model in EDAmvg 

were at the level of 1e-8 after 40 generations, around 7 orders of magnitude lower 

than UMDAC. Again, the performance of MIMICC was in the middle position. 

In the above experiments, the dependence structure produced by rotating the original 

diagonal covariance matrix has shown to be effective in testing the strengths and 

weaknesses of different statistical models in EDAs. Next, it will be shown how to use 

LG-MVG to generate landscapes with more specific structure that are intended to 

align problem structure and the modelling capability of EDAs in a more precise way. 
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Figure 3-13: Convergence behaviours of three EDAs on problem A: mean population fitness. 

Figure 3-14: Convergence behaviours of three EDAs on problem A: standard deviations. 
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Recall that the chain model in MIMICC was shown to be better than the independent 

model on problem A but less powerful that the full covariance model because it 

cannot capture all necessary dependences. An interesting question would be: If the 

test problem does have the chain structure assumed by MIMICC, will it achieve 

similar performance as EDAmvg? Furthermore, it may be also important to compare 

the problem structure and the statistical model actually utilized by EDAs to see 

whether they can correctly learn the problem structure, which may provide some 

empirical justification for the usefulness of EDAs. For this purpose, another unimodal 

problem B was generated with similar parameters as problem A except that its 

covariance matrix was transformed from a Gaussian network. 

The Gaussian network is a powerful probabilistic graphical model where conditional 

dependences among problem variables are represented as edges connecting nodes in a 

graph. Each valid network represents a conditional factorization of the full (assumed 

Gaussian) multivariate distribution, specified by each variable’s unconditional mean 

µi, conditional variance σi
2 and coefficients bij between each pair of variables. The 

probability distribution of Xi conditioned on variables in its parent set ρi (i.e., the set 

of variables directly connected to it) is given by: 

 ∑
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Assume that the nodes in a Gaussian network have been ordered so that if Y 

conditionally depends on Z then Y follows Z in the ordering. The µ and ∑ of the 

corresponding Gaussian function can be found by the following algorithm [81]: 
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In order to create a landscape with certain predefined dependence structure, an 

appropriate Gaussian network needs to be specified including its structure and 

associated parameter values.  

Problem B was constructed based on a Gaussian network with a chain structure. The 

conditional variances were set to [5, 0.5, 0.05, 0.005, 0.0005] for Xπ1 to Xπ5 and the 

mean vector was at the origin. All coefficients between variables were set to 1. 

It is easy to see that a multivariate Gaussian distribution generated in this way will be 

functionally identical to the product of one marginal distribution and four conditional 

distributions (π=[1, 2, 3, 4, 5]): 

 )|()|()|()|()()( 453423121 XXGXXGXXGXXGXGXG = (3-33) 

Consequently, if G(X) is used as the objective function of problem B, it will present 

the chain structure as desired and the relationship between each pair of variables is 

effectively a Gaussian distribution. Note that this is a unimodal problem and it is 

always possible for the five components to reach their own maximum values 

simultaneously and thus maximize problem B. From the optimization point of view, 

given the value of Xi, what value Xi+1 should take in order to maximize the 

component G (Xi+1|Xi) is dependent not only on its own mean µi+1 but also the current 

value of Xi. In practice, for any given value of Xi, the values of Xi+1 in top quality 

individuals are expected to be distributed around a single value, which can be 

effectively modelled by a Gaussian distribution. 

The experimental setting was the same as in the first set of experiments. Comparing 

Figure 3-13 and Figure 3-15 reveals that UMDAC was still the worst performing 

algorithm due to its incapability of capturing dependences. An important finding is 

that the performance curves of EDAmvg and MIMICC almost completely overlap with 

each other in Figure 3-15, which shows that the chain structure was sufficient for 

solving problems B. The convergence speeds of the two EDAs were also similar to 

each other and much higher than UMDAC (Figure 3-16). 

Finally, the chain model found by the MIMICC algorithm had the same permutation 

of variables as the one used to generate the landscape, which shows that it was able to 

successfully discover the structure explicitly embedded in the test problem. Note that 

the variances of the above experiments may be reduced by using the same population 

for all EDAs in each trial. 
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Figure 3-15: Convergence behaviours of three EDAs on problem B: mean population fitness. 

Figure 3-16: Convergence behaviours of three EDAs on problem B: standard deviations. 
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3.5.3 The Influence of Multimodality on the Performance of EDAmvg 

Since the fundamental principle of EDAmvg and other similar EDAs such as UMDAC

and MIMICC is to use and adapt a single multivariate Gaussian to model promising 

regions of the search space, they are not able to explicitly model multimodal 

problems. However, this does not necessarily mean that EDAmvg will not work well 

on multimodal problems because the difficulty of a problem is not solely determined 

by its multimodality (number of optima). Instead, other problem properties such as 

the distribution of local optima may also play an important role. 

In this section, the results of four sets of experiments are presented on problems with 

similar multimodalities to demonstrate how the performance of EDAmvg can vary 

significantly with regard to the properties of local optima. Each set contained 50 

problems and all 4×50=200 problems were defined within [-5, 5]10 and consisted of 

100 components with ω*=10 and ωu=8. The variances were randomly generated 

within [0.05, 0.55] and the rotation angles were randomly chosen within [-π/4, π/4]. 

� Set A (random landscapes): The mean vectors were generated randomly within 

the search space and the values of components except the global optimum 

were also generated randomly within [0, 8]. This set of landscapes were 

expected to be difficult for EDAmvg as there was no clear global structural 

information on where the global optimum was likely to exist (e.g., Figure 3-3). 

� Set B (rough big-valley landscapes): The same as Set A except that the mean 

vectors were generated from a Gaussian distribution N (0, 1.52). As a result, 

the density of components close to the origin was higher than in other areas. 

This set of landscapes represented a rough big-valley (i.e., actually a big-hill) 

structure where it was more likely to find good individuals closer to the valley 

centre. Certainly, in some landscapes, the global optimum might be far from 

the centre in which case the structure could be deceptive. 

� Set C (big-valley landscapes): The same as Set B except that the global 

optimum was fixed at the origin so that the global structure was more 

indicative of the location of the global optimum (e.g., Figure 3-8). However, 

since the values of those components were randomly chosen, it is possible that 

some high quality local optima distant from the global optimum might mislead 

the overall search process. 
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� Set D (perfect big-valley landscapes): The same as Set C except that the values 

of components (excluding the global optimum) were not randomly generated. 

Instead, they were calculated on the basis of their distances to the origin so 

that components closer to the global optimum were strictly better than others 

and the landscapes had a clear big-valley structure(σ=1.5): 
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For each problem, EDAmvg with PSIZE=200, GEN=100 and τ=0.3 was run for 20 

trials and the best individual found from each trial was recorded for comparison. Four 

sets of experimental results are presented in Figure 3-17 to Figure 3-20 respectively. 

The distribution of the 20 best individuals found in each problem is summarized by a 

box-whiskers plot. The box shows the median and inter-quartile range (IQR) of the 

data with lines extending to 1.5 IQR. Data points outside this range are represented by 

crosses (outliers). 

Figure 3-17 shows that EDAmvg did not work well on the first set of test problems and 

could only occasionally find individuals close to the global optimum. Its median 

performance was around 7 across all 50 problems, still lower than the upper boundary 

of the fitness of local optima (ωu=8). A comparison across the rest three sets of 

experiments indicates that the performance of EDAmvg consistently improved as the 

presence of a big-valley structure became clearer.  

Figure 3-17: Experimental results on set A. 
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Figure 3-18: Experimental results on set B. 

Figure 3-19: Experimental results on set C. 

Figure 3-20: Experimental results on set D. 



100

Figure 3-21: The convergence behaviour of EDAmvg on problem No. 25 of set C. 

Note that problem No. 25 (Set C) was significantly more difficult than other problems 

(Figure 3-19). While the global optimum value was 10, EDAmvg always got stuck at 

around 7.6. As addressed in Section 3.2.3, the major advantage of landscape 

generators such as LG-MVG is the capability of conducting controlled experiments to 

gain some deep insight into the behaviour of EAs.  

Figure 3-21 shows the trajectory of the mean vector of the Gaussian model in EDAmvg 

in a single trial. Although the global optimum was fixed at the origin, the searching 

focus of EDAmvg quickly moved away from the origin and got stuck somewhere else 

after around 20 generations. 

By examining the specific landscape in details, a component was found at:  

[0.6069, 0.5568, -1.1543, 0.5418, 0.3125, 0.8343, -0.4069, -0.3844, 0.1267, -1.7503] 

It can be seen that the location of this component (also a local optimum) was very 

close to where EDAmvg got stuck. Furthermore, it had not only a high fitness value 

7.7638 but also a covariance matrix with large eigenvalues (i.e., a rough indicator of 

the basin size) compared to the global optimum. As a result, it created a highly 

deceptive area and in practical situations where the population size is limited, EDAmvg 

could be frequently misled and result in premature convergence. 
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3.5.4 Summary 

The major benefits of running controlled experiments with LG-MVG as demonstrated 

in previous experiments are: 

� The entire empirical study is motivated and driven by a highly focused 

objective (e.g., the dependence modelling capability of EDAs or the influence 

of local optima on EDAmvg). All test problems are systematically generated 

with well-defined relationships (e.g., the level of big-valley structure) and the 

experimental results can be directly used to make conclusions on the 

predefined objective (e.g., the performance of EDAmvg tends to increase as the 

emergence of a big-valley structure). As a contrast, although many existing 

test problems are often used to investigate whether an algorithm works well or 

not in general, due to various issues discussed in Section 3.2, it is neither 

possible to draw any general conclusion nor sufficient to understand the 

behaviour of an EA on a particular problem based on these test problems. 

� A large number of problem instances can be conveniently generated given a 

specific parameter setting of LG-MVG. For example, in Figure 3-17, fifty 

problems were used in order to produce comprehensive experimental results. 

The importance is that, despite the identical mechanism according to which all 

problems were generated, it is obvious that some problems (e.g., No. 5) were 

much more difficult than others (e.g., No. 34). If only a small number of 

problems are used in the experiments, it is possible that all of them could be 

very easy or difficult to the algorithm under test and incorrect conclusions may 

be drawn from the corresponding experimental results due to the inaccurate 

sampling of the problem space. Similarly, in Figure 3-19, only one (No. 25) 

out of fifty problems presented significantly different difficulty.  

� Test problems can be designed with different levels of details (i.e., the number 

of problem parameters hand-coded vs. the number of problem parameters 

randomly generated) depending on the purpose of experiments. Furthermore, 

since all parameter values of each problem are readily accessible, it is possible 

to not only conduct analysis from the global point of view but also zoom in a 

certain test problem to understand its unique properties as well as their 

influence on the algorithm’s performance (e.g., Figure 3-21). 
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3.6 Conclusions 

This Chapter considered a general research question: How to conduct good 

experimental studies on EAs? As discussed in Section 3.2, relatively little attention 

has been paid to this issue and many empirical studies in the literature are actually not 

well designed and the results are either not plausible or misleading. This is mainly 

due to the sensitivity of the performance of EAs with regard to various experimental 

configurations and/or the mismatching between the purpose of experiments and the 

test problems in use. Consequently, it is difficult to produce results of high scientific 

value based on limited and often arbitrary experimental studies. Certainly, it is also 

impossible to exhaustively explore the whole experimental space. 

A more principled methodology is called controlled experiment, which is to focus on 

a certain aspect/property of an algorithm at each time and conduct experiments with 

specifically designed problems. The major motivation of this method is to improve 

the predictive value of experimental results and reveal as much as possible the 

underlying interaction between algorithms and problems. This is particularly 

important for understanding the behaviour of algorithms and investigating questions 

like “What makes a problem difficult for algorithm A?” or “How will the 

performance of algorithm A change with regard to problem feature B?” 

One of the key elements in controlled experiments is a mechanism called test problem 

or landscape generator that can be used to systematically explore the problem space. 

Typically, this means to generate problem instances compatible with the scope of the 

experimental studies. In review of the limitations of existing implementations, a new 

landscape generator with multivariate Gaussian components (LG-MVG) is proposed, 

which is easy to use, computationally efficient and capable of generating a variety of 

landscapes in terms of both global and local structure. Case studies in Section 3.5 

have clearly shown the power and importance of LG-MVG and most of those issues 

addressed such as the effect of dependence modelling in EDAs would be very 

difficult to be investigated with traditional benchmark problems. 

A major practical issue in controlled experiments is the computational effort required 

to conduct large scale experiments involving multiple algorithms and/or multiple 

problems. In the next Chapter, a statistical technique is investigated, which could 

significantly reduce the computational burden. 
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IV. Statistical Racing Techniques 

4.1 Outline 

Compared to deterministic algorithms, one major difficulty in the research of EAs lies 

in the variability of their performance, which is largely due to the inherent 

randomness of EAs in the way that new individuals are generated. For example, given 

two individuals and a certain crossover operator, a variety of offspring could 

potentially be generated by choosing different crossover points. As a result, in order 

to achieve stable results, an infinitely large population is often assumed in theory 

while in practice this randomness can be reduced by running multiple trials/restarts.  

The objective of most experimental studies is to demonstrate the performance of an 

algorithm compared against others. However, each algorithm corresponds to 

potentially a large number of specific algorithm instances, which are different from 

each other in various algorithm factors and parameter values. In order to evaluate the 

performance a certain type of EA, a variety of its instances need to be investigated, 

especially when it is to be compared rigorously against other algorithms. As argued in 

the last Chapter, there are many benefits of evaluating EAs on a number of test 

problems with controllable structure instead of a few ad hoc problems. It is clear that 

attempting to conduct experimental studies, in light of the above factors, may easily 

result in very large-scale experiments, depending on the number of algorithm 

instances, the number of test problems and the number of trials. Unfortunately, the 

corresponding computational cost may often prevent such experimental studies from 

being easily conducted. 

In this Chapter, a statistical technique called Racing is applied to the evaluation of 

EAs in the hope of substantially reducing the computational cost of experimentation. 

Section 4.2 gives a comprehensive review of Racing in the context of model selection 

problems in machine learning. Applications of Racing in EAs are presented in 

Sections 4.3 & 4.4 respectively, along with some specifically tailored statistical tests. 

The relationship between Racing and other related techniques such as Meta-EAs is 

discussed in Section 4.5 and a framework of hybridization is also proposed. This 

Chapter is concluded in Section 4.6 with a summary of major findings. 
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4.2 An Overview of Racing 

Racing was originally proposed to efficiently solve the model selection problem in 

machine learning [68, 69]. Typically, the performance of a group of M candidate 

supervised learning models is evaluated on a data set of interest containing N test 

points using a validation approach. The general mechanism of the leave-one-out cross 

validation (LOOCV) is to (at each step) use all but a single test point to train the 

model. After training, the model is tested on the test point absent from the training. 

This process is repeated N times with each time a unique test point left out and the 

model with the lowest average error is regarded as the best model. In other words, the 

performance of each model is determined by the mean of its performance distribution, 

which consists of the outputs from a series of experiments. 

Table 4-1: An experimental configuration with M models and N test points. 

Models 

1 … … M

1

…
…Te

st
Po
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N

The most straightforward approach would be to exhaustively test each model on all 

available test points (brute force), which is equal to filling out the entire shadowed 

area in Table 4-1. After finishing the N experiments along each column, the true 

experimental performance Etrue of a certain model can be calculated and after totally 

M×N experiments, it is guaranteed to be able to identify the best experimental model 

according to the LOOCV measure. However, the complexity of this method is 

O(M·N), which may become quite time consuming for large M and/or N values. After 

all, each experiment may involve quite heavy computation as the model needs to be 

trained on N-1 test points. As a result, more efficient methods are required in order to 

handle large-scale model selection problems. Next, some alternative techniques will 

be discussed to show their own characters. 
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The task of model selection in machine learning can be regarded as a process of 

searching for an optimum in a model space. From this point of view, it is possible to 

employ general search methods such as hill-climbing algorithms and EAs to conduct 

searching. At each iteration, these algorithms work on a subset of models and each 

model is fully evaluated on all test points. Based on their performance and certain 

heuristics, new models are then generated and hopefully the best model can be found 

before all M models need to be tested. Compared to the brute force method, these 

search-based methods aim at reducing the number of models to be evaluated and thus 

reduce the overall computational cost. Note that it is always assumed that the error on 

each test point is not stochastic, which is often the case for lazy learning algorithms 

such as K-nearest-neighbour (K-NN) methods[24]. 

In practice there are other issues to be addressed in search-based model selection 

techniques. While a relatively smaller number of models may need to be explored, N 

experiments are still required to evaluate the performance of each candidate model. 

More seriously, all non-trivial search algorithms require an appropriate encoding 

scheme in order to work properly. For example, the mechanism of the hill-climbing 

algorithm is to search the neighbourhood of its current position. The assumption is 

that individuals close to each other tend to correspond to similar models and thus may 

be expected to have similar performance. As a result, it makes sense to concentrate on 

the nearby area of the current best individual in the hope of finding better ones. 

However, in some situations, it could be very difficult to work out an appropriate way 

to encode the parameters of a model. Detailed analysis on this issue will be given in 

Section 4.5. Note that this issue could become even worse where the candidate 

models belong to distinctly different classes.  

In contrast, Racing techniques approach this model selection problem from a different 

angle: Is it necessary to test a model for N times? Certainly, in principle, each model 

must undertake all tests to reveal its Etrue. However, the ultimate goal here is not to 

compute Etrue exactly but to find the best model(s). From a statistical point of view, 

the errors of a model on a set of N test points create a population and it is possible to 

estimate the population mean Etrue based on Esam, which is the mean of a random 

sample of size N' (N'<N).  

The basic idea behind Racing (Table 4-2) is to test all available models in parallel on 

a single unseen test point at each step. The errors of each model on all test points that 
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have been selected are maintained and used in some statistical test. If there is enough 

evidence, as indicated by the result of the test, that model i is significantly worse than 

another model, it will be removed from the model selection process and undergo no 

further testing because it is unlikely to be the best model. By doing so, models are 

forced to race against each other to compete for computational resources and only 

promising models survive through to the next round of test. As a result, the overall 

cost is reduced by avoiding running unnecessary experiments on inferior models.  

Table 4-2: The generic framework of Racing for model selection problems. 

Repeat steps 1-4 until there is no more unseen test points or only one model is left: 

1. Randomly select a new test point 

2. Calculate the LOOCV error of each model on that test point 

3. Apply some statistical test to estimate Etrue or the difference of Etrue 

4. Remove models that are significantly worse than others 

5. Return the remaining model with the lowest average error 

Figure 4-1: An illustration of a virtual Racing experiment with 50 models and 200 test points. It 
shows the number of iterations that each model has gone through before being removed. 
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In order to have a more intuitive understanding of how Racing works, Figure 4-1 

gives a demo of a virtual Racing experiment with 50 starting models and totally 200 

test points in which the length of each bar shows when a model was removed from 

the Racing process. It is clear that after being tested on around 20 test points quite a 

few models had already been removed and only 12 models could pass through 60 

iterations. There were only two models (No. 34 and No. 47) left after 102 iterations 

and model No. 34 was shown to be significantly better than model No. 47 after being 

tested on additional 24 test points and thus the Racing process was terminated. Note 

that, in practice, it is also possible that some models are still indistinguishable even at 

the end of Racing. 

The advantage of Racing is obvious from the above example: there is no need to test 

all models thoroughly on 200 test points and most of the models were actually tested 

on a far less number of test points before being discarded. The cost of Racing is 

indicated by the sum of the bars in Figure 4-1 (2,264 tests), compared to the cost of 

the brute force method, which is the entire box area (50×200=10,000 tests).   

The heart of the Racing technique, as shown in Table 4-2, is the statistical test used to 

judge whether one model is significantly worse than another. There are two major 

tests that have been used previously: the non-parametric Hoeffding’s bounds [48] and 

the parametric Student-t test[74]. 

Suppose the error of a model is bounded within [b, a]. Based on Hoeffding’s bounds, 

for a-b>ξ>0, the probability of Esam being more than ξ away from Etrue after n 

iterations/samples is: 

 ( ) 22 )(22 ban
truesam eEEP −−≤≥− ξξ (4-1) 

Based on Eq. 4-1, it is easy to derive the value of ξ for a given significance level α:

( )
n

ba
2

)2log(2 αξ −
= (4-2) 

The boundaries of Etrue are estimated for each remaining model: [Esam – ξ, Esam + ξ]. 

The eliminating rule is to remove the models with lower boundaries (best possible 

errors) still higher than the upper boundary (worst possible error) of the best 

model[68]. Figure 4-2 shows the competition among five models where the dashed 

line is the threshold above which all models should be eliminated. 
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Figure 4-2: An example of Hoeffding Racing at a specific iteration with 5 remaining models. 

In addition to Eq. 4-1, it is also possible to obtain the bounds for the difference of two 

sample means with regard to the difference of the true means[48]: 

 ( )( ) ( )22

22121 ban
truetruesamsam eEEEEP −−≤≥−−− ξξ (4-3) 

With the help of Eq. 4-3, principled hypothesis tests can be carried out to find out the 

p-values associated with any pair of models. Generally speaking, it is likely to be 

more effective in detecting the difference among models. For example, suppose 

n=100, [b, a] = [0, 1] and the sample errors of model A and model B are 0.2 and 0.4 

respectively. According to Eq. 4-2, the bound ξ=0.1358 for a significance level 

α=0.05 and consequently the 95% confidence intervals for the two models are 

[0.0642, 0.3358] and [0.2642, 0.5358] respectively, which means that there is no 

enough evidence to claim that model A is better than model B as the two intervals are 

overlapping. In the meantime, under the null hypothesis that there is no difference 

between the true means, a one-tail statistical test based on Eq. 4-3 yields a very small 

p-value (0.0183), indicating strong evidence against the null hypothesis. 

The major advantage of Hoeffding’s bound is that it makes no assumptions about the 

underlying probability distribution of the data and can be applied in a variety of 

situations. However, the bounds acquired are typically not very tight and 

consequently quite a lot of test points may be needed to distinguish models[113]. 
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If it is reasonable to assume that the errors are approximately normally distributed, 

the parametric Student-t test is usually more powerful. Under the null hypothesis that 

there is no difference between the true means of the two underlying distributions 

assumed responsible for generating the data sets relating to the performance of each 

model, the test statistic is given by (assume equal variances): 

 
ns
EEz samsam

2

21 −
= (4-4) 

In Eq. 4-4, s is the pooled estimator (from both sample sets) of the true standard 

deviation σ. If there is reason to doubt the assumption of equal variances, the test 

statistic is then given by (s1 and s2 are the estimators of σ1 and σ2): 
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Figure 4-3: An example of Racing based on the Student-t test with 5 remaining models. 

Figure 4-3 shows an example with five remaining models at a certain stage of Racing. 

Note that the performance distributions are approximately normal but with different 

variances. In this case, the model in the middle is likely to be eliminated. 

Note that in Hoeffding Racing and the Student-t Racing with equal variances, a model 

only needs to be tested against the current best model because if it is not significantly 

worse than the best model, it cannot be eliminated by any other models. However, in 

the Student-t Racing with unequal variances, a model that cannot be eliminated by the 
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best model with a large variance might be eliminated by a good model with a small 

variance. As a result, each model needs to be compared against all models that have 

smaller sample errors. 

Another point worth mentioning is that, in Table 4-2, all remaining models are tested 

on the same data point in each step. However, both statistical tests above assume that 

samples are independently drawn from the population and take no advantage of this 

paired experiment design. Nevertheless, for statistical tests with blocking design, this 

feature could be explicitly exploited to increase the power of statistical tests. 

Finally, there is a well-known issue called multiplicity effect in statistical experiments 

like Racing where multiple treatments are to be compared against each other[96]. 

Note that the significance level α in a statistical test means that if the null hypothesis 

is to be rejected, it would be confident to claim that the probability of getting it wrong 

is no more than α (i.e., the null hypothesis is actually true). However, if a number of 

tests are conducted, the chance of making an error could be accumulated accordingly. 

Suppose α=0.05 and the number of tests N=100. In this case, the null hypothesis 

could be incorrectly rejected within up to 0.05×100=5 tests, which means that the 

chance of making an error in a group of tests could be unacceptably high even if each 

individual test is bounded by a small α value. It is easy to see that the chance of 

making no mistakes in the above situation is (1- α)N, assuming that all tests are 

independent. If the chance of making a Type I error among those N tests is required 

to be no larger than 0.05, the corrected significance level α* must satisfy:  

 ( ) 05.011 * =−−
Nα (4-6) 

It is obvious that, with such small significance levels (α*≈5×10-4 for N=100), each 

statistical test is going to be extremely conservative and it could difficult for Racing 

to remove models as early as possible. Fortunately, the multiplicity issue may not be 

as serious in Racing as in other situations. Apart from the fact that Eq. 4-6 is based on 

the worst case scenario, the major reason is that the objective of Racing is to remove 

inferior models while keeping the optimal model untouched. In other words, 

experimenters are only concerned about the chance of making an error in the 

particular test in which the optimal model is involved. As to non-optimal models, 

even if they are removed prematurely when there are actually no enough evidences 

against them, it will not have any negative impact on the performance of Racing. 
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4.3 Racing Evolutionary Algorithms: Foundations 

4.3.1 Overview 

There is a clear similarity between the model selection problem in machine learning 

and the task of parameter tuning in EAs. In each case, there is a meta-optimization 

problem: to find values for all of the adjustable parameters of the model/algorithm in 

order to produce the best results when applied to the problem of interest. The 

performance of a model or an algorithm is often defined as the mean value of the 

outputs from a series of random experiments, which provides the basis for applying 

statistical tests. In fact, the EAs to be raced do not necessarily need to be different 

instances of the same EA. Hence, Racing can be used in quite a general sense in an 

attempt to reduce the experimental effort required, whenever a comparison is needed 

over a range of experimental configurations, provided that the evaluation of each 

configuration involves a number of independent trials. 

In previous work, Birattari et al. [12] employed a Racing algorithm called F-Race 

based on the Friedman test to find the optimal parameter configuration of an Ant 

Colony Optimization (ACO) algorithm on a set of instances of the Travelling 

Salesman Problem (TSP). The TSP instances were randomly generated, which can be 

regarded as a set of test points drawn from a specific problem space. The parameters 

of the algorithm were systematically varied to create a set of fully specified candidate 

algorithm instances. The experimental results suggested that F-Race outperformed 

two other Racing algorithms based on the paired t-test. While Birattari et al. 

demonstrate the potential of Racing techniques in EA parameter tuning, there are 

some limitations in their work. Importantly, each algorithm configuration was run 

only once on each problem instance. However, as the ACO algorithm is stochastic, 

this might lead to sensitive or unrepresentative results if a single run is not indicative 

of the typical performance of the given ACO instance. 

The focus of this section is on racing multiple algorithms on a single problem. In this 

scenario, the goal of Racing is to identify the best algorithm while minimizing the 

total number of trials required. The reverse problem of racing multiple problems on a 

single algorithm will also be addressed. More advanced applications of Racing 

techniques for the case of multiple algorithms vs. multiple problems will be 

investigated in Section 4.4. 
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4.3.2 Statistical Tests 

Before applying Racing methods, the first step is to choose appropriate statistical tests 

for the experiments to be conducted and there are a few important differences 

between model selection and evaluation of EAs that must be made clear. 

Firstly, the number of test points in model selection problems is fixed, which means 

that it is always possible to find out the true performance of each model on the data 

set (its behaviour is assumed to be not stochastic). However, for EAs, the outcome of 

an experimental trial is stochastic and the number of trials that can be conducted is 

unlimited in theory. Since usually 50 to 100 trials are believed to be sufficient in 

practice to produce trustable results according to the Central Limit Theorem[74], it is 

reasonable to put a similar upper bound on the maximum number of trials in each 

Racing experiment.  

Another consequence is that, in scientific studies, it is preferable to compare the best 

candidate found by the brute force method and that found by Racing to show its 

reliability (i.e., whether the best candidate was eliminated incorrectly). Although it is 

very straightforward in model selection as the performance is deterministic, for EAs, 

the only claim that can be made is whether the top EAs based on the limited brute 

force method (e.g., 50 trials) are still available at the end of Racing. 

Secondly, in model selection, all models can be tested on the same test point at each 

iteration and blocking techniques [17] may improve the power of statistical tests by 

eliminating the undesired variability among test instances. However, in experiments 

on EAs, the output from the ith trial of one EA typically has nothing to do with that of 

another EA, which means that there is no explicit correspondence/relationship 

between the trials of different EAs. Consequently, it is not beneficial and justified to 

use any paired statistical tests in racing EAs with regard to random trials, unless 

different EAs are initialized with the identical population in each trial.  

Thirdly, in some model selection problems, the possible error values are known in 

advance. For example, in classification problems, the model’s error at each test point 

is either 0 or 1, representing correct or incorrect classification. By contrast, it is 

usually not easy to give a tight estimation of the range of the performance of EAs, 

which may make it difficult to apply the Hoeffding’s method. Note that this is also 

true for artificial test problems with known optimal values. 
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Finally, the number of test points in a typical dataset could easily reach a few 

hundreds or even thousands while the number of trials to be conducted is usually no 

more than 100. A major implication is that, in model selection, it is acceptable to start 

racing after a number of, say 30, test points have been selected and this would not 

have significant impact on the efficiency of Racing methods. The advantage is that, 

although it is usually not known in advance whether the performance distribution of 

those models matches the assumption of normality, it is still safe to apply statistical 

tests based on the assumption of normality as long as the sample size is reasonably 

large. However, for racing EAs, this would make Racing methods require at least 

60% cost of the brute force method if the maximum number of trials is 50. 

Based on the above analysis, a good statistical test for racing EAs should be able to 

work with small sample sizes and not rely on the assumption of normality. 

Traditionally, the non-parametric Wilcoxon rank-sum test is used as the alternative of 

the Student-t test. However this test still assumes that the two underlying populations 

follow distributions with similar shapes, which is not always reasonable. 

In order to handle the above requirements, a hypothesis test based on the bootstrap 

method is explained next. The bootstrap method is a computationally intensive 

statistical technique based on the resampling of data [30]. It can be used to calculate 

many important statistics such as standard errors, bias and confidence intervals 

without using complicated mathematical models. When used in hypothesis testing, it 

can avoid the danger of making various assumptions such as normality and equal 

variances required by other statistical tests. 

 

Figure 4-4: The basic procedure of the bootstrap method. 
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The basic procedure of using the bootstrap method is described in Figure 4-4. Given a 

sample X containing n data points, B bootstrap samples of the same size are 

generated by sampling from X with replacement. This means that X is regarded as the 

whole population and each X* is a sample from it (each data point in X has equal 

probability to be selected). For each bootstrap sample X*(i), the bootstrap replication 

of the statistic of interest θ denoted by θ*(i) is calculated from a certain function S 

such as the mean or the median of the sample. Finally, all such replications θ* are 

combined together to, for example, calculate the standard error of θ or create a 

bootstrap table like the Student-t table for estimating confidence intervals. 

In general, better estimation can be achieved with larger B values and usually reliable 

results can be produced with B=2000. Obviously, this requires significantly more 

computational resources than classical statistical tests. 

Given two samples X and Y of size n and m respectively selected from two unknown 

populations, the algorithm for computing the bootstrap test statistic and testing the 

null hypothesis of µ1 = µ2 against µ1 > µ2 is given below[30]. 

Table 4-3: Bootstrap hypothesis test concerning the difference between two means. 

1. Modify X and Y so that they have a common mean: 

� ZXXX +−='

� ZYYY +−='

� Z is the common mean of X and Y 

2. Create B bootstrap samples (X*, Y*) by sampling with replacement from (X', Y') 

3. Evaluate the statistic t of each bootstrap sample: 
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5. The achieved significance level (ASL) of the test is approximated by: 
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In Table 4-3, steps 1-3 are used to build a bootstrap-t table, which plays a similar role 

as the Student-t table. It shows the normalized distribution of the differences of 

sample means, under the null hypothesis that there is no difference between the true 

means. The p-value or achieved significance level is given by the probability of 

encountering the observed statistic (step 4) or even stronger statistics against the null 

hypothesis. Note that this table is rebuilt for each set of sample data and is suitable 

only for the data at hand. By contrast, under the assumption of normality and equal 

variances, the critical values can be pre-calculated and the Student-t table can be 

simply used as a look-up table available in any good statistics textbook. 

Figure 4-5: The influence of population statistics on the efficiency of Racing: mean difference 
(left) and standard deviation (right). 

Before applying Racing on real experimental data in the next section, it is helpful to 

conduct some controlled experiments to investigate the influence of population 

statistics on the efficiency of Racing. Two virtual EAs were employed whose 

performance distributions were represented by two normal distributions N (µ+d, σ2)

and N (µ, σ2) respectively (d>0 and assume equal variances). The purpose of this 

experiment was to show how many test points were required on average for Racing to 

distinguish these two EAs (i.e., eliminate the second EA) at a predefined significance 

level. The statistical tests used were the bootstrap-t test for sample sizes less than 30 

and the Student-t test for other situations to try to find a balance between reliability 

and speed. The significance level was 0.05 and all results were averaged over 100 

independent replications. Figure 4-5 (left) shows the results with a fixed σ=1 and 

different d values while Figure 4-5 (right) shows the results with a fixed d=1 and 

different σ values. As might be expected, more test points are needed for large σ

values and/or small d values (Racing was applied after 10 test points). 
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4.3.3 Experiments 

In the first experiment, Racing was applied to the familiar situation in EA research: 

determining which algorithm(s) out of a set of candidates perform best on a particular 

benchmark problem. For this purpose, the well-known Rastrigin’s function was 

chosen (a minimization problem with the global optimum at the origin): 
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A set of candidate algorithms were created by systematically varying the parameters 

of EDAmvg:

� Selection ratio (5 levels): [0.1, 0.3, 0.5, 0.7, 0.9] 

� Diversity maintenance factor (3 levels): [1.0, 1.5, 2.0] 

Furthermore, a new feature was introduced based on the idea of incremental learning: 

the mean of the Gaussian model was shifted towards the best individual, which 

requires an extra learning rate parameter[114]: 

� Learning rate (4 levels): [0.0, 0.2, 0.5, 1.0] 

The combination of the above three parameters resulted in 60 fully specified 

algorithm instances to be involved in the experiment. Other experimental parameters 

were: n=5, PSIZE =100, GEN=100 and maximum number of trials=100. The best 

individual found in each trial was recorded for comparison. 

Figure 4-6: Performance distributions of 60 algorithms on Rastrigin’s function. 
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In order to provide a benchmark for the performance of Racing, an exhaustive 

experiment (in the rest part of this Chapter, an exhaustive experiment means running 

EAs for the predefined maximum number of trials) was conducted and the overall 

performance (sorted based on mean values) is summarized in Figure 4-6 using error 

bars (i.e., one standard deviation above and below the mean). It is possible to inspect 

these results visually and determine, for example, which algorithms were able to 

reliably find good solutions. Note that the variances of the results were likely to be 

different, which violated the assumption of equal variances in some statistical tests. 

The purpose of Racing techniques is to make a similar observation at a fraction of the 

computational effort required for the above exhaustive experiment. Racing operates 

here by eliminating poorly performing algorithms on the basis of a small number of 

restarts/trials of the algorithms. The Racing algorithm was started after 5 restarts and 

employed the same bootstrap-t test and the Student-t test as in Section 4.3.2. 

Figure 4-7: The average number of remaining algorithm instances during Racing. The cost of 
Racing is indicated by the area below the curve. 

Note that since the brute force search has already been conducted, during the Racing 

experiment, the performance of each algorithm in each trial was retrieved from the 

corresponding record without actually re-running the experiment (certainly this is 

only applicable for comparison purpose). Since the sequence of such samples 

presented to Racing may have more or less impact on its performance, the Racing 

experiment was repeated 10 times with random sequences of trials. 
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The average number of algorithms remaining after each restart is shown in Figure 4-7 

using error bars from which it is clear that Racing usually eliminated a large portion 

of algorithms after a small number of restarts. Typically, there were only 5 algorithms 

remaining after 20 restarts. The average number of algorithms after 100 restarts was 

1.6 and sometimes Racing was terminated without needing to test any algorithm for 

100 trials. The efficiency of Racing can be visually examined by comparing the area 

under the curve and the whole rectangular region, which represents the computational 

effort required to do exhaustive/brute force evaluation. 

From a quantitative point of view, the average cost of Racing is 10.89% of the cost of 

the brute force method in terms of the number of trials conducted. In other words, 

Racing reduced the cost by almost 90%, which is very significant. Certainly the 

actual efficiency of Racing depends on the properties of the specific performance 

distributions encountered on a given experimental configuration. 

Another important performance measure of Racing is reliability: whether the top 

algorithms based on the mean performance in the brute force experiment are 

preserved and not removed incorrectly by Racing. In the above Racing experiments, 

the best algorithm remained until the end of Racing in 9 out of 10 times. For the 

single Racing experiment where the best algorithm was eliminated, three of the other 

top algorithms survived to the end of the race. If reliability is a high priority, a higher 

significance level can be used to make Racing more cautious in eliminating 

models/algorithms. Also, Racing could be allowed to start after more samples have 

been collected to try to improve the accuracy of estimation. 

In the above, Racing has shown to be able to help reduce the computational effort 

required to identify the best performing algorithms from a set of candidates on a 

single problem, which is very useful in parameter tuning and comparative studies. On 

the other hand, researchers are often interested in qualifying the performance of a 

single algorithm on a variety of test problems. Next, it will be shown how Racing can 

be used to efficiently identify, for example, which problems from a given set are the 

easiest for a single algorithm. The parameter setting for EDAmvg was chosen as: 

PSIZE=100, GEN=20, τ=0.3, maximum number of trials=100, diversity maintenance 

factor=1.0 and learning rate=0.0. Fifty 10D random problems were randomly 

generated using LG-MVG, similar to the problems with rough big-valley structure 

used in Section 3.5.3 (global optimum value 1.0). 
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Figure 4-8: Performance distributions of one algorithm on 50 problems. 

Again, an exhaustive experiment was conducted by running the algorithm on each 

problem for 100 trials and the results (sorted based on their mean values) are 

summarized in Figure 4-8 using error bars. It is clear that the problems generated did 

present quite different levels of difficulty. Furthermore, an investigation into the 

performance distributions in Figure 4-6 and Figure 4-8 showed that they were usually 

significantly different from Gaussian distributions.  

The configuration of the Racing experiment was the same as before except that 

Racing was allowed to start after 10 restarts. The performance of Racing averaged 

over 10 replications is shown in Figure 4-9 and the cost of Racing here was around 

14.35% of the exhaustive experiment. Regarding to reliability, the easiest problem 

was only eliminated in 1 out of 10 times and there were still other very easy problems 

available at the end of that single Racing experiment. 

Figure 4-9: The average number of remaining problems during Racing. 
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4.4 Racing Evolutionary Algorithms: Extensions 

4.4.1 Overview 

In the last two sections, the general applicability of Racing in model selection and 

empirical studies of EAs has been demonstrated. One of the common things is that all 

Racing techniques are applied on the basis of multiple candidates vs. single test 

instance. For example, in each model selection problem, there are a number of 

candidate models but only a single dataset while in the experiments of EAs there are 

several algorithm instances but only a single test problem or a series of problems and 

a single algorithm. In other words, Racing is applied with the aim to reduce the 

number of trials/restarts/test points involved in the experiments. 

In this section, Racing techniques are further developed and extended to to answer 

questions like: Given a set of candidate EAs as well as a number of test problems, 

which EAs perform best across all of the test problems? Similarly, in model selection, 

the question would be: Given a set of candidate models as well as a number of 

datasets, which models yield the lowest average errors across all datasets? 

Table 4-4: An experimental configuration with M candidates and P problems. 
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Table 4-4 shows the typical experimental configuration with M algorithms and P test 

problems. Note that each cell (i.e., a pair of algorithm and problem) contains several 

slots corresponding to random restarts. In fact, Table 4-4 can be seen as the 

concatenation of P tables shown in Table 4-1. Suppose that the number of restarts is 

N, it is easy to see that the complexity of such experiments is O (M·P·N). For 

example, an exhaustive experiment trying to find the best algorithms out of 60 

candidates across 50 test problems where each algorithm is to be tested for 100 trials 

on each problem would require 60×50×100=300,000 trials. 

One solution is to conduct the exhaustive experiment (i.e., 100 trials in the above 

example) for each algorithm on each problem, which is equal to merging those slots 

within each cell. By doing so, Table 4-4 is reduced to Table 4-1 and Racing could 

then be applied to reduce the number of problems on which each algorithm need to be 

tested [116]. However, an obvious disadvantage is that Racing is only applied against 

problems and there is no way to eliminate algorithms based on restarts/trials. 

Another possibility may be to apply Racing without the exhaustive experiment. The 

idea is very simple: instead of thinking of problems and restarts, the boundaries 

among problems could be removed and all P·N restarts under each algorithm are 

regarded as a whole population. In practice, at each step, a problem that has not been 

tested on for N trials is randomly selected and all remaining algorithms are tested on 

it for one trial. By doing so, existing Racing methods can be directly adopted and it 

might be more efficient than the above one. 

The major issue is that it is not unusual that test problems are quite different from 

each other in terms of difficulty, which means that the variance of the performance 

distribution of an algorithm over problems may be quite large, making it difficult for 

statistical tests to distinguish candidates. Note that since Racing is applied on restarts, 

it is also no justified to use the blocking design (see discussion in Section 4.3.2). 

Furthermore, as far as multiple problems are concerned, it is not always appropriate 

to use the mean value as the indicator of average performance[28]. For example, the 

mean performance of algorithm A could still be better than algorithm B even if A is 

better than B in only 1 out of 10 test problems while B outperforms A in the rest 9 

problems. Hence, it is argued here that it is more reasonable to look at the proportion 

of problems on which one algorithm outperforms another especially when test 

problems are randomly drawn from a specific problem space of interest. 
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4.4.2 Hierarchical Racing 

In this section, a hierarchical Racing scheme for handling the situation of multiple 

algorithms vs. multiple problems is proposed. The general idea is to apply the Racing 

algorithm described in Section 4.3 on a single problem at each step. At this level, the 

focus is on finding the top algorithms in terms of their mean performance on that 

particular problem (i.e., algorithms surviving to the end of Racing), which is the same 

as the first experiment in Section 4.3.3. Based on the outputs from the Racing 

experiment, top algorithms are labelled “1” while others are labelled “0”. In other 

words, this level of Racing plays the role of classifying algorithms on each problem. 

After going through a sequence of test problems, the overall performance of each 

algorithm is represented by a series of 1s and 0s, which could be regarded as a sample 

from a binominal distribution. Obviously, the larger the number of 1s, the better the 

algorithm in that it indicates how often this algorithm is among the top algorithms. 

Next, another level of Racing is applied by conducting a statistical test on each pair of 

algorithms concerning the proportion difference and algorithms with significantly less 

number of 1s compared to others will be removed from the Racing experiment. 

Table 4-5: The framework of hierarchical Racing. 

Repeat the following steps until no more unseen test problems or only one algorithm is left: 

1. Randomly select a new test problem 

2. Race remaining algorithms on that problem based on their mean performance 

3. Assign label “1” to remaining algorithms at the end of Racing 

4. Assign label “0” to algorithms eliminated during Racing 

5. Apply a statistical test to test the proportion difference (i.e., frequency of “1”) 

6. Remove algorithms with significantly smaller proportions compared to others 

The framework of the proposed hierarchical Racing scheme is given in Table 4-5. 

The idea is to reduce both the number of problems to be tested as well as the number 

of trials to be conducted on each problem. This allows inferior algorithms to be 

removed from experiments based on both restarts and problems. In the meantime, the 

overall performance of algorithms is based on their relative performance on the same 

test problems and the variation of difficulty across problems will have no influence 

on the performance of the high-level Racing.  
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4.4.3 A Statistical Test for Binominal Distributions 

In order to implement the hierarchical Racing, a statistical test for testing the 

proportion difference between two binominal distributions is required. Since it is 

actually a paired comparison as algorithms are tested on the same problem at each 

time, the classical Sign Test seems to be applicable. However, a limitation of the Sign 

Test is that it cannot take into account the occurrences of ties where both two 

algorithms perform equally well, which could be problematic when a lot of ties exist.  

In this section, a statistical test is proposed for binominal data assuming that two 

samples of equal size n are selected randomly and independently from two binomial 

distributions. Denote the number of successes in each sample by x1 and x2

respectively (assume x1>x2). Under the null hypothesis that there is no difference 

between the proportions p1 and p2 of the two distributions (i.e., p1=p2), the question is 

to find out the significance level of the alternative hypothesis p1>p2.

For large n values, the sample proportion of a binomial distribution with proportion p 

is known to have an approximately normal distribution with standard deviation [74]: 
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The standard deviation of the difference between two sample proportions is given by: 
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The following test statistic has a standard normal distribution and the observed 

significance level p-value is equal to the cumulative probability from z to +∞:
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Under the null hypothesis, the common proportion is p=p1=p2, which is estimated by:  
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Assuming no difference between the true proportions (D=0), the test statistic is: 
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This statistical test is based on the similar principle as many other tests such as the 

Student-t test and can be carried out efficiently. However, the Central Limit Theorem 

is only approximately accurate for non-normal distributions with large sample sizes. 

In practice, it is often likely that it could be too expensive to collect enough data by 

conducting experiments to satisfy this condition. As a result, there is a need for new 

statistical tests that do not rely on the normal approximation. 

The density function of binominal distributions is given by: 
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The p-value of a statistical test is defined as the probability of observing samples 

equally or more contradictory to the null hypothesis. Since the observed difference 

between the two samples is d*=x1-x2, the p-value is equal to the probability of 

observing d ≥ d*, which means that the difference between two sample proportions is 

equal to or even larger than x1-x2. Fortunately, it is possible to work out the p-value 

based on analytical analysis, thanks to the property of binominal distributions. 

Given the common proportion p, the sum of the probabilities of all possible samples 

satisfying the condition of d ≥x1-x2 is given by: 
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Note that a similar test has been proposed in [108] where the p-value is given by: 
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Eq. 4-17 represents the cumulative probability of observing at least x1 successes in 

the first sample and at most x2 successes in the second sample. In fact, what matters is 

the difference between two sample proportions, not their actual values. Eq. 4-17 

requires that the sample proportion of the first distribution should always be no less 

than x1 while the sample proportion of the second distribution should always be no 

more than x2. However, the condition of d ≥x1-x2 could also be satisfied in other 

situations. In fact, it will almost always only consider a subset of samples indicated 

by Eq. 4-16 and thus underestimate the p-value, more likely to make the Type I error 

(i.e., reject the null hypothesis when there is no enough evidence against it). 
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The common proportion p can be calculated using the pooled estimator in Eq. 4-13. 

Note that the p value that maximizes Eq. 4-17 is used in [108], which makes the test 

mostly conservative. Alternatively, a more principled method is to take into account 

the likelihoods of all possible p values (assume equal prior): 

 ),,(),,()( 21 pnxPpnxPpL binobino= (4-18) 

The final p-value can be found by the weighted sum of C(p) where the p-value 

produced by each individual p value is weighted by its own likelihood L(p): 
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Figure 4-10: An example of C(p) and L(p) with x1=8, x2=6 and n=10. 

An example is given in Figure 4-10 with x1=8, x2=6 and n=10, which shows the 

curves of C(p) based on Eq. 4-16 and L(p) based on Eq. 4-18. As mentioned above, 

there are different ways to estimate the common p value. Figure 4-10 shows that the p 

value maximizing C(p) as suggested in previous research and the p value based on the 

pooled estimator (Eq. 4-13) that maximizes the likelihood L(p) are 0.5 and 0.7, giving 

two p-values C (0.5) = 0.2517 and C (0.7) = 0.2313 respectively. In the meantime, the 

p-value is around 0.2273 based on the weighted sum (Eq. 4-19). By contrast, the 

classical test based on normal approximation (Eq. 4-14) gives a smaller p-value 

0.1646. Note that the test based on Eq. 4-17 gives an even smaller p-value 0.1345.  
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Table 4-6: The p-values for some selected samples using different tests. 

A: New statistical test based on pooled estimator              B: New statistical test based on weighted sum 

C: Statistical test based on normal approximation             D: Statistical test proposed in [108] 

p-values X1 X2 N
A B C D

5 3 10 0.2470 0.2419 0.1807 0.1403

8 3 10 0.0202 0.0182 0.0123 0.0102

9 6 10 0.0963 0.0963 0.0607 0.0551

25 15 50 0.0260 0.0255 0.0260 0.0093

40 15 50 2.482×10-7 2.279×10-7 2.515×10-7 6.250×10-8

45 30 50 0.0188 0.0188 0.0145 0.0067

50 30 100 0.0024 0.0024 0.0019 6.720×10-4

80 60 100 0.0013 0.0013 0.0010 3.460×10-4

90 80 100 0.0298 0.0308 0.0238 0.0106

A set of examples are given in Table 4-6 showing the p-values obtained from the four 

different statistical tests described above. These samples cover both small sample 

sizes where the classical test is not applicable as well as large sample sizes in order to 

provide a comprehensive head-to-head comparison. 

Firstly, by comparing test A and test B, it is clear that whether pooled estimator is 

used or not does not have a significant impact on the results (usually values from test 

B are slightly smaller than values from test A). Since Eq. 4-19 requires much more 

computational effort due to the calculation of integrals (i.e., it depends on the desired 

precision of integration), test A will be the focus from now on. 

Secondly, by comparing test A and test C, it is clear that with a small sample size, the 

classical test often underestimates the true p-value and as the sample size goes up, the 

difference between test A and test C becomes less and less obvious. From another 

point of view, since the results from test C with large sample sizes are known to be 

trustable, it empirically verifies the correctness of the proposed test A. 

Finally, there is a distinct contrast between test D and others. In all examples, it 

always gives a much smaller p-value, which means that it is likely to reject the null 

hypothesis when there is actually no enough evidence against it. As a result, it is very 

dangerous to establish conclusions based on this test. 
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4.4.4 Experiments 

A simulating dataset was created representing the performance of 50 algorithms on 

100 problems based on binominal distributions (Figure 4-11). The theoretical success 

rate of each algorithm was randomly chosen within [0.1, 0.9]. For each algorithm, 

100 samples were generated from a binominal distribution with the corresponding 

success rate. Note that the empirical success rates may be slightly higher and lower 

than this range due to random factors.  

Figure 4-11: The success rates of 50 algorithms on 100 problems. 

The Racing experiment was repeated 10 times and Racing was allowed to start after 5 

problems. The average number of algorithms remaining at each step is shown in 

Figure 4-12. On average, only 2.5 algorithms remained at the end of Racing and the 

cost of Racing was 16.87% of the cost of the exhaustive experiment.  Furthermore, 

the best algorithm (No.4) was always preserved through to the end of Racing. 

Figure 4-12: The average number of remaining algorithms during Racing with the proposed 
binominal statistical test. 
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Note that previously exhaustive experiments were always conducted first in order to 

evaluate the performance of Racing. Also, Racing was repeated several times to show 

its robustness. In practice, it does not make sense to do so and Racing should only be 

allowed for a single run to find the top candidates. Since the performance of Racing 

based on different statistical tests has already been empirically demonstrated before, 

only the results from a single Racing experiment will be shown next. 

The task considered here was to find the top algorithms from 60 candidates in terms 

of their performance across 50 problems. All 60 algorithms were the same as those 

used in Section 4.3.3 and 50 problems were generated in the same way as the 

problems in Figure 4-8. It was also assumed that up to 100 trials were to be conducted 

for each pair of algorithm and problem. 

At the low level of the hierarchical Racing, one problem was generated at each step 

and all remaining algorithms were tested on it. Racing was applied to remove inferior 

algorithms from the experiment based on their performance over restarts, similar to 

the experiment in Figure 4-7. Note that no algorithms were to be eliminated 

permanently at this stage (i.e., algorithms eliminated might still be further tested on 

other problems later). Instead, the output of the Racing experiment on each problem 

created a binary vector, indicating whether an algorithm survived to the end of Racing. 

After a few problems have been generated and tested, there was a binary performance 

matrix with each column showing the performance of a single algorithm on these 

problems (i.e., whether it was among the top algorithms on each problem). 

Next, the high level Racing based on the proposed binominal test was applied on this 

performance matrix to remove algorithms significantly less likely to produce the best 

results compared to others (i.e., based on the frequency of “1”). In other words, the 

low level Racing prevented inferior algorithms (i.e., algorithms performing badly on 

the current problem) from being tested for additional trials while the high level 

Racing prevented inferior algorithms (i.e., algorithms performing badly on problems 

that have been generated) from being tested on additional problems. Working in this 

way, the hierarchical Racing scheme was able to achieve very high efficiency 

compared to the exhaustive experiment. In fact, Racing required just 4% of the effort 

that would otherwise be required and there were only three algorithms left at the end 

of Racing. Some exhaustive experiments (100 trials) were conducted on a few 

selected problems, confirming that these three algorithms were among the top ones.  
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4.5 Hybrid Techniques in Parameter Tuning 

4.5.1 Overview 

In this section, the focus is on the application of Racing in the parameter tuning of 

EAs. The importance of parameter tuning is at least threefold. Firstly, EAs are not 

completely parameter robust and may not be able to solve problems effectively with 

inappropriate values. Secondly, when two or more EAs are compared, arbitrarily 

specified parameter values may make the comparison unfair and conclusions 

misleading. Finally, finding the optimal setting may be also helpful for better 

understanding the mechanism of EAs. 

One principled approach to parameter tuning is to exhaustively explore the 

performance of an EA with systematically varied parameter values. Statistical 

techniques such as ANOVA could then be applied on the results to formally 

investigate the influence and contribution of each parameter towards the algorithm’s 

performance as well as the interaction among parameters[20, 23, 36, 91], which may 

be used as heuristic knowledge in choosing the appropriate parameter setting. 

However, usually a large number of experiments are required to collect enough data 

for such statistical analysis, which is inefficient for the purpose of parameter tuning. 

Alternatively, mathematical modelling techniques such as Response Surfaces could 

be employed to search for the optimal parameter setting by only testing a relatively 

small number of parameter combinations [10]. 

If the performance landscape is suspected to be multimodal and there is no prior 

knowledge to come up with a good starting position, global optimization methods 

could be applied to conduct parameter tuning. A typical example is to use an external 

EA, called a Meta-EA [3, 46], as the high-level optimization procedure to conduct 

searching on the performance landscape. In these search-based methods, all 

parameters to be tuned are usually encoded into a vector and each instantiation of this 

vector called individual or algorithm instance corresponds to a fully specified EA. 

Consequently, the process of parameter tuning is to find the individual or algorithm 

instance that yields the best performance. 

It is worth mentioning that, in parameter tuning, algorithm parameters are chosen in 

advance and remain fixed during evolution. Another branch of research is called 

parameter control in which algorithm parameters are allowed to vary with time as the 
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objective function is optimised[31]. Typical examples are the self-adaptive mutation 

rate and population size. The advantage is that different parameter values may be 

needed in different stages of evolution in order to achieve optimal performance. 

However, there are still some exogenous parameters used to control those parameters. 

Also, not all algorithm parameters can be conveniently changed in this manner. After 

all, finding the optimal settings of EAs in different situations may also provide 

valuable information for designing better parameter control strategies.  

Next, the strengths and weaknesses of Racing and search-based methods such as 

Meta-EAs in parameter tuning are given a critical analysis. It is pointed out that 

search-based methods have inevitable difficulty in tuning symbolic parameters where 

it is very hard to define any sensible distance metric over the parameter space. As a 

contrast, Racing does not require a well-defined parameter space but there is an 

inherent lack of exploration ability. In order to solve these issues, a hybrid framework 

combining Meta-EAs and Racing is proposed, which is not only able to handle 

symbolic parameters but also to search and explore the parameter space efficiently. 

4.5.2 Racing vs. Search-Based Methods 

As mentioned above, in search-based methods, the EA to be tuned is often encoded as 

a vector and each individual/algorithm instance corresponds to a unique point in the 

parameter/search space. The major reason that these search-based methods can be 

expected to outperform random or exhaustive search is largely due to the assumption 

of the existence of some regular structure in the performance landscape. In other 

words, there should be some kind of “path” in the landscape that could be exploited 

by the search operators to effectively drive the overall tuning process.  

 

Figure 4-13: An example of the searching conducted by the hill-climbing method. 
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Figure 4-13 shows the tuning process conducted by a hill-climbing method working 

on a single parameter. The current individual/algorithm is represented by a solid 

circle and there are two individuals marked by A and B respectively that are close to 

it. By evaluating these two neighbours, it turns out that neighbour A is better than the 

current individual as well as the other neighbour B (the vertical axis represents 

performance). As a result, in the next step, the hill-climbing method will move its 

current position to A (i.e., towards the optimum).  

Although this example is very simple, it does reveal a key factor of all non-trivial 

search-based methods: a meaningful distance metric among individuals, which 

creates a performance landscape compatible with the search operators. For example, 

in order for the hill-climbing method to work, there has to be a well defined 

neighbourhood (i.e., a set of individuals similar to each other) as well as an 

appropriate search operator to get samples from the neighbourhood (i.e., it should be 

able to generate/sample individuals that are similar to the current one). In fact, the 

fundamental mechanism of the hill-climbing method is based on the assumption that 

the performance of similar parameter settings is also similar to each other and it is 

likely to find better parameter settings from the nearby area of the current best one. 

In general, the distance metric in the search space (i.e., the distance among algorithm 

instances) is determined by the way that parameters are encoded. For example, if the 

continuous crossover rate parameter is encoded in its original data type, it would be 

reasonable to say that two algorithms similar to each other in terms of crossover rate 

are also close to each other in the search space defined by the Euclidean distance. 

However, if they are encoded into binary strings, these two algorithms may be quite 

distant from each other in terms of the Hamming distance.  

The major issue is that EAs with similar parameter settings should be represented by 

individuals that are also close to each other in the search space. Note that the actual 

distance between two individuals in terms of searching is also influenced by the 

specific search operator in use [54]. If the distance metric does not match the 

similarity of algorithms, the fitness values of individuals close to each other in the 

search space may not be closely related. From the landscape point of view, this means 

that the landscape may present a significant level of noisy structure, which could 

reduce the effectiveness of almost all search-based methods. In fact, finding the 

appropriate encoding scheme is also a well-known common issue in the field of EAs. 
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However, unlike those numerical parameters (e.g., population size), some parameters 

are nominal and only have symbolic meanings, which cannot be encoded in a natural 

way. For instance, an EA could adopt one of many different selection strategies but it 

is hard to design a meaningful encoding scheme for this parameter. The reason is that 

there is usually no clear knowledge about the relationship among these selection 

strategies and it is difficult to quantify the distance between each pair of them. In fact, 

it is even difficult to say which one is more similar to which one in some general 

sense. Certainly, it is always possible to apply any arbitrary encoding scheme on it 

but the shape of the performance landscape could also be arbitrary, which can hardly 

be guaranteed to be solved efficiently by a given search-based method. 

Suppose that there are 10 selection strategies to be chosen from and the performance 

of the EA with each strategy is shown in Figure 4-14 (top), labelled according to a 

certain encoding scheme compatible with their inherent similarity. Note that this is an 

idealized situation and if an arbitrary encoding scheme is applied, selection strategies 

that produce similar performance could be mapped into quite different individuals 

(i.e., large distances along the horizontal axis). As a result, the original smooth 

landscape may turn into some thing pretty nasty as shown in Figure 4-14 (bottom). 

Figure 4-14: The influence of the encoding scheme on the landscape structure. 
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By contrast, Racing does not work on the parameters of EAs in the way that a search-

based method might. Instead, Racing is based on the statistical comparison of 

different algorithm instances, which are regarded as atomic black boxes (i.e., only the 

performance evaluation of the instance is required). By doing so, the requirement of 

defining an appropriate encoding scheme or distance metric is removed. However, a 

closer look at Racing reveals that there is an inherent lack of any mechanism of 

exploration. In fact, Racing always starts with a fixed set of candidates and no other 

candidates can be reached. From this point of view, it is more like a selection method 

than a search method. If Racing is to be applied to the task of parameter tuning, the 

optimal parameter setting must be included in the initial set. Otherwise, there is no 

hope to find it by Racing. 

Unfortunately, there is usually no such guarantee in practice. One solution would be 

to start with an exhaustive set containing all possible combinations of parameter 

values. However, for continuous parameters, the size of the candidate set is infinitely 

large, which makes this approach impractical. On the other hand, the accuracy of 

tuning may suffer if discretization is in use, especially when the algorithm’s 

performance is sensitive to the parameter values. 

In summary, the major challenge faced by all search-based methods is the difficulty 

in defining a distance metric over those nominal/symbolic parameters. Without a 

sensible distance metric, the resulting landscape may present high level irregularity 

and no search algorithm is expected to do well on it. For this reason, these nominal 

parameters are generally referred to as non-searchable parameters. Another practical 

issue is that, in each iteration, a set of individuals still need to be tested exhaustively 

on the benchmark problem, which may take a significant amount of computational 

time. This feature may also reduce the advantage of search-based methods against the 

brute force method when the search space is relatively small. 

In fact there is another practical issue: some parameters have associated parameters 

that only make sense together with the master parameters. For example, the 

tournament size of the tournament selection or the selection ratio of the truncation 

selection also needs to be tuned but they only make sense when the current selection 

parameter is set to the corresponding selection strategies. Although it is possible to 

encode these parameters, it may introduce redundancy into the representation and the 

Meta-EA also needs to be customized to handle them.  



134

The difficulty in Racing is mainly due to the fixed initial set of algorithm instances. If 

the number of all possible candidates is not too large, say a few hundreds, Racing is 

expected to work reasonably well. If the number of potential candidates that need to 

be examined is far beyond this figure, it would be difficult to apply Racing directly on 

such a huge set of candidates (e.g., even testing hundreds of thousands candidates for 

a single trial would require an enormous amount of time). In this situation, it is only 

practical to require Racing to work on a small set of candidates at each time. 

4.5.3 Hybrid Techniques 

It is easy to see that the properties of Racing and search-based methods are 

complementary to each other. In order to efficiently handle situations where the 

search space is very large and/or contains non-searchable parameters, it is useful to 

consider a hybrid tuning framework combining Racing and search-based methods. 

Next, two examples are given to demonstrate how this hybrid approach works. 

In the first scheme, a relatively simple situation is considered in which a (1+λ) ES is 

combined with Racing and it is assumed that all parameters to be tuned are numerical 

and thus searchable. At each step, a set of λ new individuals/algorithm instances are 

sampled from a Gaussian distribution centred at the current solution. The major 

computational cost in this method is on finding the best individual from a set of 

candidates, which is exactly what Racing is designed for. In the proposed hybrid 

approach (Figure 4-15), instead of sequentially evaluating each individual, all 

individuals are brought into Racing to find out the best one and as shown in previous 

experiments, it is expected that many of them may be eliminated after just a few trials, 

saving a large portion of computational resource.  

 

Figure 4-15: The framework of the hybrid (1+ λ) ES + Racing scheme. 
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The second scheme is proposed to handle the more general and complicated situation 

in which parameters to be tuned include those symbolic ones, which are generally not 

searchable. Also, it is assumed that a more powerful Meta-EA with population size 

large than one is in use. 

The general idea of this hybrid scheme is to treat these two classes of parameters 

separately: only searchable parameters are encoded into individuals in the population 

of the Meta-EA and each individual no longer corresponds to a fully specified 

algorithm instance. Instead, it represents a set of fully specified EAs sharing the same 

searchable parameters and different from each other only on those non-searchable 

parameters. Note that the size of the candidate set depends on the number of non-

searchable parameters and their cardinalities. 

In order to evaluate the performance of each individual, Racing is applied to find the 

best algorithm instance from the corresponding set of EAs and its performance is 

returned as the fitness of the individual (Figure 4-16). An alternative approach would 

be to apply the brute force method to conduct searching on those non-searchable 

parameters, which may be very time-consuming.  

Note that in both schemes, the best individual needs to go through the maximum 

number of trials, even if it is the only one left in the Racing process. This is because it 

is necessary to find out not only which individual is the best performing one but also 

its most reliable performance/fitness value, as required by the Meta-EA. 

 

Figure 4-16: The framework of the hybrid Meta-EA + Racing approach. 
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4.5.4 Experiments 

A classical GA with binary representation was used in the experiments. Two parents 

from the current population were selected at each time and two offspring were 

generated through recombination of these two parents with probability Pc (the 

crossover rate). Otherwise, these two parents were kept unchanged and copied to the 

mating pool. When the mating pool was full, mutation was applied, which changed 

the value of each bit by flipping it from 0 to 1 and vice versa with probability Pm.

Finally, new individuals were evaluated and replaced the old population. If elitism 

was applied, the best individual found so far in previous generations would be copied 

to the new population, replacing a randomly chosen individual. 

There were a number of parameters to be specified. The population size (P) was a 

discrete parameter of high cardinality (i.e., it should be a positive even number 

because individuals are generated in pairs). It is well known that a very small 

population may result in premature convergence while a very large population may 

result in a slow convergence speed. The crossover rate Pc and mutation rate Pm were 

both continuous variables within [0, 1], which were important for controlling the 

balance between exploration and exploitation. The selection strategy (S) was a 

discrete variable, which contained various candidates (e.g., tournament selection) 

combined with their corresponding parameters (e.g., tournament size). Also, a 

discrete parameter (C) was required to specify the type of crossover (e.g., one-point 

or two-point). At last, a binary parameter (E) is used to indicate whether elitism is 

used or not. The feasible values of S, C & E are given in Table 4-7. 

Table 4-7: Feasible values of S, C & E. 

 Values 

S

“Truncation” {0.1, 0.2, 0.3, 0.4, 0.5} 

“Tournament” {2, 4, 6} 

“Linear Ranking” {1.5, 1.8, 2.0} 

C “One-Point”, “Two-Point”, “Uniform” 

E 0 (without elitism), 1(with elitism) 
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According to the above discussion, the GA could be fully specified by a six-element 

tuple: <P, Pc, Pm, S, C, E>. Note that, some parameters were continuous (i.e., the 

population size could be regarded as a continuous parameter during optimization due 

to its high cardinality and then rounded up to the nearest feasible value) while others 

were discrete, which created a mixed-value optimization problem.  

In the first experiment, a simple situation was considered in which only P, Pc and Pm

were to be tuned while others parameters were fixed. In this experiment, although all 

parameters were searchable, evaluating each individual using the brute force method 

could still be very time-consuming. As a result, the hybrid (1+λ) ES + Racing was 

applied to help reduce this computational burden. 

Table 4-8: Definition of search space and step sizes. 

Range Standard Deviation 

P [20, 100] 5 

Pc [0, 1] 0.1 

Pm [0, 0.2] 0.02 

The (1+ λ) ES was based on a fixed Gaussian distribution with a diagonal covariance 

matrix. The boundaries of the search space and the standard deviations are given in 

Table 4-8, which were chosen based on some general knowledge without any specific 

tuning. Note that for some values of the population size, it is possible that, given the 

fixed number of fitness evaluations (500 in the experiments), the number of 

generations may not be an integer. The solution adopted here was to increase the 

population size of the final generation to accommodate those extra individuals to 

maintain the same number of fitness evaluations among all candidates. 

The 100-bit One-Max problem was used as the benchmark problem due to its small 

computational cost and well understood structure. The (1+ λ) ES with λ=20 started 

from the middle of the search space while other GA parameters were arbitrarily set to 

(i.e., no necessarily a good choice) < “Truncation”, 0.5, “One-Point”, 1>.  

Note that the starting individual was evaluated exhaustively (i.e., tested for 100 trials) 

and the best candidate found by Racing out of λ candidates (significance level 0.10) 

at each generation of the ES was also required to go through all 100 trials to find out 

its most reliable performance for comparison against the current best one even if it 

was the only one left during Racing.  
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Figure 4-17: The evolution process of the hybrid (1+ λ) ES + Racing scheme. 

The best parameter settings found in a typical trial (GEN=20) and the performance of 

the corresponding GA are shown in Figure 4-17. It is clear that this approach could 

find much better parameter settings than the initial one and the performance of the 

GA increased from around 71.51 to 83.97 within 15 generations.  

In the meantime, all parameters under tuning showed a clear pattern. The population 

size dropped from 60 to 20 while the crossover rate increased from 0.5 to 1.0. The 

mutation rate also quickly settled down at a very small value around 0.018. Since 

there is no dependence among the variables of the One-Max problem, it seems 

unnecessary to employ a large population to maintain the genetic diversity and a 

small mutation rate is also justified. As to the crossover rate, it plays a major role in 

GAs in combining building blocks and a large value is often recommended.  

Obviously, the hybrid scheme did a good job in this case study and it only took 

around 12% of the cost of an ordinary ES in which individuals are exhaustively 

evaluated. Note that the lower boundary of the cost of Racing is around 9.75% as all 

20 candidates needed to be tested for at least 5 trials and the best one needed to be 

fully tested for 100 trials. Next, it will be shown how the GA’s performance can be 

further improved through the simultaneous tuning of all six parameters. 



139

Figure 4-18: The evolution process of the hybrid Meta-EA + Racing scheme. 

In the second case study, a (µ+λ) ES with µ=λ=20 was employed as the Meta-EA in 

which each individual still consisted of P, Pc and Pm while representing a total of 66 

algorithm instances with different values of S, C and E (i.e., 11 selection strategies × 

3 crossover operators × 2 options of elitism). By doing so, the Meta-EA still only 

needed to handle a continuous optimization problem.  

Figure 4-18 presents the evolution process of this hybrid scheme in which all results 

were averaged over the population. It is clear that much better parameter settings 

were found while the superiority of small population sizes, large crossover rates and 

small mutation rates was again evident. Note that all GAs were given the same 

number of fitness evaluations and their performance was only evaluated at the end of 

evolution. As a result, the comparison among GAs with different population sizes 

was fair and no favour was given to GAs that converged faster than others. 

Furthermore, the uniform crossover dominated the final population, while a strong 

selection pressure was created by either the tournament selection with tournament 

size 6 or the truncation selection with selection ratio 0.2. As to Elitism, it was not 

shown to be beneficial in this case. The cost of Racing was around 7.4% of the cost of 

the brute force method, had it been applied to find the best algorithm instances. 
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4.6 Conclusions 

In this Chapter, statistical Racing techniques were investigated in order to reduce the 

computational cost of large scale empirical studies of EAs where the typical focus is 

on finding the best performing algorithms from a set of candidates.  

A comprehensive introduction to Racing was given in the context of the model 

selection problem in machine learning to demonstrate its unique working mechanism 

compared to search-based methods. Some typical statistical tests such as the 

Hoeffding’s bounds that have been previously used in Racing were analysed to show 

their strengths and limitations. The possible influence of the multiplicity effect in 

Racing was also discussed. 

Based on detailed analysis of the similarities and differences between experimental 

research in EAs and the model selection problem, the applicability of Racing in the 

evaluation of EAs and some practical issues that must be taken into consideration 

have also been discussed. Experimental results showed that Racing is capable of 

(with a high degree of accuracy) efficiently identifying the best performing EAs from 

a set of candidates in terms of their performance on a single test problem as well as 

finding the easiest test problems for a specific EA.  

The potential of Racing techniques was further demonstrated with the introduction of 

a hierarchical Racing framework, which can extend the applicability of Racing to 

experiments involving multiple algorithms over multiple problems (i.e., to reduce the 

number of trials to be conducted on each problem as well as the number of problems 

to be tested). At the lower level of the hierarchy, a Racing procedure was applied on 

each test problem sequentially to find out the best performing algorithms on that 

particular problem in terms of the mean performance. In the higher level, another 

Racing procedure was applied to remove inferior algorithms that were unlikely to be 

the best ones across problems. A new statistical test for testing the difference of 

proportions of two binominal distributions was also proposed, which can effectively 

handle situations with small sample sizes. 

An important application of Racing in EAs is the task of parameter tuning. For this 

purpose, a thorough discussion was given on the properties of Racing compared to 

traditional search-based methods such as Meta-EAs. It is pointed out that while 

Racing has a number of useful properties it also inherently lacks the ability to explore 
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the parameter space by working on a fixed initial set of candidates. On the other hand, 

it can be difficult for search-based methods to handle problems involving symbolic 

parameters where it may be difficult to define any sensible distance metric over the 

search space. In order to address these issues and to exploit the advantages of both 

methods, two hybrid schemes were proposed where search-based methods were 

responsible for exploring the search space while Racing was applied, in place of a 

brute force or exhaustive method, to significantly reduce the cost of comparing the 

performance of individuals/algorithm instances.  

Some rules of thumb are given as follows to assist in choosing appropriate parameter 

tuning techniques: 

1. If the size of the parameter space is small (e.g., ten candidates or even less), it 

is usually straightforward and reliable to conduct an exhaustive search to find 

the best parameter setting. 

2. If the size of the parameter space is moderate (e.g., up to a few hundreds of 

candidates), Racing could be applied to significantly reduce the computational 

time required while maintaining quite high reliability, regardless of whether 

the parameter space is searchable or not. 

3. If the size of the searchable parameter space and non-searchable parameter 

space are both large, it is worthwhile to consider the proposed hybrid scheme 

of Meta-EA +Racing. 

4. If the size of the searchable parameter space is large while there is no 

symbolic parameter or the size of the non-searchable parameter space is small, 

it is suggested to use Meta-EAs only while applying random/exhaustive 

search on those symbolic parameters if necessary. 

5. An exception of rule No. 4: if the Meta-EA in use is similar to the (1+λ) ES, 

which requires choosing the single best individual from a set of candidates, it 

is still possible to consider the Meta-EA + Racing scheme. 

In all of the experiments presented in this Chapter, Racing was able to reduce the cost 

of the brute force method by around 90% while maintaining high reliability. Its 

practical performance, however, depends on the properties of the specific 

performance distribution produced by the given experimental configuration and is 

likely to be slightly different.  
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V. Real-World Applications 

5.1 Overview 

Although the ultimate goal of EAs is to solve various problems in the real world, 

many of them have never been tested on such problems, especially large-scale 

applications. An algorithm’s performance on benchmark problems, while useful in 

validating the principles of the algorithm, provides little confidence on its 

performance in significantly more complex situations. As a consequence, these 

algorithms have not yet played an important role in practice where optimization 

problems are still largely being attempted by various traditional methods. 

On the other hand, despite more and more applications of EAs in real-world problems, 

many of them are focused on solving a specific problem. It can be difficult for other 

researchers to extract and transfer the knowledge gained in solving one problem to 

assist in solving other problems and/or to gain insights into the performance of EAs. 

For example, identifying and exploiting structural features of a problem has the 

potential to provide useful information for choosing an appropriate optimization 

algorithm and to help understand the performance of an algorithm. Unfortunately, 

detailed analysis of problem structure is itself a challenging problem that has received 

relatively little attention. Hence, there are few guidelines on how to select one of the 

many algorithms available to a given real-world problem.  

In this Chapter, a case study on a magnet design task in Magnetic Resonance Imaging 

(MRI) systems is conducted. Instead of simply trying to solve a particular real-world 

problem, the major motivation is to evaluate EDAmvg on this problem to show the 

importance of capturing dependences in practice. Also, certain structural features of 

this problem will be investigated, using techniques that can be applied to other 

problems, and to relate the performance of the algorithm to the problem structure.  

The next section gives the details of the problem specification while a statistical 

method for estimating the number of optima in the search space is analysed and 

improved in Section 5.3. Experimental results are presented in Section 5.4 and this 

Chapter is concluded in Section 5.5 with directions for future work. 



143

5.2 MRI Magnet Design Problem 

Magnetic Resonance Imaging (MRI) is an imaging technique widely used to produce 

high quality images of the inside of the human body. The general shape of a MRI 

system is roughly cylindrical, containing a deep bore in the centre where the patient is 

to be placed. The magnet system is used to produce an intense and homogeneous field 

in the region to be imaged to obtain images of good quality. A major challenge is to 

shorten the MRI magnet design (i.e., conventional systems are usually 1.8 to 2 m in 

length) so that the perception of claustrophobia experienced by patients can be 

reduced [2, 22, 103]. This is a significant engineering challenge as the field 

homogeneity is strongly dependent on the overall length of the coil structure.  

Figure 5-1: A six-coil symmetric magnet structure in conventional MRI systems. 

As shown in Figure 5-1, a typical magnet design contains a number of concentric 

coils with regard to Z-axis, which are also symmetric about the origin. Each coil has a 

ring shape with a rectangular cross-section and contains many turns of 

superconductive wires. The imaging area (dsv) is specified by a spherical area centred 

at the origin with a typical diameter of 45 or 50 cm. The major optimization objective 

is to create a very homogeneous field within dsv by finding the best shapes and 

positions of these coils in the 3D space.  

For each coil, four parameters are to be specified (Figure 5-2):  

• axial position (distance from the origin to the middle of the coil along Z-axis)  

• axial width 

• number of turns (negative value represents a negatively wound coil)  

• inner radius of the ring  
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Figure 5-2: The specification of a single coil. 

Since coils are usually arranged in symmetric pairs, for a design with N coils, only 

half of them need to be optimized and consequently the search space has 2N 

dimensions. Note that the value of N needs to be decided in advance. If N is too small, 

it may be impossible to find the required solution given certain constrains (i.e., the 

minimum number of coils is usually not known a priori). On the other hand, too 

many coils will make the search more difficult and the design over-complicated. 

The major objective is to minimize the inhomogeneity of the field as measured in 

parts per million (ppm) with 0 ppm being the global optimum in theory (i.e., often not 

possible in engineering). A fast algorithm based on coil cross-section is adopted to 

calculate the homogeneity, allowing a large number of candidate solutions to be 

evaluated within a reasonable amount of time [35].  

Apart from this homogeneity requirement, in practice, it is also desirable to minimize 

the field outside the MRI system for the safety of other people such as the operator. 

This secondary objective will introduce a new fitness function and could be combined 

with the main fitness function, which is not included in the current experiments but 

will be pursued in the future. 

Finally, there are also various physical constraints embedded in the design. For 

example, the overall space is often restricted to a box area. Within this area, each coil 

cannot overlap with or be too close to others. Otherwise, the design would be 

physically impossible to implement. Also, it is preferable not to have very thin 

vertical coils because they may bend due to the strong magnetic field. 

0
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Axial Width 

Number of Turns 
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5.3 Analysis of Problem Structure 

5.3.1 Estimation of Search Space Multimodality 

One key step before applying any optimization algorithms is to have some idea of the 

structure of the problem to be solved. The reason is that, among the huge number of 

existing optimization algorithms, different algorithms often employ different 

heuristics and are likely to have their own strengths and weaknesses. As a result, 

having a deep understanding of the problem structure may be very helpful for 

choosing the appropriate algorithms. For example, if a problem is known to have a 

large number of local optima, simple hill-climbing algorithms or other gradient-based 

algorithms may be considered unsuitable due to their local searching behaviour. On 

the other hand, if the problem structure is not complex, these algorithms may be 

expected to be more efficient and may yield more accurate results compared to 

population-based stochastic algorithms like EAs. 

However, little emphasis has been placed on investigating problem structure in 

previous work. This may be partially due to the difficulty in characterizing the 

structure of complex real-world problems. In such problems, the search spaces are 

often of high dimensionality. Consequently, it is impractical if not impossible to 

perform extensive investigation because the effort required to explore the problem 

structure may be even greater than that needed to solve the problem itself. 

Fortunately, with the help of statistical methods, it is possible to estimate some 

problem properties at an affordable computational cost. In this section, the approach 

used in [19] is adapted to estimate the number of optima in the search space, which is 

one property of interest. The question addressed in [19] is called birthday problem: 

“How many people must be in a room before the probability is 1/2 that two or more 

people share the same birthday?” The assumption here is that each people is 

randomly selected and the birthdays are uniformly distributed (i.e., same birth rate for 

each day in a year). 

Assuming that each year has 365 days, the probability that the birthdays of a group of 

K people are unique is given by: 
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It is more convenient to rewrite Eq. 5-1 by taking the log of both sides and using the 

approximation ln (1+x) ≈x for |x|<<1: 
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Note that the probability PD that two or more people share the same birthday is 

exactly 1 minus PU. By substituting PU=1-PD=1-0.5=0.5 into Eq. 5-2, the K value is 

approximately 23, which means that 23 people must be in a room in order for the 

probability to be 0.5 that at least a birthday is duplicated once. 

On the other hand, the length of a year denoted by N given specific values of K and 

PD can be estimated by: 
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Two schemes are proposed in [19] to estimate the N value in practice. In the first 

approach, people are admitted into a room one by one until the first duplicate birthday 

is encountered. The number of people in the room is recorded and the mean value 

from a series of such experiments is used to estimate the value of K (PD=0.5). In the 

second approach, a fixed number of people are put into the room in each trial and the 

fraction of trials in which at least a duplicate birthday is found is regarded as PD. The 

major practical difficulty of the second approach is how to determine the number of 

people (K) in advance without having any knowledge of the length of a year (e.g., to 

avoid having situations where PD=0). As a result, the focus will be on the first 

approach from now on. 

In the first approach, it is assumed that, if on average Kmean people are required in 

order to find a duplicate, the probability is 0.5 that there is at least one duplicate if 

exactly Kmean people are in the room. However, it is argued here that the median value 

Kmedian should be used instead of Kmean. The reason is that the median indicates the 

middle position of a sequence of data, which means that there are equal numbers of 

data greater or less than the median. In the above case, there are equal numbers of 

experiments in which the number of people required is greater or less than Kmedian.

Consequently, it is reasonable to say that PD is equal to 0.5 if there are exactly Kmedian 

people in a room. Although Kmean and Kmedian are identical for some probability 

distributions, it is unfortunately not the case here. 
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To demonstrate this point, 100,000 independent experiments were conducted and the 

distribution of the number of people required to find the first duplicate is plotted in 

Figure 5-3. It is clear that the distribution is skewed towards the positive direction and 

it is likely that Kmean is greater than Kmedian. In fact, in this example, the median is 23 

while the mean is 24.6, giving two estimated N values 365.0 and 418.8 respectively. 

Obviously the N value based on Kmedian is very accurate while the N value based on 

Kmean is significantly overestimated. Note that there were 53,814 experiments that 

required less than 24.6 people, giving an updated PD=0.54 and the new estimated N 

value based on Kmean would be 373.8, which is closer to the true value. 

Figure 5-3: The distribution of the numbers of people required in 100,000 trials. 

Based on the above analysis, it is unreliable to use Kmean with PD=0.5 in Eq. 5-3 and 

the correct value of PD needs to be calculated empirically. Next, a new estimation 

method is proposed, which is based on Kmean without the need of knowing PD.

Given a black-box system with totally N possible outputs that are equally likely to be 

produced at each time, the probability of consecutively observing K-1 unique outputs 

in the first K-1 steps and one duplicate at the Kth step is specified by: 
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For a fixed N value, Eq. 5-4 can be regarded as the probability density function of K. 

Figure 5-4 shows the distributions of K with different N values and it is clear that all 

curves are asymmetric and, for different N values, the curves of K are different. 
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Figure 5-4: Probability distributions of K with different N values. 

The mean value of K for a given N value can be easily calculated by the following 

equation, which establishes a principled relationship between Kmean and N. Some 

examples with selected N values are shown in Figure 5-5. 
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Figure 5-5: Mean values of K for different N values. 

Note that as the value of N becomes larger, Kmean also increases accordingly but at a 

much slower rate. As seen in Figure 5-5, Kmean only grows from around 13.2 to 

1243.2 while the N value is increased by four orders of magnitude. In fact, the larger 
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the N value, the smaller the ratio between Kmean and N, which makes it possible to 

estimate the N value by seeing only a small fraction of all outputs. For example, 

suppose N=1,000,000 and 10 trials are to be conducted. Since Kmean =1243.2, it is 

expected that around 12,432 outputs need to be observed, which only account for 

around 1.25% of all possible outputs. In fact, if a brute force method (i.e., keep 

observing and recording unique outputs) is used, more than one million observations 

are required due to duplications and, more seriously, it is difficult to make sure 

whether all possible outputs have been recorded. 

Certainly, there is a tradeoff that needs to be taken into account in the above: for large 

N values, the variances of the distributions of K are also quite large. As a result, the 

number of experiments needs to be adjusted accordingly in order to have an accurate 

estimation of Kmean. However, in practice, it is not very important to have such an 

accurate estimation. Instead, it is usually enough to have a rough figure on the order 

of the number of all possible states. 

The above statistical technique can be also applied to the analysis of optimization 

problems. Each optimization problem can be regarded as a black-box and each 

optimum corresponds to a unique output. By randomly sampling optima and counting 

the number of samples required to find the first duplicate, it is possible to use this 

approach to estimate the number of optima or the multimodality of the search space. 

An obvious question is how to sample optima in an optimization problem? Typically, 

this could be done by running a multi-restart hill-climbing algorithm, each time using 

a randomly chosen starting point. In an idealized situation, this hill-climbing 

algorithm should be able to find one optimum at the end of each trial. In practice, it 

could at least reach a point close to the optimum, depending on its step size. 

One issue of this approach is that optima may have different basin sizes and the 

chance of finding each optimum may differ, which violates the assumption of equal 

probability. For example, if there is an optimum that dominates the search space, the 

hill-climbing algorithm may be often attracted by its basin despite the existence of 

other optima. In this case, the values of K produced will tend to be underestimated as 

it is easier to find a duplicate. Nevertheless, having a lower bound on the 

multimodality of a problem is often more useful from a practical/optimization point 

of view than having an upper bound (e.g., a search space having at least one million 

optima vs. at most one million optima). 
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5.3.2 The Multimodality of the MRI Problem 

To sample local optima using a hill-climbing algorithm, the first choice that needs to 

be made is the definition of neighbourhood, which is essential in determining whether 

a point is an optimum. One possibility is to allow all parameters to be changed 

simultaneously. In this situation, a hill climber needs to examine up to 3n-1 

neighbours in order to decide where to move next (n is the dimensionality). 

Obviously, this becomes intractable for large n.  

Alternatively, the hill climber could be restricted to moving along one dimension at a 

time, searching up to 2n neighbours. However, the issue is that if there is some 

dependence in the local space around an optimum, changing one parameter at a time 

may make the algorithm get stuck when it is still distant from the optimum, which 

means that simply knowing a hill climber has stopped does not necessarily imply that 

it has reached an optimum. For example, in Figure 5-6, the optimum is marked with a 

flag while the current position is represented by the solid circle. If it is better than all 

its four neighbours represented by shadowed circles, it will get stuck there. 

 

Figure 5-6: A demo of a hill-climbing algorithm searching 2n neighbours. 

In continuous spaces, with a large step size, a hill-climbing algorithm will often jump 

over optima with small basins of attraction and thus the number of optima found may 

be less than the number of optima found by using a smaller step size. In other words, 

a large step size could effectively smooth the search space. On the other hand, with 

different initial positions in the same basin of an optimum, a hill-climbing algorithm 

with a fixed step size may get stuck at different locations. This creates another 

difficulty in determining whether two hill climbing trials getting stuck at different but 

close locations actually correspond to the same optimum.  
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One solution is to use a very small step size but the algorithm may then need a 

significant number of steps to stop, which could be very time consuming. The 

approach adopted here is to start the hill-climbing algorithm with a moderate step size 

and once it gets stuck, a very small step size is then used to conduct fine searching to 

make sure that the hill climber will end up being as close to the optimum as possible. 

For the MRI design problem, the 10-coil symmetric design (dsv=50cm) was firstly 

chosen as the target and only those 5 coils on the positive part of Z-axis were 

optimized, which created a 20D search space. The boundaries of the search space for 

each coil were set as: 

� axial position: [20, 700] 

� axial width: [20, 100] 

� number of turns: [-5000, 5000] 

� inner radius: [480, 520]  

These values represent a typical feasible search space. For each hill climbing trial, the 

starting point and all points visited were restricted to the above area with the 

additional constraint that all coils must be within the positive part of the Z-axis. If any 

variable exceeded its corresponding boundary, its value would be set to the boundary 

value. Each hill climbing trial started with step size 5 and then changed to 0.05 after it 

got stuck for the first time. 

Ten independent experiments were conducted with each one containing maximum 

1,000 hill climbing trials starting from random positions. At the end of each trial, the 

location and the fitness value of the best solution were recorded. The difficulty of this 

problem is clearly evident from the fact that not a single duplicate could be found 

from the 1,000 trials in any of the 10 experiment. In other words, more than 1,000 

trials (i.e., the exact number is not known) are required to find a duplicate. Suppose 

that the median of the probability distribution of K with the unknown N value is 

1,000 or less. The chance of getting 10 random samples all greater than 1,000 is 

1/1024, which is extremely small and can be used against the previous assumption 

(i.e., Kmdeian≤1,000) with high confidence level. As a result, it is reasonable to claim 

that the median should be greater than 1,000 and the mean is even larger. Since the 

mean value for N=1,000,000 is around 1243.2, it is estimated (i.e., lower bound) that 

there were around 1 million optima in the search space. 
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Note that the search space itself contains symmetries because permutating the 

sequence of coils in a design does not change its functionality but will result in quite 

different individuals. In the above example, there were 5 coils and for each individual 

there were totally 5! = 120 individuals identical to each other from the design point of 

view. The performance distribution of the 1,000 best solutions found in a typical 

experiment and the distribution of the Manhattan distance (i.e., this is the distance 

metric implied by the hill-climbing algorithm) between each pair of them are plotted 

in Figure 5-7. It is clear that the hill-climbing algorithm even had difficulty in finding 

solutions with less than 1,000 ppm. Also, all solutions were distant from each other 

(i.e., more than 1,000 units, taking into account all possible permutations of coils) and 

it is unlikely that any two of them corresponded to the same optimum. 

Figure 5-7: Distributions of fitness values (top) and distances of 1000 best solutions (bottom). 
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5.4 Experiments 

5.4.1 Parallel Computation 

One of the common characteristics of many real-world problems is that they often 

have a large search space. Consequently, a large population is often required to 

achieve satisfactory performance. Furthermore, the fitness functions may also involve 

quite intensive computation. Fortunately, since EDAs and EAs are population-based 

algorithms, it is easy to apply parallel computation to significantly speedup the 

optimization process.    

 

Figure 5-8: The framework of parallel computation with Master/Worker structure. 

The approach used in the following experiment is depicted in Figure 5-8, which is 

similar to the structure in [3]. The Master process contains the complete code of the 

optimization algorithm while each Worker process is dedicated to the evaluation of 

the fitness function. At each generation, the Master process sends individuals to 

Workers for evaluation and Workers send the fitness values back to the Master 

process. The advantage of this framework is that it has a simple hierarchical structure 

and any modification of the optimization algorithm itself in the Master process has no 

influence on the Worker processes. Since the communication can be conveniently 

realized through shared files, a number of inexpensive PCs connected to a local 

network can be utilized with each one running a single process. In the meantime, 

since the volume of data that needs to be exchanged is often trivial, the improvement 

of speed is very significant and thus it is possible to employ a very large population 

and/or to run the algorithm for a large number of generations. 

Master 

Worker 1 Worker n 

Individuals 

Fitness Values 
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5.4.2 Preliminary Experiments 

Some preliminary trials were conducted to investigate the performance of EDAmvg on 

the magnet design task with 10 coils. The search space and constraint handling were 

the same as those in the hill climbing experiments in Section 5.3.2. For EDAmvg,

PSIZE=1,000, τ=0.3 and GEN=100. The initial population was generated by choosing 

each parameter of each individual randomly within its feasible range.  

Unfortunately, no satisfactory results were found with the above setting and most 

solutions found had homogeneity more than 2,000ppm (dsv=50 cm). Another issue is 

that there were often some large and/or overlapping coils in those solutions, which is 

not desirable because it would be impractical to implement the design. Certainly, by 

increasing the population size and/or the number of generations, one can expect to get 

better results. However, the major interest here is not to simply solve this problem but 

to solve it efficiently. 

Figure 5-9: Even order harmonics of a positive coil at different axis positions. 

An investigation into the fitness function reveals that the overall homogeneity is 

largely determined by the sum of the harmonics of the same order produced by coils. 

Figure 5-9 shows the even-order harmonics from 2 to 18 of a positive coil at different 

axial positions (i.e., for symmetric designs, odd-order harmonics are zero) from 

which some interesting patterns can be discovered immediately. For example, the 

second order harmonic is negative when the coil is close to the origin and gradually 

becomes positive when the coil is at the far end. In general, the relationship between 

the harmonics and the distance to the origin is nonlinear but quite smooth. Since the 

objective of optimization is to make the sum of harmonics as close to zero as possible 

with reasonable field strength, it is desirable to come up with some heuristics about 

the general layout of coils in good designs. 
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5.4.3 Improved Experiments 

According to the previous discussion, a simple heuristic was proposed in which a 

small positive coil was placed close to the origin while a large positive coil was 

placed at the far end so that the second order harmonics generated by the two coils 

tended to cancel against each other. Other coils were put in between with each one 

restricted to a sub-interval. In fact, this heuristic was used to identify the area where 

good designs were likely to exist, so that the actual space that needed to be searched 

could be significantly reduced. 

The actual boundaries used are listed in Table 5-1 in which the axial length and inner 

radius were the same as in Section 5.3.2 but with a major change in the boundaries of 

axial position. Unlike in previous experiments where each coil was allowed to move 

freely along the Z-axis, all coils were restricted to some smaller ranges with possible 

overlapping (i.e., it is difficult to precisely determine the best boundaries of each coil). 

Furthermore, the size of coil #1 was restricted to a small value and the size of coil #5 

was intended to be large due to their locations with respect to the origin. 

Table 5-1: New search boundaries of five coils based on the proposed heuristic. 

# Axial Position Axial Length Number of Turns Inner Radius 

1 [10, 50] [20, 100] [200, 500] [480, 520] 

2 [100, 200] [20, 100] [-1000, 1000] [480, 520] 

3 [200, 400] [20, 100] [-1000, 1000] [480, 520] 

4 [300, 600] [20, 100] [-1000, 1000] [480, 520] 

5 [600, 700] [20, 100] [2000, 5000] [480, 520] 

In the new experiments, the effect of the heuristic was dramatic and EDAmvg could 

often find various good solutions. Figure 5-10 (top) shows the cross-section of a 

design in which coils are represented by boxes and the dsv area is represented by a 

circle in the middle. Note that each pair of boxes on the two sides of the vertical axis 

correspond to the same coil. An enlarged view of the upper-right corner is shown in 

Figure 5-10 (bottom). The homogeneity is 20.9 ppm (dsv=50cm) / 6.3 ppm 

(dsv=45cm) and the main field is around 6 T. The overall length of the magnet is 

approximately 1.41m, which is significantly less than conventional systems. 
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Figure 5-10: The cross-section of a 10-coil design (top) and a detailed view of the upper-right 
corner (bottom). 
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Since the minimum number of coils needed is typically not known, additional 

experiments were conducted with 8 coils to find out whether it is possible to simplify 

the design. The boundaries used for this 8-coil design are listed in Table 5-2. 

Compared to Table 5-1, the only change is that a single coil #2 replaced the original 

coils #2 & #3. Experimental results show that reducing the number of coils led to 

better performance of EDAmvg. With four coils to be optimized, the search space was 

reduced as the dimensionality decreased from 20 to 16 and the convergence speed 

and accuracy of EDAmvg all improved. Figure 5-11 shows a design with 9.0ppm 

(dsv=50 cm)/2.0ppm (dsv=45 cm) and the main field is also around 6 T. The overall 

length of the magnet is approximately 1.42 m. 

Table 5-2: Search boundaries of four coils based on the proposed heuristic. 

# Axial Position Axial Length Number of Turns Inner Radius 

1 [10, 50] [20, 100] [200, 500] [480, 520] 

2 [100, 400] [20, 100] [-1000, 1000] [480, 520] 

3 [300, 600] [20, 100] [-1000, 1000] [480, 520] 

4 [600, 700] [20, 100] [2000, 5000] [480, 520] 

The lesson learnt from the above experiments is that, although EAs/EDAs are general 

purpose optimization techniques, they may not be able to solve real-world problems 

efficiently when used in a straightforward way. As shown by the results in this 

section, it is very important to utilize problem-specific knowledge whenever possible 

in complex situations. The heuristic used here, which specifies the search boundaries 

and the spatial distribution of coils, has proven to be effective in identifying the 

general nature of a good solution so that EDAmvg could concentrate on the promising 

area of the search space. In the meantime, this heuristic does not need to be very strict 

due to the global optimization ability of population-based algorithms.  

Additional experiments were also conducted to further test the potential of the 

proposed method. With a larger population size (e.g., 2000) and some slightly 

different heuristics (e.g., the position of the right-most coil), even shorter magnet 

designs could be found. Figure 5-12 shows such a design with overall length 1.30 m 

and homogeneity 9.6ppm (dsv=45cm).  
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Figure 5-11: The cross-section of an 8-coil design (top) and a detailed view of the upper-right 
corner (bottom). 
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Figure 5-12: The detailed view of the upper-right corner of a 10-coil design with overall length 
1.30 m (dashed line indicates a negatively wound coil). 

Finally, it is interesting to know whether EDAmvg is able to learn and utilize the 

dependence information embedded in this design problem and whether it could 

provide any real benefit. In EDAmvg, the probabilistic model is represented by a 

multivariate Gaussian. Previously, a full covariance matrix was employed to 

explicitly capture the dependence among variables. A simplified version of EDAmvg 

(i.e., equivalent to UMDAC) is to only use diagonal elements when generating new 

individuals. By doing so, no dependence is taken into account and each variable is 

generated independently of others. 

Both versions of EDAmvg were run for 10 trials with the same setting as in the last 

experiment (dsv=50 cm). The mean fitness values of the best solutions found at each 

generation are plotted in Figure 5-13 (top) showing that EDAmvg found solutions of 

much lower quality when dependencies were not captured. A pair-wise comparison 

with the same random number seed in terms of the quality of the final solutions is 

shown in Figure 5-13 (bottom) in which four out of ten trials produced satisfactory 

results when capturing dependence. As a contrast, when no dependence was taken 

into account, all results were one order of magnitude worse. 
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Figure 5-13: Performance comparison of EDAmvg with and without dependence capturing: mean 
fitness values (top) and final solutions (bottom). 
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5.5 Conclusions 

In this Chapter, the magnet design task in MRI systems was introduced as a 

challenging real-world problem for EAs. A continuous EDA was used to find the 

appropriate configuration of coils in a short magnet design. It has shown that, within 

only a moderate number of fitness evaluations, various designs of high homogeneity 

with length around 1.4 m could be found reliably. Certainly, the current results are 

still not comparable with the best available designs, which were often based on very 

large-scale experiments[103]. A straightforward direction for future work is to 

conduct further experiments to investigate the possibility of more advanced designs 

such as short magnets with length close to 1 m and asymmetric designs with dsv close 

to the open end. Usually, many more coils will be needed in such situations and a 

much larger population would be required accordingly.  

In addition to the application of a specific kind of algorithm to a specific real-world 

problem, the major motivation of the work is to emphasize some important general 

issues such as problem characterization, dependence capture, using problem-specific 

knowledge and parallel computation, which could be helpful to solving a wider range 

of real-world problems. 

Along the line of estimating the number of optima using statistical methods, there are 

some related techniques worth further investigation[33, 34]. In the meantime, in many 

situations, the value of the global optimum of a real-world problem is not known, 

which could pose some difficulty in evaluating or comparing different optimization 

algorithms. Fortunately, based on some previous research, it is possible to give a 

principled estimation of the value of the global optimum based on random samples. 

One potentially useful technique is based on the Weibull distribution[117] that might 

be used to model the distribution of optimal values: 
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It can be shown that the smallest value of a sample of size n from any probability 

distribution approximately follows the Weibull distribution as n gets large (a, b and c

are the location parameter, scale parameter and the shape parameters respectively). In 

practice, it is possible to conduct random sampling of the search space (e.g., using 

hill-climbing trials) to estimate the parameters in Eq. 5-6.  
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VI. Conclusions  

6.1 Summary 

The major motivation and focus of this thesis was on improving the current practice 

of experimental studies of EAs. Despite a small amount of existing work in this area, 

it is unfortunate that only very limited improvement can be observed from most of the 

experiments reported in the literature in recent years. This is in a distinct contrast to 

the consistently growing number of new EAs and their variations in the literature. For 

the healthy development of the EA community in the long term, there is an urgent 

need to establish principled experimental methodologies to regularize the practice of 

empirical studies of EAs.  

While being fully aware of the complexity of this task, the focus has been 

concentrated on two important experimental factors: test problems and parameter 

settings, which are important in virtually all experimental studies. The major issue of 

traditional experiments is that they are typically conducted with hand-coded 

parameter values as well as a small set of arbitrarily selected test problems. As a 

result, it is likely that any general conclusions built on these experimental results may 

not be fully trustable or could even be misleading. In the meantime, in most 

experimental studies, test problems are treated as black boxes and it is difficult to 

relate the performance of EAs to the specific structure of the test problems. 

Consequently, the results from such experiments could hardly be generalized to other 

situations or help people have deep insights into the behaviour of EAs. 

With an aim of conducting rigorous experimental studies as well as improving the 

scientific value of experimental results, the work in this thesis was largely devoted to: 

(a) Developing a principled mechanism for generating high quality test problems with 

controllable structure, which is important for understanding the performance of EAs; 

(b) Developing efficient statistical techniques that could significantly reduce the 

computational cost of comparative studies in order to extensively explore the 

experimental space; (c) Comprehensive case studies on continuous EDAs based on 

Gaussian distributions to demonstrate the effectiveness of proposed techniques, 

including both empirical studies and theoretical analysis.  
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6.2 Contributions 

6.2.1 Major Contributions 

The major contributions of this thesis are listed as below: 

(a) A general-purpose continuous landscape generator 

This landscape generator, denoted by LG-MVG, is based on a set of multivariate 

Gaussian components. Generally speaking, it is designed to generate box-bounded 

and continuous multimodal test problems, which could find applications in a wide 

range of experimental studies. Furthermore, a series of case studies were conducted 

with LG-MVG to demonstrate its effectiveness in exploring the problem space as 

well as constructing test problems with specific structure as desired. 

Compared to previously proposed landscape generators in the similar category, it has 

a number of advantages: 

� It is capable of generating a variety of problems according to the purpose of 

experimental studies in terms of difficulty and internal structure through the 

manipulation of a small number of parameters, which usually have an intuitive 

influence on the geometric features of the test problems. 

� It is simple in implementation and only incurs a relatively small amount of 

computational overhead so that even experiments in high dimensional and 

highly multimodal spaces could be conducted within practical time. 

� It is straightforward to understand the structure of each test problem, as the 

information of its structure such as the quality and location of each optimum is 

readily available. This is particularly important in scientific studies where the 

interaction between algorithms and problems is of the major interest.  

� It is convenient to have different levels of control on the structure of test 

problems by specifying the values of a selected set of parameters while 

allowing others to be randomly generated according to a certain distribution, 

which can be used to control the similarity among test problems. 

� It can be conveniently customized or extended to suit different situations. 

Additional features such as noise and dynamic properties can easily be 

incorporated into the general framework of LG-MVG. 
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(b) Statistical Racing techniques for efficient evaluation of EAs 

A major practical difficulty in conducting large scale experimental studies of EAs lies 

in the high computational cost incurred correspondingly. In order to ease this 

challenge, a statistical Racing technique was applied to the empirical studies of EAs 

for the purpose of reducing the computational cost while still maintaining high 

reliability of the results. Compared to the existing work on Racing in the domain of 

machine learning as well as some preliminary attempts in the evaluation of EAs, the 

unique contributions of the work presented in this thesis are listed as below: 

� A comprehensive review on Racing with various statistical tests was given to 

show their own strengths and limitations. It was suggested that another 

Hoeffding’s bound is likely to be more powerful and should be used in place of 

the one used in previous research (Section 4.2). 

� A detailed discussion was given on the difference between model selection 

problems and the evaluation of EAs. A number of issues were pointed out, 

which must be considered when applying Racing on EAs (Section 4.3.2). 

� A non-parametric statistical test based on the bootstrap method was applied in 

the Racing experiments of EAs when the sample sizes were not large enough to 

justify other statistical tests such as the Student-t test (Section 4.3.2). 

� A series of experiments were conducted to show how Racing could be used to 

reliably and efficiently identify the best performing EAs from a set of 

candidates as well as the applicability of Racing in identifying the easiest/most 

difficult problems from a number of problem instances (Section 4.3.3). 

� A hierarchical Racing framework was proposed to address the issue of racing 

EAs across multiple problems, which increased the power of Racing to a new 

level. For this framework, a new statistical test for testing the difference 

between the proportions of two binominal distributions was also proposed, 

which corrected some mistakes in previous research (Section 4.4). 

� A hybrid technique combining Meta-EAs and Racing was proposed, which was 

specifically designed for the parameter tuning of EAs, taking into account their 

complementary properties. The major advantage of this hybrid technique is that 

it could handle symbolic parameters efficiently and still has the capability to 

effectively explore the entire parameter space (Section 4.5).  
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6.2.2 Other Contributions 

This thesis also made a number of contributions related to the rigorous analysis of 

EAs/EDAs that are focused on particular algorithms and/or problems to highlight 

some specific issues. 

(a) A comprehensive investigation of several continuous PBIL algorithms 

A critical review on existing continuous PBIL algorithms was given to show their 

different characteristics. A new continuous PBIL based on marginal histogram 

models was proposed, which could utilize all individuals in the population and was 

shown to have much better global optimization ability in certain situations. Some 

specially designed test problems were used in the experimental studies to demonstrate 

the benefit of using test problems with controllable structure (Section 2.3). 

(b) A detailed analysis on the issue of diversity maintenance in continuous EDAs 

Case studies on some well-known test problems were conducted to investigate why 

continuous EDAs like EDAmvg may fail to find the global optima. It was shown that 

diversity maintenance could play a crucial role in the success of EDAs. Two diversity 

maintenance schemes were proposed to handle this issue in different situations, which 

were shown to be highly effective in the experimental studies (Section 2.4). 

(c) A modelling technique for the analysis of the dynamics of continuous EDAs 

In addition to empirical studies, it is always desirable to formally analyse the 

behaviours of EAs/EDAs using rigorous mathematical tools. An initial attempt was 

conducted by the introduction of a modelling technique to investigate the detailed 

dynamics of continuous EDAs based on Gaussian models, which has provided some 

new insights into these algorithms (Section 2.5).   

(d) An experimental study of continuous EDAs on a challenging real-world problem 

Applications of continuous EDAs on large-scale real-world problems have been 

relatively rare. In this part of work, some different EDAs were compared on the 

magnet design task in MRI systems to highlight the advantage of capturing 

dependences in solving practical problems. A statistical technique for estimating the 

number of optima in the search space was given a review and an alternative approach 

was also proposed. Other important issues such as parallel computation and 

incorporating problem-specific knowledge were also discussed (Chapter 5). 
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6.3 General Discussion 

Experimental studies of EAs are often seemingly simple but could potentially be 

highly tricky. Without an appropriate design or planning, they could easily result in 

unfair comparison and misleading conclusions or very low scientific values in general. 

Since the majority of the current research work is still largely supported by empirical 

results, how to conduct better experiments is a very important issue that deserves 

much more attention than it has received before. 

Apart from some previous work addressing various general issues of the experimental 

methodologies in EAs, the major reason that the current practice of experimentation 

is still left far behind the development of algorithms lies in the fact that there is a lack 

of off-shelf solutions to tackle these issues. For example, it is helpful but not enough 

to only tell people the drawbacks of current benchmark problems without providing 

alternatives that could be implemented in a straightforward manner. Similarly, even 

being aware of the possible impact of different parameter settings, experimenters may 

still often feel reluctant to conduct extensive experiments to explore the parameter 

space due to the potentially prohibitive cost incurred. 

This thesis contains one of the first attempts on developing principled and practical 

techniques for the purpose of improving the quality of experimental research in EAs. 

With the help of the proposed landscape generator and the statistical Racing 

techniques, experimenters are given the control and power to conduct systematic 

experiments in the algorithm space as well as the problem space, which enables not 

only comprehensive exploration of an algorithm’s general performance but also 

highly focused research in specific situations.  

6.4 Future Work 

In addition to the work described in this thesis aiming to improve the quality of 

experimental studies in EAs, there are a number of directions for possible future work. 

An obvious direction would be to further enhance the features of LG-MVG to make it 

suitable for a wider range of areas such as optimization in dynamic/noisy 

environments, multi-objective optimization and constraint handling. Another equally 

if not more important task is to promote the application of landscape generators in the 

EA community. For this purpose, the source code of LG-MVG along with detailed 

instructions and examples will be made available online to facilitate its utilization.  
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For the Racing techniques, a major direction would be to establish some formal 

framework in order to conduct principled analysis of the influence of various 

experimental factors on the performance of Racing. It is also an important topic to 

investigate the possibility of combining more features into Racing from other related 

techniques. Also, experiments conducted in Chapter 4 were aimed at demonstrating 

the basic principles of Racing and different ways of applying Racing in the evaluation 

of EAs. More experimental studies (with different experimental configurations or in 

different problem domains) may be necessary to help people have a complete image 

of its strengths and weaknesses.  

The experimental evaluation of EAs and EDAs on real-world problems is another key 

area that needs to be better explored in order to provide significant and plausible 

evidences on the advantages of statistical modelling in EDAs. In the meantime, more 

attentions should be paid to the development of advanced statistical techniques for 

characterizing the structure of large-scale problems and comparing the performance 

of algorithms, which is important to understanding the performance of algorithms and 

increasing the scientific value of experiments. 
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