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Abstract—In this paper, we propose an identity-preserving
face hallucination (IPFH) method via deep reinforcement
learning. Most existing methods ultra-resolve facial visual
information in guidance of appearance similarity which rarely
attend to recovering the semantic property, undermining
further face analysis (e.g., recognition). We present a visual-
semantic hallucinator relying on deep reinforcement learning
to adaptively repair local details for the restoration of both
identity and appearance characteristics. Specifically, we first
capture the facial global topology structure to roughly re-
cover the visual information with the pixel-wise similarity
constraint. To super-resolve more photo-realistic faces, we
explore the contextual interdependency to reconstruct facial
local textural details (e.g., over-smoothed edges) with the
constraints of visual and identity similarity. In terms of
the visual similarity constraint, we develop the dual domain
network with bidirectional consistency on both HR domain
and LR domain to improve the appearance quality. Moreover,
we introduce the identity constraint to encourage hallucinated
faces to satisfy the identity property. Experimental results
on several benchmarks demonstrate our method achieves
promising performance on the recovery of visual and semantic
information.

Index Terms—Face hallucination, deep reinforcement learn-
ing, visual-semantic hallucinator, dual consistency, identity
property.

I. INTRODUCTION

Face images could carry the most interesting and valu-
able information and can be obtained in a non-intrusive
manner. Yet, the acquired face images in the real life
often suffer from low-quality situations. For example, the
images taken from cameras with long distance, leading
to low-resolution faces. Face images require significant
magnification for many applications by improving upon
image quality and understanding the low-resolution faces
better. Face hallucination aims to generate high-resolution
(HR) face images from low-resolution (LR) inputs, which
has attracted great interests in recent years [1]–[20]. When
given a very LR facial image, the input carries little
information available to be inferred reliably which not only
impedes human perception but impairs computer analysis,
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such as face alignment [21]–[24], face parsing [25], [26],
face detection [27]–[30], face recognition [31]–[37] and
retrieval [38], [39]. To achieve super-resolved HR images,
it is necessary to improve image quality (increase resolu-
tion and recover details) and enhance facial understanding
(high-level cognition).

Most existing face hallucination methods employ deep
learning and achieve the state-of-the-art performance. These
methods mainly concentrate on the improvement of visual
quality by incorporating the facial prior knowledge. CB-
N [40] optimized the dense correspondence field to ex-
plore facial spatial configuration. Super-FAN method [13]
addressed two tasks which simultaneously improved face
super-resolution and detected facial landmarks. FCH net-
work [41] also incorporated structural landmark heatmaps
information into face super-resolution. FSRNet [15] made
full use of the geometry prior (e.g., landmark heatmaps
and parsing maps) to super-resolve LR images. Apart from
the facial geometric structure, the attributes also contribute
super-resolution progress. Yu et al. [42] leveraged facial
attribute [43] vectors to assist the LR features to gen-
erate high-quality HR images. Lu et al. [17] introduced
a conditional CycleGAN to encourage the high-resolution
face image to satisfy the given attributes. These methods
emphasize on the significance of the holistic appearance
recovery. On the other hand, Attention-FH [44] explored the
interdependency of the image to restore local information.
Although the prior knowledge benefits hallucination, these
methods only take into consideration the visual appear-
ance reconstruction, ignoring the recovery of semantic
information which may impair human perceptron. We aim
to simultaneously restore visual and semantic information
with the aid of identity and dual visual supervisory signals,
where the network explores contextual correlation able to
repair local details and global property.

In this paper, we propose the identity-preserving face
hallucination (IPFH) to recover both visual and semantic
information. To be specific, we first introduce a coarse hal-
lucinator to roughly recover visual appearance with pixel-
wise similarity constraint which exploits the facial global
topology structure. We then present a visual-semantic hal-
lucinator to explore local relations via deep reinforcement
learning to repair local details sequentially, and restore the
global identity characteristics. The visual-semantic halluci-
nator is able to recover visual and identity property with the
constraint of appearance and identity similarity. To achieve
the appearance similarity, we design a dual consistent
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Fig. 1. The overview of our proposed IPFH. We takes a LR image as input to feed it into a coarse hallucinator with hourglass architecture to roughly
recover visual information. The generated coarse HR face restores global structural information. We then adopt deep reinforcement learning to repair
local patches and global identity information sequentially to satisfy the dual domain consistent and identity constraints. At each time step, the policy
controller adaptively selects a certain facial patch while local restoration aims to enhance this facial patch information. To improve HR visual quality,
we leverage the HR/LR domain consistent on pixel-level and texture-level of patches produced among action selection process. We further introduce
the cognition network to recover identity information.

network to provide visual constraint with pixel-wise and
textural supervision in both LR domain and HR domain.
Moreover, we develop a cognition network to impose our
hallucinated images to preserve identity information. Fig. 1
illustrates the overview of our proposed network. Our
IPFH achieves appealing performance on the BioID [45],
LFW [46], YTF [47], Helen [48] and CelebA [43] datasets.

In summary, the main contributions of this paper are
briefly highlighted as follows:
• We present a dual consistent network to constrain the

visual similarity on both LR domain and HR domain.
• We introduce the identity supervision signal to recon-

struct feature and identity properties.
• We employ the deep reinforcement learning to adap-

tively repair facial details.
• Extensive experimental results on several face datasets

show the effectiveness of our proposed method on the
recovery of appearance and semantics.

II. RELATED WORK

A. Face Hallucination

Face super-resolution is a special case of image super-
resolution [49]–[54]. For the image super-resolution, early
works [49], [50] with CNNs used standard pixel-wise MSE
loss for training supervision, resulting in blurry super-
resolved images. To address this, Li et al. [51] proposed the
MSE over feature maps rather than over pixels. We are also
inspired by the work to alleviate blurry situation. In [52],
the authors presented a GAN-based [55] approach which
used a discriminator to differentiate the ultra-resolved face
and the ground-truth.

On the basis of the image super-resolution works, deep
learning based methods for face hallucination have achieved
significant progress. The approaches can be mainly divided
into two categories: image based super-resolution and patch
based super-resolution. For image based methods, they
constrain the property similarity on entire image. Inspired
by the work [8] which adopted deep learning for image
super-resolution, Zhou et al. [9] proposed a Bi-channel

CNN to integrate raw input image and its representation.
In terms of GAN [55] network advantages, SRGAN [52]
first used a generative adversarial network to generate re-
alistic images. Yu et al. [10]–[12] leveraged discriminative
generative networks to ultra-resolve face image and further
addressed the unaligned and noisy faces with transformative
discriminative autoencoder. To leverage facial prior knowl-
edge, Zhu et al. [40] presented a Cascaded Bi-Network
(CBN) to unify the face dense correspondence field. Super-
FAN [13] incorporated a sub-network for face alignment
through heatmap regression and optimized a novel heatmap
loss. Yu et al. [41] used a multi-task CNN where it had two
branches: one for super-resolving face images and the other
for predicting facial component heatmaps. Chen et al. [15]
made full use of the geometry prior including facial land-
mark heatmaps and parsing maps to super-resolve very low-
resolution face images. Wavelet-SRNet [14] predicted the
corresponding series of HR wavelet coefficients. To further
improve the visual quality, Yu et al. [42] incorporated facial
attribute vectors into the residual features of LR inputs
while Lu et al. [17] introduced a conditional CycleGAN
to generate a high-resolution face image that satisfied the
given attributes. On the other hand, the patch based methods
tend to capture facial patches relations. Ma et al. [56] and
Jung et al. [57] hallucinated the same position patches
of training image pairs. Song et al. [58] adopted CNN
to generate facial components and then synthesized fine-
grained facial structure. Although these methods achieved
promising performance, they only reconstruct visual infor-
mation without the consideration of semantic property.

B. Deep Reinforcement Learning

Deep reinforcement learning [59], [60] aims to learn how
to make decisions and select actions online from its expe-
riences, which has achieved great successes in computer
vision applications [61]–[64], especially the face related
works [22], [34], [65]. For examples, Duong et al. presented
a subject-dependent deep aging path (SDAP) method [65]
to model the longitudinal face aging process with deep
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reinforcement learning. Guo et al. proposed a dual-agent
deep reinforcement learning (DADRL) method [22] for
deformable video face tracking, which generated bounding
boxes and detected facial landmarks interactively. Rao et
al. [34] proposed an attention-aware deep reinforcement
learning method for key-frame selection in video face
recognition. However, limited progress has been made in
face hallucination. Cao et al. [44] recently adopted deep
reinforcement learning to hallucinated facial patches. This
method aims to improve visual quality with the correlation
of facial patches, which is unable to preserve the semantic
similarity.

III. PROPOSED APPROACH

In this section, we first present the motivation and
overview of our proposed approach, and then illustrate the
details of each component in our framework. Lastly, we
introduce the implementation details.

A. Motivations

Deep learning based face hallucination methods have
shown the effectiveness for super-resolving more rich in-
formation. Nevertheless, there are still some limitations ex-
isting in most hallucination methods: 1) where they mainly
develop their networks built on top of the entire face image
and 2) they only pay attention to the recovery of visual
appearance property. However, an excellent hallucination
method lies on improving visual quality and strengthening
semantic understanding. To address this, we on one hand
design our network to reconstruct low-frequency global
structure and the high-frequency local details similar to
coarse-to-fine operation. We rely on image based deep
learning network to ultra-resolve holistic information while
we resort to deep reinforcement learning to sequentially
recover local details. On the other hand, we observe that
the visual appearance recovery stems from the only pixel-
wise MSE supervisory signal. To overcome the problem,
we present visual and recognition supervision network to
not only recover visual appearance information but also
identity property. In terms of the visual similarity constraint,
we consider to ensure the dual similarity on HR domain
(hallucinated HR and ground-truth HR) and LR domain
(generated LR from hallucinated HR and LR input) to
improve visual quality. Moreover, we supplement identity
supervisory signal to constrain the identity similarity. Fig. 2
shows the key idea of our face hallucination approach.
Fig. 2(a) illustrates the general framework of most existing
methods for recovering visual information with pixel-level
similarity between the hallucinated HR and the ground-
truth HR. The process may produce over-smoothed image.
Therefore, we further restore local textural details via deep
reinforcement learning in sequence shown in Fig. 2(b).
During the training phase, apart from the visual appear-
ance constraint, we unify identity constraint which helps
preserve identity information.
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Fig. 2. The key idea of our proposed IPFH. Our approach aims to
restore both visual and identity information. (a) shows most methods only
constrain visual similarity during training phase. (b) illustrates our basic
idea to recover identity information. We explore the interdependency of
local patches via deep reinforcement learning to repair local details. We
improve visual quality with the dual similarity on HR and LR domains. We
also introduce recognition net to constrain the identity similarity during
training phase.

B. Identity-Preserving Face Hallucination

Our proposed IPFH approach mainly consists of three
components: coarse visual hallucinator, visual-semantic
hallucinator and supervision network shown in Fig. 1. We
design the coarse hallucinator Fc to capture facial global
topology information with holistic appearance similarity.
The visual-semantic hallucinator Fvs aims to explore inter-
dependency of local patches via deep reinforcement learn-
ing to restore facial local details and identity property. The
supervision network Fs provides the supervisory signals to
encourage the recovery of visual and identity information.

Suppose that D = {(xi, yi)}Ni=1 represents a training
dataset of LR/HR image pairs where N is the number of
training images and yi is the ground-truth HR image of the
corresponding LR image xi. Given a LR image xi, we first
adopt coarse hallucinator Fc to roughly recover coarse HR
image ỹi as

ỹi = Fc(xi) (1)

This network is able to capture facial global structure
which is trained end-to-end with most common pixel-wise
mean square error (MSE) supervisory signal, depicted as
follows:

LFc(θ) =
1

N

N∑
i=1

‖ỹi − yi‖22 (2)

where θ denotes parameters of the coarse hallucinator Fc
network and N is the numbers of training samples.

Having obtained coarse images ỹ, we then leverage
visual-semantic hallucinator Fvs to compensates facial lo-
cal details adaptively, generating our hallucinated faces ŷ.

ŷi = Fvs(ỹi) (3)

The process includes policy controller P and local restora-
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tion network R. The policy controller P attends facial
patches P = {p1 → pt → pT } sequentially while the
local restoration network R enhances the patch pt for more
accurate result p̂t as follows:

pt = P(ŷt−1, pt−1), t = 1, . . . , T

p̂t = R(pt), t = 1, . . . , T
(4)

where pt is an attended patch at t-th step, p̂t is the corre-
sponding enhanced patch and T is the time step number.
ŷt−1 is the image state after t−1 steps enhancement where
we replace patch pt in ŷt−1 with p̂t to obtain ŷt. After T -
steps, we achieve the whole generated HR image ŷ.

At the training stage, we design the visual loss and identi-
ty loss by supervision network Fs including dual consistent
network D and cognition network C. We introduce dual
consistent network D to maintain appearance similarity
among LR/HR domains {x, x̂}, {y, ŷ}, respectively as

LD =
1

2N

N∑
i=1

(‖x̂i − xi‖22 + ‖ŷi − yi‖22) (5)

where x̂ is generated by ŷ with CNN operations.
The cognition network C is used to recover identity

information where we obtain the high-level features fŷ and
identity label cŷ of generated HR ŷ

fŷ = Cf (ŷ), cŷ = Cs(ŷ) (6)

where Cf indicates to extract the features preceding softmax
layer and Cs refers to the softmax output. We constrain the
similarity in feature space and identity space to recover
identity characteristics as

LC = Lf (fŷ, fy) + Lid(cŷ, cy) (7)

where Lf is the Euclidean distance of two features and Lid
is the softmax loss. cy is the identity label of ground-truth
HR image y. When optimizing our network, we minimize
the loss function

L = LD + LC (8)

to recover both visual and identity information.
During the test phase, we takes as input the LR image

and obtain the hallucinated HR after the coarse hallucinator
and visual-semantic hallucinator. The evaluation metrics
comprise visual similarity and recognition performance.
Algorithm 1 in our supplementary material summarizes
the proposed IPFH approach.

1) The Coarse Hallucinator: We introduce the coarse
hallucinator to explore facial global structure. The network
is capable of roughly recovering visual information, pro-
ducing a coarse HR face image. In view of the advantage
of hourglass [66] architecture able to capture information
at every scale, we develop this network with two stacked
hourglass modules. The detailed network is illustrated in
our supplementary material.

During the encoding process, we design residual block-
s [67] with kernel size 3 × 3, stride 2 down to a very
low resolution with 4 × 4. The network then begins the
upsampling and combination of features across scales to
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from previous steps, previous patch pt−1 and its location lt−1. The policy
controller incorporates holistic feature and context feature to predict next
action patch. R refers to the local restoration network.

generate coarse HR image. We train this network with
pixel-wise MSE between the coarse HR images ỹ and
ground-truth HR images y as (2).

2) The Visual-Semantic Hallucinator: For restoring both
visual and semantic information, we present the visual-
semantic hallucinator to explore the patch relations for re-
pairing local details and strengthening identity information.
This network consists of two components: policy controller
and local restoration network.

Policy Controller: The policy controller provides the
capability of defining which facial patch should be selected,
shown in Fig. 3. At each time step t, the policy controller
takes action at to attend next facial patch pt+1 conditioned
on the current state st. Given the selected patch, the local
restoration network R enhances its details by maximizing
the reward rt. The policy controller takes as inputs the
current restored image ŷt and selected patch pt and its
location lt to predict next attended patch pt+1. The image
branch adopts several residual blocks to extract image holis-
tic feature while the patch branch joins the patch feature and
location feature (action vector) as context feature. We then
incorporate holistic feature and context feature to predict
next patch. We define state, action and reward as follows.

State: The state st at t-th step should be able to provide
enough information for the policy controller to select facial
patch at (t+1)-th step. The state is composed of two parts
st = {ŷt, ct}, where ŷt refers to the enhanced super-
resolved face image from all previous steps while ct denotes
context state memorizing the history action. The image state
ŷt is updated by replacing the original patch in ŷt−1 with
the repaired one p̂t at each time step. The context state ct

consists of repaired patch p̂t and its action at (a one-hot
action vector) where p̂t helps the policy controller opt to
the relevant patch and at provide the history action in case
of repeated actions.

Action: Given an image x ∈ RWH , our policy controller
aims to select a patch pt from all possible locations
lt = {(ltx, lty), ltx ∈ [1,W ], lty ∈ [1, H]} at t-th step.
The policy controller fuses state features by concatenating
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holistic feature and context feature and feeds it into a fully-
connected layer. A softmax layer is finally appended to
produce a W×H-D vector which indicates the attended
patch possibility. At training stage, the agent takes action
at by stochastically drawing an entry following the action
probability distribution. During testing phase, we select the
location lt with the highest probability.

Reward: We introduce our reward to guide the policy
controller to learn the whole action sequence by supervision
network. The reward includes short-term reward rs at each
step t and long-term reward rl after all T steps as

r =
T∑
t=1

rt =
T−1∑
t=1

rs|t<T + rl|t=T , (9)

We define the short-term reward rs according to pixel-
wise MSE Lmse and texture loss Ltex among patches from
two domains {x, x̂} and {y, ŷ} following

rs = −
∑

(ẑ,z)∈D

Lmse(ẑ, z) + Ltex(ẑ, z) (10)

where D = {(ŷp, yp)} ∪ {(x̂p, xp)}. Lmse and Ltex are
pixel-wise MSE and texture loss. ŷp is the produced patches
during action selection process, x̂p is generated by ŷp with
convolution operations and yp, xp are the corresponding
ground-truth HR and LR input patch. The mean square error
Lmse and texture loss Ltex are as follows:

Lmse(ẑ, z) = ‖(ẑij − zij)‖2
Ltex(ẑ, z) = ‖G(φ(ẑ))−G(φ(z))‖2

(11)

where G is the Gram matrix G(F ) = FFT and φ
represents the convolutional feature activations. We adopts
the texture loss according to [68], [69] which demonstrates
how convolutional neural networks can be used to create
high quality textures. We extract the convolutional feature
maps with the pre-trained SphereFace [35] model in (13) as
the texture information. We maximize the rs by minimizing
the mean square error and texture loss of all patch pairs
(ŷp, yp), (x̂p, xp) to improve the local visual information.

The long-term reward rl constrains the identity similarity
on whole image after T steps. We also introduce visual
similarity with pixel-wise MSE on entire face. The opti-
mization objective can be represented as:

rl = −(Lf + Lid + Lv) (12)

where Lf is the high-level feature loss, Lid is the identity
loss and Lv is the global visual loss. We introduce the
perceptual similarity measure [51] on feature space to help
recover high-level feature information. We penalize the
Euclidean distance between generated HR feature maps and
ground-truth HR features to encourage them having similar
feature representations as

Lf = ‖φ(ŷ)− φ(y)‖2 (13)

where φ is the high-level feature activations. We train the
SphereFace [35] model on the CelebA dataset and extract
the global average pooling layer as feature activations.
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Fig. 4. The network architecture of our local restoration. P denotes the
policy controller module. We incorporate image feature and patch feature
to restore a new patch. The image branch adopts CNN to generate feature
size as the same as patch size while the patch branch uses CNN to produce
patch feature. We concatenate these two features and obtain the enhanced
patch. We replace the patch in image ŷt−1 with the enhanced patch to
obtain the image state ŷt.

The second term Lid imposes an identity level constrain
following the A-softmax loss [35]

Lid = −
1

N

∑
i

log(
e‖ŷi‖ψ(θci,i)

e‖ŷi‖ψ(θci,i) +
∑
j 6=ci e

‖ŷi‖cos(θj,i)
)

(14)

where N is the number of training samples, ŷi is our hallu-
cinated face and ci is the ground-truth label. The notation
ψ(θci,i) is defined as ψ(θci,i) = (−1)kcos(mθci,i) − 2k

where θci,i ∈ [kφm ,
(k+1)φ
m ], k ∈ [0,m − 1]. m controls the

size of angular margin and we set m = 1.5 here.
With the help of feature loss and identity loss, we achieve

to restore more semantic information. Moreover, to improve
the visual quality, we leverage visual loss Lv on entire
image with pixel-wise and texture accuracy computed as

Lv = Lmse(ŷ, y) + Ltex(ŷ, y) (15)

After maximizing the long-term reward, we can preserve
more visual and semantic information.

Local Restoration Network: We introduce a local
restoration network to repair the facial patches produced
by policy controller process. The network contains two
branches to incorporate whole image feature and patch
feature. At t-th step, to repair the facial patch, the network
takes the previous image state ŷt−1 and the selected patch
as inputs. The image state provides the holistic information
which benefits repaired selected patch containing global
information. We extract image feature with convolution
layers to obtain WpHp feature where WpHp is the same
size with the patch. On the other hand, the selected patch
after policy controller is fed into several convolution layers
to obtain the patch feature. In view of the small size of
patch, we introduce convolutional layers with kernel size
3 × 3, stride 1 to obtain the patch feature with same size
of patch. We incorporate the whole image feature and
patch feature to reconstruct the patch details. The generated
repaired patch replaces the original patch in ŷt−1 to produce
the new image state ŷt. Fig. 4 illustrates the architecture of
our local restoration network.

When training the visual-semantic hallucinator, we opti-
mize this network and train the policy controller together.
At each t-step, we update the local restoration network
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parameters with patch-level loss

Lp = Lmse(p̂hr, phr, p̂lr, plr)

+ Ltex(p̂hr, phr, p̂lr, plr)
(16)

by minimizing the MSE loss and texture loss from dual
domains, between the enhanced pathes p̂hr and the ground-
truth patches phr, and the generated LR patches p̂lr and
input LR patches plr. After T -step, we add the image-level
loss

Lim = Lmse(ŷ, y, ŷlr, ỹ) + Ltex(ŷ, y, ŷlr, ỹ)

+ Lf (ŷ, y) + Lid(ŷ, y)
(17)

to further optimize the parameters.ŷlr is generated LR
image by hallucinated face ŷ. Lmse and Ltex are provided
by dual consistent network D to recover visual information,
while Lf and Lid are provided by cognition network C to
reconstruct identity information. The whole training proce-
dure can be regarded as two parts: short-term enhancement
and long-term smoothing at one action-sequence shown in
Fig. 5. The first part aims to ultra-resolve each chosen
patch while the second part makes the whole image more
photorealistic which can effectively overcome the boundary
artifacts caused by each patch enhancement.

3) The Supervision Network: We develop supervision
network to provide supervisory signals (namely reward) to
preserve both visual and identity information. The network
mainly comprises dual consistent network and cognition
network.

Dual Consistent Network: Face hallucination can be
treated as domain transformation from LR domain X to
HR domain Y . Generally, the hallucination methods G
encourage the super-resolved HR faces extremely close to
the ground-truth HR domain G : X → Y . It enforces
that the generated faces be of the appropriate domain, but
does not encourage that the input and generated faces are
recognizably the same. To restore more accurate visual
information of generated HR, we achieve the HR faces and
convert them to LR domain successively which constrain
F (G(x)) ≈ x and G(F (y)) ≈ y. We present the dual con-
sistent network to stress on the similarity of two domains
on both patch-level and image-level. Fig. 6 illustrates the
implementation of our dual consistent network.

We denote (ŷ, y) as hallucinated HR ŷ and the ground-
truth HR y, and (x̂, x) as generated LR x̂ and input x.
On the HR domain, the generated HR patches are obtained
through agent selection and local restoration. On the LR
domain, the LR patches are generated by down-sampling
the generated HR patches with convolution operations. We

t=1 t=2 ...

pixel MSE
Texture loss

t=Tt=T-1

Dual Consistent Network

HR domain

generated HR Ground-truth HR

generated 
input

4x4x3

LR input

32x32x3

128x128x3

32x32x3

    

  

k3s2n64

k3s2n128
k3s2n64

Hallucinator

LR domain Down-sampling module

Fig. 6. The network architecture of our dual consistent network. We
design dual visual constraint to improve visual quality. On HR domain,
the hallucinated HR faces are encouraged to keep similarity on visual
appearance with MSE and textural loss. On LR domain, the generated
HR images are down-sampling with convolutional operations and imposed
similarity with the LR inputs.

feed the generated HR patches of 32×32 into three convo-
lution layers with 3× 3 kernel size and stride 2, achieving
LR patches of 4× 4. After all steps enhancement, we also
constrain the whole image similarity. When processing the
whole faces, we first resize the 128 × 128 HR face into
32× 32 with bilinear interpolation operation.

At the training stage, we define the domain similarity by
minimizing pixel-wise MSE Lmse and texture loss Ltex,
shown in (11). These two loss functions are as the visual
reward to supervise the policy controller training to benefit
visual information restoration.

Cognition Network: An excellent hallucination method
lies on producing HR faces with accurate visual appearance
and better semantic understanding. Generally, most method-
s leverage the common pixel-wise MSE loss as supervision
to constrain the overall visual appearance similarity be-
tween generated HR image ŷ and the ground-truth y. Apart
from the visual similarity constrain, we further build the
cognition network to provide identity constraint to achieve
more photo-realistic faces. The cognition network supervis-
es the similarity of hallucinated face and the ground-truth
on feature-space and identity-space as shown in Fig. 7.

Given the hallucinated HR image ŷ and the ground-truth
y, we employ the pre-trained SphereFace [35] model to
obtain feature maps φ(ŷ) and φ(y) after average pooling
layer. We constrain the feature similarity with feature loss
Lf and the identity similarity with identity loss Lid, shown
in (13) and (14). At the training stage, the feature loss Lf
and identity loss Lid are as one part of long-term reward
to benefit semantic information restoration.

C. Implementation Details

Preprocessing: All the images of the entire set including
training and testing sets were first cropped and aligned by
MTCNN [21]. We then resized all faces to 128 × 128 as
our HR ground-truth images. To obtain LR images, we
downsampled HR ground-truth images by a factor of 8 to
16× 16 as our network inputs.

Hallucinator: For encoding process of coarse hallucina-
tor, we interpolated LR images to 128× 128 and encoded
the images to 4×4×128 with kernel size 3×3, stride 2 in
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Fig. 7. The network architecture of cognition network. The recognition
network produces high-level features and output the face identity label.
We design the cognition network to constrain the similarity on feature-
space and identity-space. Lf denotes the feature loss and Lid refers to
the classification softmax loss.

stacked hourglass modules. In visual-semantic hallucinator,
we set patch size of 32×32 where the policy controller pro-
duced holistic feature and context feature with 512-D and
256-D vectors, respectively. The local restoration network
fused the entire image and patch features of 256×32×32 to
repair patches sequentially with T = 20 steps. We first pre-
trained this network on randomly selected patch pairs and
fine-tuned it during hallucinator optimization procedure.

Training: We implemented the proposed IPFH network
by Tensorflow on multi-GPUs to hold more samples within
one batch. We first trained the coarse hallucinator by setting
batch size of 128 on 2 GeForce GTX 1080Ti GPUs with
the learning rate from 0.1 to 10−5. We then fine-tuned the
cognition network on CelebA with spherface model [35]
initialization. We adopted the policy gradient method for
visual-semantic hallucinator training with batch size of 64
on 2 GeForce GTX 1080Ti GPUs. We used Adam optimizer
and set the learning rate from 10−3 to 10−5.

Testing: Having obtained our trained model, we took
as input the LR face images and fed them into coarse
hallucinator to produce coarse HR images. We further fed
the coarse HR faces to the visual-semantic hallucinator
and after T = 20 steps, we achieved the hallucinated HR
images.

IV. EXPERIMENTS

In this section, we first describe datasets including train-
ing and testing sets, and present the evaluation metrics to
measure hallucination methods. We then perform experi-
ments to verify the effectiveness of our proposed approach.

A. Datasets and Evaluation Metrics

Training Sets: The CelebA [43] is our main train-
ing set which includes about 200K face images with
10,177 identities after preprocessing. We denote coarse
visual hallucinator training set as SetA, cognition network
training set as SetB and other components as SetC. We
randomly selected 100K images from CelebA for SetA.
We adopted the SphereFace [35] model and fine-tuned
the model with SetB of randomly 160K face images for
10,177 identities. We fixed the parameters of coarse visual
hallucinator and cognition network, and used 180K face

images for training other components (e.g., policy controller
and local restoration net) and the remaining 20K images
for test.

Testing Sets: We evaluated our approach on BioID [45],
LFW [46], YTF [47], Helen [48] and CelebA [43] datasets.
The BioID dataset contains 1,521 gray level face images
collected under lab-constrained settings. The LFW dataset
contains 5,749 identities and 13,233 face images taken in
an unconstrained environment. The YTF dataset consists of
3,425 videos of 1,595 different people with an average of
2.15 videos per person. The clip durations vary from 48
frames to 6,070 frames, yet the image quality of YouTube
video frames is generally worse than that of web photos,
mainly due to motion blur or viewing distance. The He-
len dataset contains 2,330 images with a board range of
appearance variations, and the test set of CelebA contains
20K images having large diversities and large quantities
where these two datasets are the common testing sets for
evaluating face hallucination methods. Several examples
from various datasets with distinct properties are illustrated
in our supplementary material.

Evaluation Metrics: Similar to many previous work-
s [10], [14], [15], [44], we also adopted the widely used
Peak Signal-to-Noise Ratio (PSNR), structural similarity
(SSIM) [70] as our visual evaluation metrics. The equations
of PSNR and SSIM are depicted as follows:

PSNR(ŷ, y) = 10× log( 2552

‖ŷ − y‖22
)

SSIM(ŷ, y) =
(2µŷµy + C1)(2σŷy + C2)

(µ2
ŷ + µ2

y + C1)(σ2
ŷ + σ2

y + C2)

(18)

where ŷ and y refer to the hallucinated HR image and the
ground-truth HR image, respectively. The notations (µ, σ)
indicate the mean and standard deviation and σŷy is the
covariance of two images. C1 = (K1L)

2, C2 = (K2L)
2

are constants where K1 = 0.01, K2 = 0.03 and L = 255.
Moreover, we also performed the recognition experiment

to measure the semantics recovery of the hallucinated faces.
We evaluated the verification performance with cosine
similarity score

s =
f̂ · f
‖f̂‖ · ‖f‖

(19)

to testify the restored identity information where f̂ and f
were the feature descriptors of hallucinated face ŷ and the
ground-truth y, respectively.

We further conducted human evaluation to verify the
effectness of our approach referring to [52]. We have asked
20 raters to assign an integral score from 1 (bad quality)
to 5 (excellent quality) to the super-resolved images. The
mean opinion score (MOS) is as a metric evaluation.

B. Comparison with State-of-the-Arts

We compared our method with other existing methods
visually and semantically. For visual comparison, the hal-
lucinated faces are shown in figures qualitatively and the
evaluation metrics (PSNR and SSIM) are listed in tables
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TABLE I
EXPERIMENTAL RESULTS OF OUR APPROACH ON THE BIOID, LFW,

YTF, HELEN AND CELEBA DATASETS WITH 8× FACTOR.

PSNR SSIM
BioID 26.59 0.78
LFW 24.93 0.69
YTF 28.07 0.91
Helen 24.78 0.79
CelebA 26.42 0.80

quantitatively. On the other hand, to validate the semantic
performance, the super-resolved faces with various methods
were performed recognition experiment. In terms of the net-
work architecture, we also compared the model complexity.

Visual comparison: We evaluated the efficacy of our
network on several datasets with various properties (e.g.,
grey faces, poor-quality images and large-pose faces), and
further compared with the state-of-the-art super-resolution
methods. Fig. 8 shows the qualitative results of our IPFH
with scaling factor of 8 on BioID, LFW, YTF, Helen and
CelebA datasets. From the experimental results, our coarse
images generated by the coarse hallucinator in Fig. 8 (b)
is obviously inferior to our final outputs in Fig. 8 (c).
The coarse hallucinator only explores the low-frequency
global structure and restores the appearance information.
On the other hand, with the assistance of visual-semantic
hallucinator, we further recover the local textural details
and preserve both visual and semantic information with
the supervision network. Table I lists the quantitative per-
formance of our model on five datasets and the results
show that our approach achieves promising performance
with different attributive images. Our method gazes on
reconstructing local details and recover more photo-realistic
face with identity constraint. Therefore, the generated faces
are robust to some invariance. The results on YTF dataset is
slightly higher than others, because the original YTF dataset
is heavily blurred which leads to the small gap between
input images and the ground-truth, improving pixel-wise
similarity after super-resolution.

We further compared the quantitative and qualitative
performance of our method with other existing methods
visually. The Table II lists the PSNR and SSIM metrics
of our approach on Helen and CelebA datasets compared
with other methods. From the table, our approach achieves
promising performance. In terms of the qualitative perfor-
mance, given the LR inputs 16×16, we illustrated the gen-
erated 8× HR with various methods in Fig. 9 (c)∼(i). These
methods such as TDAE, UR-DGN mainly adopt GAN
architecture to generate face where the pattern is liable to
be deformation. We also reproduced several very recen-
t state-of-the-art methods including Wavelet-SRNet [14],
FSRNet [15] and Attention-FH [44] to compare the visual
performance. Fig. 10 presents the visual quality from these
three approaches and ours. Wavelet-SRNet [14] builds the
CNNs with wavelet transformation which encourages the
generated face similar to the ground-truth at low-frequency
and high-frequency. FSRNet [15] uses GAN network to

join the parsing maps and landmarks into super-resolution
process, assisting visual quality. Attention-FH [44] resort-
s to deep reinforcement learning to sequentially restore
face patches. Although these methods achieve satisfying
performance, they emphasize on the restoration of visual
information only with visual similarity constraint.

Semantic comparison: Apart from the visual compar-
ison, we also compared the semantic performance of dif-
ferent super-resolution methods. We reproduced Wavelet-
SRNet [14], FSRNet [15] and Attention-FH [44] to obtain
the super-resolved face images with 128 × 128. We em-
ployed ArcFace [37] recognition model to evaluate their
recognition performance. Table III tabulates the recogni-
tion performance of various hallucinated faces on LFW,
YTF and IJB-A datasets. The LR images carry very little
information, leading to inferior understanding of semantic
information. The hallucination methods recover HR faces
by improving their visual quality. Therefore, the recognition
performance becomes better than LR faces. While the
super-resolution methods could make the faces more clear,
yet the distribution of features may differ from the ground-
truth. With the preserved identity information, our method
achieves the best recognition performance. We also adopted
different recognition models including ArcFace model and
FaceNet model [32] to validate the robustness of our
approach shown in Table V.

Moreover, we performed face attribute prediction on the
ultra-resolved faces with various hallucination methods. We
firstly fine-tuned the ResNet50 [67] network on CelebA
dataset. Having obtained the optimized network, we then
resized the hallucinated face to 224 × 224 for the input
requirement. The network takes as inputs the hallucinated
faces and predicts their attributes. The attribute recognition
performance is listed in Table III. The results show our
semantic superiority than other methods.

We further conducted human evaluation to verify our
method. The raters were asked to rated 6 versions of each
image on BioID, LFW, YTF, Helen and CelebA: Bicubic,
Wavelet-SRNet [14], FSRNet [15], Attention-FH [44], ours
and the ground-truth HR image. We sample 100 images
from above datasets each with 20 images. Each rater thus
rates 600 instances that are presented in a randomized
fashion. The experimental results of the conducted mean
opinion score (MOS) tests are summarized in Table IV.
Raters consistently rate Bicubic test images as low score
and the ground-truth HR images higher. Our approach also
achieves better score.

Time complexity: We compared the computation cost of
our method with other super-resolution methods. Table VI
lists several different method architectures on net depth,
model parameters and inference time. SRCNN [8] is a
9 layers CNN and it performs test on CPU. VDSR [50]
uses a very deep CNN with 20 layers, though it achieves
promising performance, it requires longer processing time.
CBN [40] consists of four cascaded networks, and each
cascade has its specific network parameters. Wavelet-
SRNet [14] predicts wavelet coefficients with large param-
eters. In Attention-FH [44], local enhancement net is an 8
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BioID

LFW

YTF

CelebA

(a) (b) (c) (d) (a) (b) (c) (d) (a) (b) (c) (d)

Helen

Fig. 8. Qualitative results of our IPFH with scaling factor of 8 on the BioID, LFW, YTF, Helen and CelebA datasets. (a) LR inputs. (b) Ground-truth.
(c) Our coarse HR. (d) Ours.

(a) LR input (b) HR (c) Bicubic (d) SRCNN (e) VDSR (f) CBN (g) UR-DGN (h) TDAE (i) Ours

Fig. 9. Comparison with the state-of-the-art methods. (a) LR inputs. (b) Original HR images. (c) Bicubic interpolation. (d) SRCNN [8]. (e) VDSR [50].
(f) CBN [40]. (g) UR-DGN [10]. (h) TDAE [12]. (i) Our IPFH.

TABLE III
COMPARISON OF THE ATTRIBUTE PREDICTION ON CELEBA DATASET AND THE FACE RECOGNITION ON LFW, YTF AND IJB-A DATASETS.

Method Attribute LFW YTF IJB-A
FAR=0.001 Rank-1

LR 66.53 75.83 82.62 72.50 84.36
Wavelet-SRNet [14] 89.42 90.17 88.05 86.92 89.57
FSRNet [15] 87.05 88.50 85.96 83.01 86.80
Attention-FH [44] 87.97 89.15 84.32 84.96 88.12
Our IPFH 91.86 93.78 91.35 88.19 92.07

layers CNN and it requires multiple pass. FSRNet [15] is
faster and more convenient to use, which only needs one

forward process for inference and costs 0.012s on Titan
X GPU for a 128 × 128 image. Our network performs
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(f)

Fig. 10. Comparison with recent SOTA methods. (a) LR inputs. (b) Ground-truth HR images. (c) FSRNet [15]. (d) Attention-FH [44]. (e) Wavelet-
SRNet [14]. (f) Our IPFH.

TABLE II
COMPARISON OF VARIOUS METHODS WITH 8× FACTOR ON THE

HELEN AND CELEBA DATASETS.

Method Helen CelebA
PSNR SSIM PSNR SSIM

Bicubic 21.12 0.71 19.23 0.56
SRCNN [8] 19.82 0.73 20.02 0.55
VDSR [50] 24.61 0.69 19.58 0.57
SRGAN [52] – – 21.16 0.62
RL-Restore [71] 24.29 0.71 23.97 0.68
Ma et al. [56] – – 19.11 0.54
CBN [40] 22.44 0.63 19.77 0.54
UR-DGN [10] 23.12 0.75 24.82 0.70
TDAE [12] – – 20.40 0.54
AttributeGAN [42] – – 21.82 0.62
FCH [41] – – 23.14 0.68
FSRNet [15] 24.60 0.76 26.31 0.75
Wavelet-SRNet [14] 24.63 0.83 26.61 0.79
Attention-FH [44] 24.08 0.71 25.26 0.73
RL-Restore [71]
Our IPFH 24.78 0.79 26.42 0.80

TABLE IV
MOS OF HUMAN EVALUATION.

Method MOS
Bicubic 1.23
Attention-FH 3.22
FSRNet 3.59
Wavelet-SRNet 3.81
Ours 3.94
Ground-truth 4.69

TABLE V
COMPARISON OF RECOGNITION ACCURACY WITH THE

STATE-OF-THE-ARTS ON LFW AND YTF DATASETS.

Method ArcFace FaceNet
LFW YTF LFW YTF

LR 77.37 83.12 76.45 82.72
Wavelet-SRNet [14] 91.10 88.50 90.95 87.98
FSRNet [15] 88.13 86.20 87.47 85.72
Attention-FH [44] 87.80 86.02 86.53 85.20
Our IPFH 93.87 90.96 92.43 90.67

TABLE VI
COMPARISON OF MODEL COMPLEXITY WITH SOTAS.

Method Depth Parameter Inference
SRCNN [8] 9-layers 118M 1.19s
VDSR [50] 20-layers 134M 180ms
CBN [40] 22-layer 342M 170ms
Wavelet-SR [14] 14-layers 300M 109ms
FSRNet [15] 10-layers 163M 12ms
Attention-FH [44] 8-layers 326M 81ms
Our IPFH 18-layers 105M 28ms

inference forward the coarse visual network with 10 layers
and local restoration network with 8 layers, and the running
time is also comparable.

C. Ablation Study

We performed extensive ablation studies and demon-
strated the effects of several important components in our
framework. The ablation details were presented as follows:

Effect of coarse hallucinator: To evaluate the effects
of this component, we first ultra-resolved LR images only
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TABLE VII
COMPARISON OF VARIOUS PATCH SELECTION STRATEGIES.

Method PSNR SSIM
evenly 24.32 0.68
randomly 25.18 0.75
RL 26.42 0.80

with the coarse visual hallucinator. Then, we evaluated
the performance of our IPFH without this hallucinator
where the LR input was directly fed into visual-semantic
hallucinator. The PSNR and SSIM metrics are shown in
Table VIII. The visualization of coarse hallucinated faces
are presented in Fig. 8(c). The experimental results present
that with the cascade of visual-semantic hallucinator, our
approach surpasses either of them. Our coarse network can
recover global visual information and the rest is able to
repair local details, which improves HR quality visually.

Effect of patch selection: The policy controller is able
to select a series of context-related patches adaptively.
To evaluate the effects of patch selection strategies, we
conducted two patch selection methods including evenly
divided patches and randomly chosen patches shown in
our supplementary material. For the first patch selection
strategy, we divided the image of 128 × 128 evenly into
16 patches with size of 32 × 32. For the second method,
we randomly chosen 30 patches with 32 × 32 which tried
to cover the whole image with more patches. At the
training stage, we refined the patches with visual loss Lv
and identity loss Ls provided by dual consistent network
and cognition network. Having obtained the model, we
performed experiment on CelebA test set with 20K images.
The hallucinated faces are shown in Fig. 11 and the
quantitative metrics are listed in Table VII.

From the results, we can see that the patch selection
with deep reinforcement learning can achieve better per-
formance. The reason mainly comes from two aspects: 1)
No matter even division or random selection, the patches
possibly contain the broken facial parts (e.g., the separated
eyes). When optimizing network to constrain the patch pairs
similarity, it may result in discontinuous or deformable
facial parts (e.g., nose or mouth shown in Fig. 11(c) and
(d)). On the other hand, the patches selected by policy
controller tend to contain the intact facial parts. Fig. 12
shows the patch selection sequence with deep reinforce-
ment learning. 2) The selected patches by the reinforcement
learning can explore the facial context information where
the neighbored patches are related. The context helps RL
agent choose intact facial parts, and enhances the local
restoration network to recover identity information.

Effect of dual consistent constraint: To demonstrate
the ability of dual consistent constraint, we conducted the
ablation study of both HR and LR domains. We supervised
our IPFH network with various constraints. The experi-
mental results in Table IX show that our method with
identity and dual domain consistent constraints achieves the
best performance. Without the dual domain constraints, the
identity reward cannot guide to generate accurate HR image

TABLE VIII
EFFECTS OF KEY PARAMETERS ON THE CELEBA DATASET.

PSNR SSIM
coarse visual net 24.90 0.62

w/o coarse visual net 25.63 0.69
w/o policy controller 25.07 0.64

our IPFH 26.42 0.80

TABLE IX
PERFORMANCE OF OUR DUAL DOMAIN AND COGNITION CONSTRAINTS

ON THE CELEBA DATASET.

PSNR SSIM LFW YTF
w/o dual domain 23.07 0.58 87.50 85.24
w/o HR domain 24.62 0.61 89.35 87.30
w/o LR domain 25.91 0.73 92.50 90.12

w/o mse 25.14 0.72 90.67 87.48
w/o texture 25.38 0.75 91.10 87.50

w/o id+perceptual 25.84 0.78 91.95 88.98
w/o perceptual 26.20 0.79 92.37 89.54

w/o id 26.25 0.79 92.13 89.30
Our IPFH 26.42 0.80 93.87 90.96

TABLE X
COMPARISON OF VARIOUS LR PATCH GENERATIONS.

Method PSNR SSIM
down-sampling 26.40 0.80
convolution 26.42 0.80

visually. The key HR domain constraint directly ensures
generated HR images similar to the ground-truth. LR do-
main assists more visual information and identity constraint
improves our HR images with semantic information.

Moreover, we further analyzed the effects of different LR
generation methods including convolution operations and
downsampling. We performed experiments on CelebA test
set and the results are listed in Table X. We used the convo-
lution layers to generate LR patch, expecting at making the
generated LR preserve low-frequency information. By this
way, the supervision in LR domain can effectively impose
the hallucinator to generate HR which also composes the
low-frequency information. In summary, the HR domain
supervision encourages high-frequency details generation,
while LR domain supervision makes the hallucinator to
keep low-frequency information.

Effect of cognition constraint: We introduce the identi-
ty supervision signal to constrain identity similarity. We
explored the effects of feature loss and identity loss in
cognition constraint. We trained our IPFH network with
either feature loss or identity loss term in long-term reward.
The experimental results in Table IX show the performance
increases with both loss functions. The feature loss helps
recover high-level features while the identity loss maintains
the identity property. With the combination, the cognition
constraint could recover more semantic property, which
assists face super-resolution process.

Effect of adversarial loss: To verify the effect of
adversarial loss, we added the discriminator loss in our
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Fig. 11. Comparison of various patch selection strategies. (a) LR inputs. (b) Ground-truth. (c) Evenly division. (d) Randomly selection. (e) Ours.
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Fig. 12. Patch selection sequence with deep reinforcement learning.
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Fig. 13. Visualization with the effect of the adversarial loss. (a) LR inputs. (b) Ground-truth. (c) With GAN loss. (d) Ours.

framework which was used to distinguish the hallucinated
faces fake or real, detailed in the supplementary material.
Having obtained the optimized model, we performed ex-
periment on CelebA test set where the qualitative results
are shown in Fig. 13. From the results, the ultra-resolved
face is slightly deformed with discriminator loss, and the
performance is less than ours. This is possibly because that
this loss makes the model hard to converge, generating
inaccurate and blurred HR domain faces.

V. CONCLUSION

In this paper, we have proposed the identity-preserving
face hallucination (IPFH) method to recover both visual
and semantic information. We explored contextual corre-
lations of local patches to repair local details. We in-
troduced visual-semantic hallucinator to generate photo-
realistic faces by recovering visual appearance information
and identity characteristics with cognition and dual domain
consistent supervisory signals. Experimental results show
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our IPFH have achieved competitive performance on sev-
eral public datasets.
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